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1 Introduction
1.1 Challenges of an ageing society
The 20th century has brought major demographic changes for the developed nations and
Europe in particular. The average age of the population has risen significantly and in the next
50 years we face a massive increase in the number of people aged 65 or older; at the same
time the number of births is decreasing [36]. This demographic shift poses a major challenge
for the whole society. The care of the increasing number of increasingly older people would
require more financial and human resources, placing an ever increasing load on the already
strained (partially overstrained) care systems. Multiple studies have proven, that older people
prefer living in their own homes to living in care institutions [37]; however they require some
help to do so.
Fall is a major health risk for independently living older people [15]. While only a small
fraction of falls require any kind of medical aid, some help in getting up may be needed. The
cases requiring aid are exacerbated by the time between the fall and its discovery. People
suffering only a short time being helpless often do not even require any kind of hospital care,
while a long “down-time” may even result in death [19]. Falls and injuries caused by them
have a proven major influence on healthy life expectancy [18].
There are existing technologies to alleviate this problem, but these solutions are
generally insufficient. The current situation necessitates the development of an effective and
robust automated fall detection system.

1.2 Fall
Falls may be broken down into four major phases, that is, the prefall phase, the critical phase,
the postfall phase and the recovery phase. During the prefall phase the subject performs usual
activities of daily living (ADL), sits, stands, walks around, etc. The “critical phase” consists in
the sudden movement of the body toward the ground, ending with a vertical shock on the
ground [28]. During the “postfall” phase, the person remains inactive, frequently lying on the
ground. There may be small movements if the subject is conscious and tries to move, to get
up, but there may be small movements even during unconsciousness. Eventually the
“recovery” phase is either intentional – the person stands up on his own – or with help from
another person.
Noury’s paper on principles and methods of fall detection [27] was used as the starting
point for the lists of typical ADL and fall scenarios. He presented only a rough breakdown of
falls which would have been insufficient for training a learning system. His subsequent paper
[28] goes into more detail. Yu missed the characterization of the falls from Noury’s paper
[27] and described the major fall categories in his own work [39] in detail. Lindemann [25]
also presented his work with 3D accelerometers broken down into fall and non-fall categories.
The list of scenarios of falls, avoided falls and ADL [1, 3] was synthesized from the scenarios,
results and experiences of theses authors. Non-fall scenarios needed the most synthesis, as the
mentioned papers’ primary focus was the detection of falls, and although they agreed that the
use of non-fall scenarios is necessary (especially those that closely resemble falls, e.g. sitting
down, lying down, etc.), they listed only few non-fall scenarios, neither assembling a
comprehensive list.
The assembled lists are of course far from complete, in fact cannot be complete, as there
are practically limitless variations of falls and ADL. The purpose of the lists is to identify and
list major “types” to facilitate successful training of a fall detection system.
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1.3 The CARE project
The “CARE - Safe Private Homes for Elderly Persons” is an R&D project running under the
Ambient Assisted Living Joint Programme, which has been co-funded by the EC and by
several participating countries.
The project aimed to realize an intelligent monitoring and alarming system for the
independent living of older people, to create an affordable visual technology that preserves
privacy while exploiting the advantages of visual solutions. A biologically inspired,
neuromorphic vision sensor from AIT was integrated into the Everon alarm, security, and
monitoring system for seamless analysis and tracking of older people at home. A major focus
of development was to ensure compactness (which facilitates installation) and unobtrusivity
of the visual sensor. The testing in care institutions helps to determine accuracy and usability
of the system and collection of opinions, desires and complaints of end-users.
The partners of the consortium comprised research institutes (AIT, Budapesti Műszaki
és Gazdaságtudományi Egyetem), SMEs (Exrei / Everon, SensoCube) and end-users
(Senioren Wohnpark Weser GmbH, Yrjö ja Hanna) from four countries (Finnland, Germany,
Austria and Hungary). The selected elderly homes in Germany and Finland were involved in
the evaluation and demonstration of the CARE concept. The project started on July 1, 2009
with duration of 30 months.

1.4 ATC Sensor
The turn of the new millennium brought the appearance of a new type of visual sensor; these
Asynchronous Temporal Contrast (ATC) sensors [16, 24] work on similar principles as the
human retina. The nature of their sensing greatly differs from traditional cameras; as a result
they are largely independent of scene illumination (Fig. 1. ). Output bandwidth is dependent
on dynamic scene content, but is generally orders of magnitude lower than conventional
frame-based cameras. The major advantage of the novel working principle of the sensor is the
automatic background segmentation (Fig. 2) due to the nature of the sensing.

Fig. 1. Conventional camera and ATC sensor
output

Fig. 2. “Built-in” automatic background
segmentation of ATC sensor

Of course this new sensor has not only advantages, but poses some challenges as well.
As the output is not strictly an image, but a series of timestamped digital (on/off) pixel
addresses, traditional noise filtering and image processing methods are not applicable. The
data from the sensor is due to the technology used rather noisy, so noise reduction is essential.
Even after conversion to an image traditional (image processing) methods do not yield
satisfactory results; neither signal processing solutions are suitable, since they ignore the fact,
that in the final analysis an image is being filtered. The unusual nature of the sensor
necessitates the development of new noise reduction techniques fitted to its peculiarities.
To fully utilize the potential of the sensor it is not sufficient to develop compatible noise
reduction techniques, the feature extraction also must be compatible. The asynchronous nature
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enables a more balanced distribution of the processing load, as data arrives sequentially. After
assembling „simultaneous” events, the gained dataset is more closely sampled. This is
especially beneficial for some features, e.g. velocity- and acceleration-type features, where
small errors in the calculation of the position have significant impact. The increased accuracy
may in future enable currently unrealizable applications, such as fall-prediction along fall
detection.

1.5 Objectives
The foci of this treatise are the necessary image processing algorithms for the successful
employment of ATC sensors and the design of a learning system capable of solving
fall-detection. My researched had the following objectives:
 As the output of the ATC sensor was rather noisy I set the objective to develop a
filtering algorithm that removes remote salt&pepper type noise with sufficient
selectivity and effectiveness while preserving data-points. An additional requirement
for the algorithm was the general usability in ATC sensor application, not only in fall
detection.
 To create conditions for effective operation I set the objective of developing a set of
algorithms that
o are compatible with the asynchronous nature of the ATC sensor, therefore
conversion of the sensor input to an image is not necessary for further
processing,
o utilizes the sequential arrival of data-points,
o utilizes the better temporal resolution (compared to traditional cameras) of the
sensor,
o calculates suitable features for behavior analysis in general and fall detection in
particular

1.6 Chosen tools and devices
One of the project’s objectives was further development of the sensor; this was the
responsibility of AIT. Recordings obtained with this new sensor were used for the
development of the feature extraction algorithms and the learning system(s) and the analysis
of the developed filtering algorithm. The recordings were done by AIT and stored as
timestamped 3D events in a 3D world-coordinate system. All further analysis used these
recordings.
MATLAB was used for analysis and processing of the recorded data and development
of the algorithms and the learning system(s).
Microsoft Visual Studio 2008 was used during the “C” implementation of the fall
detection for the embedded system developed during the project.
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2 Scientific results
2.1 Noise filtering
ATC sensors produce due to the technology used [16, 24] a significant amount of
(sensor)noise. This noise is a random salt&pepper type noise, is independent of scene content
and can be observed even during “empty” scenes. There are a host of methods for noise
reduction, from the simplest linear averaging, simpler nonlinear filter (e.g. median filter) to
adaptive solutions (e.g. Kalman filter), but in this case none are sufficiently effective. The
ATC sensor features asynchronous operation and an output consisting of a series of
timestamped digital (lightening/darkening) pixel-addresses. It is possible to generate an
“image” from these in laboratory conditions, but this loses the advantage of the asynchronous
operation. To avoid this, such algorithms are needed that avoid image conversion by directly
processing the sensor output and are capable of removing this random salt&pepper noise. An
additional requirement for these algorithms is to be useable in embedded systems.

2.1.1 Noise Characteristics
Fig. 3 shows trough an example what can be considered as noise and as “signal” in the ATC
sensors output. Two scenes recorded with the ATC sensor are shown. The images were
obtained by gathering all events during an observation window and plotting their position.

Fig. 3. Signal points, noise points and ambigous points

As can be seen, the “image” of the sensor is rather noisy. The left figure marks the
points belonging unambiguously to the silhouette of the person, noise-points and ambiguous
points (where it is impossible to decide if they are signal or noise points) with different colors.
The sensor only perceives changes, but the deforming cloth and other small movements
of the body are sufficient to generate a signal, so there may be signal points within the
silhouette. If sensor noise is generated in the vicinity of these valid points it is practically
impossible to tell them apart. These noise-events have at worst only a minor influence on
further processing. It is also difficult to differentiate points directly outside the silhouette.
Fortunately these events do not cause problems either. Only distant noise events deteriorate
the quality of further processing significantly.
The figure on the right shows someone standing from a chair. In this case (with
sufficient experience) all points can be identified as either signal or noise. The cloth is pulled
taut, it does not deform, therefore does not generate any events, as such all events in the
interior of the silhouette are unambiguously noise.
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2.1.2 The proposed filtering algorithm
A short description of the algorithm [1, 4, 5]:
1)
2)
3)

4)
5)

An observation window is defined and only event within this window are considered.
This ensures that only “simultaneous” and nearly simultaneous events are processed.
The sensor area is divided into uniform buckets. Events within the observation window
are placed into their corresponding buckets.
Pre-filtering: For each bucket the number of events in the bucket, its 8 neighbors and
the corresponding buckets in the previous observation window is calculated. Buckets
where this does not reach a certain threshold are discarded.
Detailed filtering: Only the remaining events are filtered further: Every event in the 9
neighboring buckets is examined and remote, isolated events are discarded.
These steps are repeated for all buckets.

The proposed filter has multiple advantages. The first and most important is that it is not
necessary to convert the events to an image; as a result no storage space needs to be reserved
for the rather sparse matrix. The algorithm places the incoming events into the appropriate
bucket; events are stored in lists, the contents of the buckets are also stored in lists. With
suitable parameters the pre-filtering removes a significant portion of the buckets, significantly
decreasing the number of points to be processed. The detailed filtering does not calculate the
distance of all points from all points, as it only processes the subset of the remaining points
defined by the neighborhood of the actual bucket. These features may make the algorithm
especially appealing in embedded applications.

2.1.3 Comparison of the event-space filter with other popular filters
The proposed filtering algorithm was compared with multiple filters (Fig. 4). The image
“Unfiltered Output” was obtained by gathering all events within an observation window and
converting them to an image. The images showing the (lack of) effectiveness of traditional
filters are the results of those filters applied to the previous image. The images “Event-space
filter” and “PCL …” where obtained by converting the remaining points to an image after the
filtering of the original points (as events) in the image “Unfiltered Output”.
The proposed algorithm operates in event-space, is directly applicable, so no conversion
is needed. As may be seen in this simple example it removed the majority of the sensor noise,
while simultaneously preserving the majority of the “signal” events. The remaining noise
events are in close proximity of the silhouette and do not deteriorate the quality of further
processing significantly.
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Fig. 4. Filter comparison

Q-quantile filters are a standard method for filtering salt&pepper type noise. The
proposed filter was compared to the 2-quantile (median), 4-quantile (quartile) and 3-quantile
(tercile) filters.
Morphological filtering yielded the best results with 3 dilations followed by 4 erosions.
Noise suppression is somewhat better than the proposed filter, but the retention of “signal”
points is much worse.
The last two filters are part of the Point Cloud Library. The PCL algorithm [34] (which
was published after the first paper detailing the proposed algorithm [5]) follows a similar
principle. The “statistical” filter iterates trough all points twice. First it calculates the average
distance to its k nearest neighbors then it determines a threshold from the mean and variance
of these. On the second iteration all points are removed whose average distance to its k
nearest neighbors is greater than the threshold. The performance of this filter is nearly
identical to the proposed filter, but it is more computationally intensive. The “number of
neighbors” filter counts how many points are within a set distance of the examined point. If
the number is below the threshold, the point is discarded. This filter also shows good
performance; the majority of noise points are removed, signal point retention is also
acceptable.
The shown example demonstrates that the performance of the proposed filter is at least
comparable to, and in many cases superior to the other filters. Unlike traditional filters it does
not require the conversion to an image, and is computationally less expensive than the PCL
filters.
Usability of the proposed filter is not limited to fall detection, as it does not use any
suppositions specific to fall detection. The filter may be tailored to the application with its
parameters. It is also not limited to applications using ATC sensors. If the output of a sensor
produces/can be converted to produce events caused by moving objects with no events from
(semi)stationary background the filter can be used. Filtering of multiple objects is also
possible, but in that case the event clouds of the objects need to be segmented from each other
and filtered separately.
A possible application for the sensor and filter is traffic monitoring on highways;
counting passing cars. (Given suitable features it would also be possible to identify vehicle
types.) Another possible application is to prevent overcrowding of underground stations at
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stadiums by limiting the number of people in the station to the capacity of one train with an
entry system.
My first thesis was formulated from the scientific results regarding the filter:

First Thesis
I created a new method for processing the output of ATC (Asynchronous
Temporal Contrast) sensors which removes salt&pepper noise on-the-fly
from the series of timestamped address events, while preserving the
asynchronous operation of the sensor and yields superior performance
compared to popular traditional filters for the removal of salt&pepper noise,
while preserving a greater ratio of signal points. [1, 4, 5]

2.2 Feature extraction
To fully utilize the potential of the sensor it is necessary but not sufficient to employ suitable
noise reduction techniques. The feature extraction also has to be compatible with the novel
operating principle of the sensor.
Falls can be identified a few different ways. A portion of the methods requires the
tracking of a specific point. The easiest to implement is the tracking of the highest point (HP).
The problem is, its track is not continuous, which causes a number of problems when velocity
and acceleration are calculated. Another possible point is the center of gravity (COG), e.g. Fu
et al [16] used this. It is easy to compute and its track is (at least semi-)continuous. Another
interesting possibility would be the tracking of the COG of the head, as this body part moves
with the greatest velocities during a fall. Unfortunately this would require segmenting the
head from the body, which is difficult with ATC sensors and the added computational
expense makes it unfeasible.
Falls may be broken down into four major phases, that is, the prefall phase, the critical
phase, the postfall phase and the recovery phase. The “critical phase” consists in the sudden
movement of the body toward the ground, ending with a vertical shock on the ground [28].
This phase is the most promising for fall detection. Wu [38] showed that velocities and
accelerations in this phase are tree times bigger than during any other controlled movement.
This enables the detection of the fall at the beginning of the critical phase. The impact with
the floor at the end of the phase also causes a large acceleration. Lindemann [25] measured
acceleration during normal activities and falls with a 3D accelerometer built into the housing
of a hearing aid. Considering the available literature, potential benefits and difficulties I chose
to base this fall detection scheme on the critical phase.
There are multiple features useable for detection of the critical phase. The simplest
indicator is height (e.g. [16]). The drawback of the feature is that it is not possible to
differentiate all normal activities from falls, e.g. crouching, sitting own, etc.
Vertical velocity and acceleration are other widely used features [13, 14, 16, 27, 32, 33,
38]. The majority of falls has a quasi-free-fall phase; this was corroborated by multiple
authors, e.g. Noury [27, 28]. Wu found [38] that velocity and acceleration values during a fall
differ greatly from those observable during ADL. Unfortunately some normal movements e.g.
lying down are still difficult to distinguish from falls. Li [23] suggested the incorporation of
context information to deal with this problem, but this necessitates on-site calibration during
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installation. In the developed system significant impulses in both features can be observed
during a fall (Fig. 5a, and Fig. 5b).
The significant negative spike at the beginning of the fall is caused / may be caused by
two phenomena. As we know a fall usually starts with the loss of balance. This causes the
whole body to move, which may significantly and rapidly change the perceived silhouette,
which in turn may cause the aforementioned spike in the velocity and acceleration graphs.
This phenomenon is not the least harmful in the case of fall detection; it can in fact be quite
beneficial, as it may indicate a potential fall in an early stage. During the first moments of the
actual fall the whole body moves towards the floor, in “negative” direction. This may also
cause the negative spike. Its positive “pair” is caused by the impact with the floor at the end of
the fall. (At this time arms and legs may end up in higher position than the head, causing the
HP to immediately transition to them, which may also generate spikes.) Such impulses may
also be observed during non-fall portions of the velocity and acceleration graphs of the COG.
This phenomenon can be explained by examining the unprocessed recordings; its cause is
similar to the impulses immediately before a fall. As the sensor only perceives movement the
perceived silhouette of the subject may rapidly change e.g. when he starts moving from a
standing position and the legs become “visible”. The COG may change rapidly causing these
spikes. This problem is unique to this sensor and does not appear with worn accelerometers,
but those have to be worn. The optical sensor need not be worn; it’s passive, which is
preferable in systems for the monitoring of older people.

Fig. 5. Vertical and absolute velocity and acceleration of HP and CoG

The complete velocity and acceleration vectors also bear significant information (Fig.
5c, and Fig. 5d). A sudden significant change in the velocity vector indicates an unusual
event. This may be a collision with an object mid-fall, or the collision with the floor at the end
of a fall. While velocity and acceleration are easily measured with wearable devices (e.g.
Bourke used such devices [13, 14]), it is more difficult to calculate them using optical means,
although Wu [38], Nait-Charif [26] and Rougier [31, 32] demonstrated that it is possible.
Using optical devices there is more noise, which has to be taken into account. Taking the
complete velocity and acceleration vectors into consideration helps detect falls which would
be very difficult to detect otherwise (e.g. syncope).
Another useful feature is the bounding box of the silhouette. In 2D, if the height to
width ratio is high, the subject is probably standing, if it is low, he is probably lying down.
Anderson developed a fall detector based on this [12]. The advantage it that all falls ending in
a lying position can be detected, but on its own many ADLs would be classed as falls leading
to many false alarms. This may be eliminated by using it in conjunction with other features. A
bounding box is not necessarily the ideal solution for 3D data. In this case we have 3 sides
and 3 ratios, which are unnecessary, as we only want to know if the subject is lying down, the
direction being irrelevant. I proposed using a vertical bounding cylinder (BC) instead [1, 3, 4,
5], so only its height, diameter and their ratio (BCR) have to be considered. During a fall the
BCR ratio diminishes significantly, which is a good indicator of a fall. On its own this feature
is also not suitable, as the low BCR is not limited to falls, but is easily observable during ADL
(e.g. crouching down, lying down on a bed, sofa, etc.).

Thesis Booklet

10 / 24

Ágoston Mihály Srp - Fall Detection Utilizing Asynchronous Temporal Contrast Sensors

Another potential feature is the number of simultaneously detected events. The sudden,
rapid changes during a fall generate many events in the sensor. This is also an indicator of a
fall, but as before not limited to falls (e.g. exercising, nervous pacing, severe sneezing and or
coughing, etc. also generate many events). A low number of events indicates a lack of
activity. The feature may also be used to reduce the number of false alarms.
Another useful feature would be the relative positions of head and torso, but its use in at
this time not practical, as the segmentation of head and torso using ATC sensors without any
aids is currently too much of a challenge. Several authors tried analyzing the posture [22, 23,
29]; Nyan [29] tried to use the inclination of the body to detect falls; Juang [22] used the
silhouette and a fuzzy neural network to classify posture and detect falls. If it is useable with
ATC sensor output, Juang’s approach may become a valuable and promising part of a future
fall detection system. The technical specifications and positioning of the available sensor
prohibited using this technique. Nyan’s approach, while workable in laboratory conditions
uses optical markers, prohibiting its use in live conditions. This problem is shared by most
techniques (e.g. [23, 29]) that use relative positions of anatomy (e.g. torso and thighs); as such
information is usually only obtainable with visual markers.
Considering the advantages and disadvantages of the various possible features, my
proposed fall detection system [1, 2, 3, 4, 5] utilizes the following features (Fig. 6): The
position, velocity and acceleration of the highest point (HP) and the center of gravity (COG),
the bounding cylinder (BC) and its height to diameter ratio (BCR) and the number of
simultaneously occurred events (#). The use of the latter is important to avoid falls alarms in
situations where the event rate of the sensor is too low and incorrect conclusion would be
reached by the system. If the number of events is too low, the reliability of the calculated
features is questionable. To avoid erroneous classification in such cases the developed system
stops calculation of features and signals this by setting all features to zero.
Naturally, there are many other possible features. Other features may be optimal for
other applications; the listing of all possible features is way beyond the focus of this work.

Fig. 6. Fall detection components and data flow
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2.2.1 Preprocessing
Preliminary experiments showed that event occurring within 10ms of each other should
be accepted as simultaneous. These experiments also showed that for successful detection of
“slow” falls (e.g. syncope) an observation interval of 2s is necessary, so the artificial neural
network (ANN) has to process 200 feature vectors simultaneously. The ANN input vector is
obtained by concatenating subsequent feature vectors. A single feature vector containing the
discussed features has a length of 33, so the input vector for the ANN would have a length of
6600.
This was unacceptable; such a large input vector easily leads to a huge network, where
the massive number of synaptic weight may very well cause the network to become
untrainable. Both the size of a single feature vector and the number of required vectors needed
to be reduced. As the horizontal direction of a fall is of no consequence to fall detection first
the coordinates were transformed to a cylindrical coordinate system (r, ϴ, z). Next only the
vertical components (z) of position, velocity and acceleration features, the magnitude
components (r) of velocity and acceleration features, along with bounding cylinder sizes and
their ratio and the number of simultaneously occurred T3Des were retained.
The 2s observation window cannot be reduced without sacrificing the detection of slow
falls. Reducing the sampling frequency is also not possible, as the characteristic impulses of
the velocity and acceleration features may be missed. As neither observation window, nor
sampling frequency could be reduced I investigated if the high sampling frequency was
necessary during the whole interval, or only during part of it. Analysis of fall recordings
showed that rapid changes during fast falls (the spikes of the velocity and acceleration
features) do not exceed duration of 10 samples (100ms), while slow falls and other features do
not require such high resolution. The sampling scheme based on our knowledge and
observations regarding falls is shown in Fig. 7.

Fig. 7. Sampling scheme to reduce neural network input vector size

These changes reduced the size of the ANN input vector from an unacceptable 6600 to a
much more manageable 266.
The shown features despite being chosen for fall detection are suitable for the
identification of other patterns of behavior. E.g. an activity monitoring is possible with these
features, automatically monitoring if the subject does sufficient activity, if he/she has risen out
of bed, fallen asleep watching TV, etc.
The feature may be usable in applications other than monitoring older people. In prisons
a difficult situation is created by the conflict of necessity of constant oversight of inmates
versus the inmates’ right to some degree of privacy. ATC sensors may solve the problem by
providing automated and anonymous oversight of “privacy-critical” areas (e.g. lavatories,
showers, etc.). These applications are also based on identifying patterns of behavior; “only”
the pattern to be identified is different. (Naturally, additional features may be needed.)
My second thesis was formulated from the scientific results regarding the feature
extraction:
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Second Thesis
I devised a set of algorithms that, while operating in event-space, and
processing the noise-filtered output of ATC sensors without the need for
conversion to image, calculate a series of feature vectors that are necessary for
fall detection and suitable for further processing. [1, 2, 3, 4, 5]
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3 Machine learning
Nowadays we encounter more and more problems in image processing where traditional
algorithms do not fare well. Amongst these problems there are some which we can solve, but
are unable to adequately describe the solution algorithmically. Machine learning offers a
solution in such cases if a sufficient number of examples can be obtained, e.g. of the different
classes in case of a classification problem.

3.1 Training and testing datasets
When using machine learning the training data used has a major influence on the result.
Given quality data the chosen approach (if a suitable approach was chosen) can be expected to
train quite well. Insufficient or unsuitable training data however greatly reduces the chance of
success.
The training and testing datasets were assembled from the list of fall and non-fall
scenarios mentioned in the previous chapter. The recordings are lifelike, containing not only
the fall, but also the preceding activity: recordings of falls from a standing position start with
the subject walking into the scene, then falling down; a recording of a fall from bed starts with
the subject lying on the bed then falling down while trying to rise etc. As a consequence the
dataset is balanced even without dedicated non-fall scenarios. Recordings of the same
scenario were done from different positions with different lighting conditions (between 120
and 335 lux). The full dataset contains 467 fall scenarios and 50 non-fall scenarios. The
training and testing sets were grouped “thematically”, 9 examples of each type were put into
the training dataset (which is further separated into 9 datasets with equal thematical content),
while the final one was put into the independent test set [1].

3.2 Neural network training methods
There are several algorithms for training (artificial) neural networks (ANNs). As I used
MATLAB during my work I chose from the algorithms provided by it. Seifert [35] studied the
training of truly large-scale ANNs. He concluded that conventional rules and experiences are
no longer valid with such large ANNs. Past a certain threshold conventional training
algorithms perform very poorly and training time and memory limitations increasingly move
into focus. We took this into account and began testing with various training methods to
assess their usability. The second-order methods suggested by Seifert (Quasi-Newton,
Levenberg-Marquardt) could not even finish a single iteration, as they ran out of memory
(4GiB). The steepest descent method with adaptive learning rate and momentum did not
converge. According to Seifert conjugate gradient methods perform adequately even in such
situations, my own tests confirmed this. I examined the Fletcher-Reeves Update, the
Polak-Ribiére Update, and the Scaled Conjugate Gradient (SCG) methods in detail. Using the
full training set only SCG remained useable and delivered acceptable performance [1].

3.3 Neural network structure
Defining a neural networks structure is an essential part of the design process; the
network should have enough neurons in a suitable structure for the task, but should not have
too many more to prevent overfitting and to prevent excessive training times. Although there
are some formalized methods for defining the structure this step remains a mixture of
experience, gut-instinct and luck.
Comparison of the performance of different ANNs would have been possible with the
mean square error (mse), but this would lend equal weight to false positive and false negative
errors. In fall detection a false negative (when a fall is misclassified as a non-fall) is a much
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more severe error than a false positive (when a non-fall is mistakenly classified as a fall). In
light of this I introduced an error measure based on the mse by introducing weights. The
algorithmic description is given in (1). To simplify the description the operator “ .2 ” is used,
which symbolizes element-wise squaring.
(

fall:

)
(

not-fall:

)
(

confidence:
∑

[(

()

)
()

(1)

( )) (
∑

( ))]
()

Possessing a suitable error measure to objectively compare different ANNs I continued
investigating possible structures. Layer activation functions were fixed to {tansig tansig
logsig purelin} based on the results of preliminary tests. The number of neurons in the output
layer is determined by the number of outputs. To achieve the secondary objective of usability
in embedded systems I strived to minimize the number of neurons in the layers as much as
feasible and fixed the 3rd layer to the same size as the output layer, i.e. 2 neurons. The number
of neurons for the other two layers was determined by a 15x15 grid search with stepsize 20
using cross-validation.
The activation function of the output layer being linear, the output (which represents fall
probability for the fall and non-fall probability for the non-fall output) is not confined to a
range of 0-1. As undershooting the lower or overshooting the upper value is not detrimental to
classification the error measure should not punish this. To ensure this I apply a piecewise
linear limiting function to the ANN output before passing it to the algorithm calculating the
error.
After careful evaluation of the actual network outputs and consideration of the available
computational capacity, we selected 5 structures with the “best” performance. As we have two
outputs, which do not correlate 100%, we have a number of options for how to calculate the
final decision. We investigated 5 possible decision strategies (Table 1) with the 5 ANN
candidates.
Table 1. Considered decision strategies
#

Strategy

1
2
3

}
(

4
5

(

) (

)
|

|)

We used Receiver Operating Characteristics (ROC) to compare the decision strategies.
ROC plots true positive rate, which corresponds to sensitivity versus false positive rate, which
corresponds to selectivity.
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Fig. 8. ROC curves of different strategies and neural networks

The ROC curves of Fig. 8 were gained by averaging the classification results of the five
different neural networks. The difference between the decision strategies (Fig. 8, left) is not
major, while strategy 4 had the best performance. Having determined the best decision
strategy we compared the performance of the five best artificial neural networks (ANN) while
using the best strategy (Fig. 8, right). ANN 3 had the best fall detection performance, but also
the highest false positive rate; ANNs 2, 4 and 5 had the lowest false positive rate, but their
true positive rate was also the lowest. ANN 1 proved to be the best compromise between high
sensitivity and sufficient specificity.
The section showed that reliable, robust fall detection is possible with ANNs. The
chosen networks achieved good generalization, having achieved a good detection ratio with
all fall types, even in previously not encountered scenarios; the number of incorrectly
classified non-falls was also relatively low.

3.4 SVM training
ANNs are not the only possible machine learning solution for fall detection. A SVM is a
concept for a set of related supervised learning methods that analyze data and recognize
patterns. They are used for classification and regression. Support vector machines are an
extension of Vapnik’s generalized portrait algorithm to nonlinear models.
The most efficient method for training SVMs offered by MATLAB is quadratic
programming (QP). When using QP the training function operating on an N element dataset
creates an (N+1) by (N+1) matrix to find the separating hyperplane, which requires 8*(n+1)^2
bytes of contiguous memory. The first subset of the training data (a ninth of the full set)
consists of 67525 examples; training with even this subset would require ~33.97 GiB of
contiguous memory. This method being unusable, Sequential Minimal Optimization was sued
instead, where the memory consumption can be controlled via the “kernelcachelimit” option.
The parameters effecting SVM training with SMO method are the selected kernel, the kernel's
parameters, and the soft margin parameter (C). The most commonly used “standard” kernel is
the Gauss kernel. It has a single parameter (σ), the scaling factor of the basis function. The
best combination of C and σ was determined by a grid search, sequences of C and σ were
grown exponentially. Hsu Chang and Lin recommend this kernel and method in their paper
[21]. Training and testing was done with the previously discussed datasets. For comparison of
different SVMs the previously introduced modified mean square error was used initially (Fig.
9).
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Fig. 9. Training parameter influence on SVM
classification performance

Fig. 10. SVM classification performance with the
modified measure

The performance of the trained SVMs was notably superior at high σ values and some of the
SVMs’ performances were identical. This was suspicious and prompted further testing.
Examination of the number of fall/non-fall classifications showed these SVMs to put a
disproportionate amount of examples into the fall category, thus the high weight of the correct
classification of falls caused a disproportionately high performance for these. The error
measure was slightly modified by decreasing the weight of falls from 99 to 9. This still
ensures the emphasis of falls, while solving the previous problem (Fig. 10). The best
performance was achieved with C=100, σ=100.

3.5 Comparison of SVM and neural network
While performances of the SVMs and the ANNs were compared to the other candidates, there
has been no direct comparison of the best SVM to the best ANN thus far. The best ANN and
best SVM were compared using ROC curves (Fig. 11).

Fig. 11. Comparison of neural networks and SVM with ROC curves

The SVMs performance is quite good in detecting falls, but the number of false positives is
very high. The ANNs fall detection ratio is somewhat lower, but the number of false positives
is much lower. The two approaches complementing each other quite well, it is logical to
examine the possibility of using them in conjunction.
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3.6 Combination of SVM and neural network solutions
As the two approaches complement each other quite well, increasing performance by
combining the two systems is an obvious choice. The simplest solution (as SVMs are binary
classifiers) is a weighted sum of the two outputs (2).
(

)

(2)

During combination of the two systems’ outputs decision strategy 4 (
(
)) is used for the two outputs of the ANN. The decision on the output of the
combined system is achieved by simple thresholding. Both candidate ANNs were combined
with the SVM separately and their performances were compared in relation to the threshold
and α.

Fig. 12. ROC curves of the original and combined solutions

Combined System 1 (CS1) combines ANN 1 with the SVM, Combined System 2 (CS2)
ANN2. The most important question is if the performance has increased. CS1 shows (Fig. 12,
left) a slight improvement in the region relevant to fall detection, but there is no major
increase in performance. Given suitable α and threshold CS2 shows an improvement over its
constituent parts, e.g. with α=0.5 and threshold=0.88 the false positive rate of CS2 is only
~3.89%, no worse than the original ANN, while the true positive rate is ~91.5%, higher than
the original ~85.19%. The ROC curve (Fig. 12, right) confirms this. It must be noted however
that the increase in performance is not that significant.
The section showed that it is possible to achieve better performance by a relatively
simple combination of SVM and ANN.
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4 Conclusion
One of the major advantages of the proposed system over “conventional” fall detection
solutions is that it does not require wearing any device, as it is based solely on a passive
optical sensor. It is possible, but not sensible to compare systems representing such different
categories (e.g. like comparing a ship and an aircraft). Another major advantage of markerless
optical sensor is acceptance. Even if a wearable device (or optical marker) is not an
annoyance, older people do not accept such solutions; they do not want to be perceived as
frail, as “less than whole” and refuse to wear these devices. Privacy is very important to older
people; they do not want to be watched. They refuse any system that takes images of them,
that “watches” them. The other major advantage of the system is the lack of any image during
all phases of processing due to the ATC sensors used.
It would be good to compare the systems capabilities to those of the detector proposed
by Fu et al [16]; unfortunately while they did describe the operation of their system, they did
not publish any details of its performance.
The detector of Nyan, Tay and Mah [29] detected all falls with no false alarms, even
before impact with the floor. The merit and significance of this is marred by two factors: First,
they did not describe the scenarios used in testing, so it is not known how lifelike those
scenarios were. Second, their proposed system uses 6 cameras and covers a very limited area
and is only useable with worn optical markers. Taking these facts into consideration, while
their results are notable, the proposed system is only workable in laboratory conditions.
Contrary, the system proposed in this dissertation has completed pilot testing in real-life
conditions with promising results.
Comparison with the posture and context based fall detector of Li, Zhou and Stankovic
[23] is not possible, as they failed to provide any data beyond a general description of its
operating principles.
The system proposed by Anderson et al [12] would be a nice subject for comparison
purposes, as they realized fall detection using the silhouette and its bounding box.
Unfortunately they too neglected to publish data about its performance in their original work
and their later works focus on activity analysis.
Juang et al [22] classified posture with a neural fuzzy network. This could serve as a
basis for fall detection. They labeled posture as belonging to one of four classes: standing,
sitting, leaning, and lying. 400 “samples” were used in testing, the system classified on
average 97.8% of them correctly while identifying lying position with 100% accuracy. A fall
detector based on their results would theoretically be able to recognize all falls, although false
alarm rate might need to be reduced. As their paper focused on posture classification not fall
detection, a direct comparison is not possible.
Nait-Charif and McKenna [26] analyzed activity and detected falls with a ceilingmounted camera. They detected falls by lack of activity. Their system detected all 9 falls used
in testing, but they gave no description of those falls. Their later works are about activity
monitoring and do not concern themselves with fall detection at all.
Rougier at all [31, 32, 33] proposed two different approaches. One proposal tracks the
3D position of the head [32, 33] to detect falls. They used 19 scenarios in testing, 100 ADL
and 9 falls. They did describe the fall scenarios used: forward- and backward falls, loss of
balance and (unsuccessfully) trying to sit down. The proposed system misclassified one of the
10 ADLs as fall, but more importantly missed 3 of the 9 falls. The performance of the fall
detector described in this work is clearly superior. Their other system [31] is based on human
shape and motion history. The system was tested with 24 ADLs and 17 falls. Fall scenarios
consisted of forward- and backward falls, loss of balance and (unsuccessfully) trying to sit
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down. 15 of the 17 falls were detected successfully (~88% true positive rate), 3 of the 24
ADLs were misclassified as falls (~12.5% false positive rate).
Comparison of the different systems is hampered by the lack of an accepted standard
test dataset. Such a dataset would enable objective comparison of the different systems based
on their performance1. Based on available information it can be stated, that the fall detection
system described in this dissertation has either superior performance compared to the
mentioned systems, or is contrary to them is applicable in real-life settings, not limited to
laboratory conditions.
The described fall detection system is an adequate solution of the fall detection problem.
In cooperation with AIT prototypes of the system were manufactured. Live testing was
conducted from 1st of June to 31st of August, 2012 in select homes in one of the care
institutions of Senioren Wohnpark Weser GmbH. The system was installed in 3 homes. The
results showed that given suitable installation, the system produces 2.1 false alarms per week
per room on average, which is according to caregivers totally acceptable. Fortunately there
were no falls during the test period in the monitored rooms. AIT dis several live
demonstrations of the system at various Ambient Assisted Living workshops and conferences,
where it was set up and interested parties could test the fall detection capability. The system
recognized all falls during these demonstrations and reception was very positive. Currently a
project is being established with the goal of creating a marketable product from the prototype.

1

It has to be noted, thateven if such a dataset would exist I would have benn unable to actually use it due to the
ATC sensors used. A detailed scenario description would nontheless have aided in creating recordings that are as
similar as possible.
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5 Future research
Further development of the system may be a subject of future research. One possibility is
monitoring of a room with multiple sensors. Such a set-up would alleviate problems
stemming from partial obscuration and detection would be more robust, reliable, and accurate
due to multiple information sources. Fusing the signals of multiple sensors a denser T3DE
cloud could be gained, which would increase the accuracy of all features. If the set-up is not
feasible with an actual product it would still be valuable while recording datasets for training
purposes. Using multiple sensors the examples would be more accurate, increasing the quality
of the training set. The functionality of the system may be extended even without additional
sensors. One useful possibility is activity monitoring. This would enable the gathering of
objective information on the activity of monitored older people for e.g. medical purposes
without sacrificing their privacy.
The features themselves are also worth looking into. Tracking the COG of the head
would be a very valuable addition, but is at this time unfortunately unfeasible with the current
stereo ATC sensors. It would be very useful not only for fall detection in particular, but
activity monitoring in general if it were possible to efficiently track this point using embedded
systems by creating a new or modifying an existing algorithm.
Another possible direction for future research is the addition of a body model to the
system. If a body model could successfully be fitted to the pointcloud the calculation of
features would become more accurate and reliable, even new features could be introduced,
such as torso angle.
Performance could be increased even without multiple sensors. It has been shown that a
relatively simple combination of ANN and SVM increased performance. A combination using
more sophisticated means, e.g. calculation of α by training, combination of the two systems’
outputs with a perceptron, or creation of Mixture of Experts (MOE) architecture [11] could be
a subject of future research.
The sensor could useful in other applications. The shortage of nurses is an increasingly
difficult problem in Hospitals; a fall detector could a useful aid there.
In prisons a difficult situation is created by the conflict of necessity of constant
oversight of inmates versus the inmates’ right to some degree of privacy. ATC sensors may
solve the problem by providing automated and anonymous oversight of “privacy-critical”
areas (e.g. lavatories, showers, etc.).
My hope is that this dissertation may provide a useful starting point for future ATC
sensor application, thereby aiding the full utilization of the potential of this promising new
technology.
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