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1 Introduction

The work in this thesis generalizes two major fields of sequential machine learning theory: on-

line learning [12, 10] and reinforcement learning [35, 8, 38, 34]. The characteristics of these

learning models can be summarized as follows:

Online learning: In each time step t = 1,2, . . . ,T of the standard online learning (or online pre-

diction) problem, the learner selects an action at from a finite action space A, and con-

sequently earns some reward rt (at ). The goal of the learner is to maximize its total ex-

pected reward. This problem can be easily treated by standard statistical machinery if

the sequence of reward functions are generated in an i.i.d. fashion (that is, the rewards

(rt (a))T
t=1 are independent and identically distributed). However, this assumption does

not account for dynamic data, let alone acting in a reactive environment. The power of

the online learning framework lies in the fact that it does not require any statistical as-

sumptions to be made about the data generation process: It is assumed that the sequence

of reward functions (rt )T
t=1, rt : A→ [0,1] is an arbitrary fixed sequence chosen by an ex-

ternal mechanism referred to as the environment or the adversary. Of course, by dropping

the strong statistical assumptions on the reward sequence, we can no longer hope to ex-

plicitly maximize the total cumulative rewards
∑T

t=1 rt (at ) and thus have to settle for a less

ambitious goal. This goal is to minimize the performance gap between our algorithm and

the strategy that selects the best action fixed in hindsight. This performance gap is called

the regret and is defined formally as

LT = max
a∈A

T∑
t=1

rt (a)−
T∑

t=1
rt (at ).

It is important to note that the best fixed action in the above expression can only be com-

puted in full knowledge of the sequence of reward functions. While intuitively minimizing

the regret seems to be very difficult, it is now a very well understood problem even in the

significantly more challenging bandit setting where the learner only observes rt (at ) af-

ter making its decision. In recent years, numerous algorithms have been proposed for

different versions of the online learning problem that consider different assumptions on

the action space A and the amount of information revealed to the learner. The main

shortcoming of this problem formulation is that it does not adequately account for the

influence of previous actions a1, . . . ,at−1 on the reward function rt , that is, it assumes that

the decisions of the learner do not influence the mechanism generating the rewards. The

formalism presented in this thesis provides a way of modeling and coping with such ef-

fects.

Reinforcement learning: In every time step t = 1,2, . . . ,T of the standard reinforcement learn-

ing (RL) problem, the learner (or agent) observes the state xt of the environment, selects

an action at from a finite action space A, and consequently earns some reward r (xt ,at ).

Finally, the next state xt+1 of the environment is drawn from the distribution P (·|xt ,at ).
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It is assumed that the state space of the environment X is finite, the reward function

r : X×A→ [0,1] and the transition function P : X×X×A→ [0,1] are fixed but unknown

functions. The goal of the learner is to maximize its total reward in the Markov decision

process (MDP) described above by the tuple (X,A,P,r ). It is commonplace to consider

learning algorithms that map the states of the environment to actions with a stationary

state-feedback policy (or in short, a policy) π :X→A. A policy π can be evaluated in terms

of its total expected reward after T time steps in the MDP:

Rπ
T = E

[
T∑

t=1
r (x′

t ,π(x′
t ))

]
,

where x′
t+1 ∼ P (·|x′

t ,π(x′
t )). Writing the total expected reward of the learner as

R̂T = E
[

T∑
t=1

r (xt ,at )

]
,

we can define a good performance measure of a reinforcement learning algorithm then

using the following notion of regret:

L̂T = max
π

Rπ
T − R̂T .

The regret measures the amount of “lost reward” during the learning process, that is, the

price of not knowing r and P before the learning process starts.

The main limitation of the MDP formalism is that it does not account for non-random

state dynamics that cannot be captured by the Markovian model P . In this thesis, we

present a formalism that goes beyond the standard stochastic assumptions made in the

reinforcement learning literature and provide algorithms with good theoretical perfor-

mance guarantees.

In this thesis we study complex reinforcement learning problems where the performance

of learning algorithms is measured by the total reward they collect during learning, and the as-

sumption that the state is completely Markovian is relaxed. Our formalism is based on principles

of reinforcement learning and online learning: we regard these complex problems as Markov

decision problems where the reward function is allowed to change over time, and propose algo-

rithms with theoretically guaranteed bounds on their performance. The performance criterion

that we address is the worst-case regret, which is typically considered in the online learning lit-

erature. Learning in this model is called the online MDP or O-MDP problem. The main idea

of our approach relies on the observation that in a number of practical problems, the hard-to-

model, complex part of the environment influences only the rewards that the learner receives. In

what follows, we describe our general model and show how it precisely relates to the two learn-

ing paradigms described above. In Section 3, we summarize the contributions of the present

thesis. The most important other results from the literature are discussed in Section 4. Finally,

in Section 5, we briefly describe some practical problems where our formalism can be applied.
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Figure 1: The interaction between the learner and the environment. At time t , the agent’s action

is at , the state of the Markovian dynamics is xt , the state of the uncontrolled dynamics is yt ; q−1

is a one-step delay operator.

2 The learning model

The interaction between the learner and the environment is shown in Figure 1. The environ-

ment is split into two parts: One part that has Markovian dynamics and another one with an

unrestricted, autonomous dynamics. In each discrete time step t , the agent receives the state

xt of the Markovian environment and possibly the previous state yt−1 of the autonomous dy-

namics. The learner then makes a decision about the next action at , which is sent to the envi-

ronment. The environment then makes a transition: the next state of the Markovian environ-

ment depends stochastically on the current state and the chosen action as xt+1 ∼ P (·|xt ,at ), and

yt+1 is generated by an autonomous dynamic which is not influenced by the learner’s actions

or the state of the Markovian environment. After this transition, the agent receives a reward

depending on the complete state of the environment and the chosen action, and then the pro-

cess continues. The goal of the learner is to collect as much reward as possible. The modeling

philosophy is that whatever information about the environment’s dynamics can be modeled

should be modeled in the Markovian part and the remaining “unmodeled dynamics” is what

constitutes the autonomous part of the environment.

A large number of practical operations research and control problems have the above out-

lined structure. These problems include production and resource allocation problems, where

the major source of difficulty is to model prices, various problems in computer science, such as

the k-server problem, paging problems, or web-optimization problems, such as ad-allocation
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problems with delayed information [see, e.g., 16, 43].

In what follows, for simplicity, by slightly abusing terminology, we call the state xt of the

Markovian part “the state” and regard dependency on yt as dependency on t by letting rt (·, ·) =
r (·, ·, yt ). The goal of the learner is to maximize its total expected reward

R̂T = E
[

T∑
t=1

rt (xt ,at )

∣∣∣∣∣P

]
,

where the notation E [ ·|P ] is used to emphasize that the state sequence (xt )T
t=1 is generated by

the transition function P . Controllers of the form π : X→A are called stationary deterministic

policies, where X is the state-space of the Markovian part of the environment and A is the set of

actions. The performance of policy π is measured by the total expected reward

Rπ
T = E

[
T∑

t=1
rt (x′

t ,π(x′
t ))

∣∣∣∣∣P,π

]
,

where (x′
t )T

t=1 is the state sequence obtained by following policy π in the MDP described by P .

The learner’s goal is to perform nearly as well as the best fixed stationary policy in hindsight in

terms of the total reward collected, that is, to minimize the following quantity:

L̂T = max
π

Rπ
T − R̂T . (1)

In other words, we are interested in constructing algorithms that minimize the total expected

regret defined as the gap between the total accumulated reward of the learner and the best

fixed controller.

Naturally, no assumptions can be made about the autonomous part of the environment as

it is assumed that modeling this part of the environment lies outside of the capabilities of the

learner. Guaranteeing a low regret is equivalent to a robust control guarantee: The guarantee

on the performance must hold no matter how the autonomous state sequence (yt ), or equiva-

lently, the reward sequence (rt ) is chosen. The potential benefit is that the results will be more

generally applicable and the algorithms will enjoy added robustness, while, generalizing from

results available for supervised learning [11, 27, 36], the algorithms can also avoid being too

pessimistic despite the strong worst-case guarantees.

3 Contributions of the thesis

We have studied the above problem under various assumptions on the structure of the under-

lying MDP and the feedback provided to the learner. To be able to present our contributions,

we present our assumptions informally in the following list.

1. Loop-free episodic environments are episodic MDPs where transitions are only possible

in a “forward” manner. Episodic MDPs capture learning problems where the learner has
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to repeatedly perform similar tasks consisting of multiple state transitions. At the begin-

ning of each episode, the learner starts from a fixed state x0 and the episode ends when

the goal state xL is reached. We assume that all other states in the state space X can only

be visited once, thus, the transition structure does not allow loops. The reward function

rt : X×A→ [0,1] remains fixed during each episode t = 1,2, . . . ,T , but can change arbi-

trarily between consecutive episodes. In each time step l = 0,1, . . . ,L −1 of episode t , the

learner observes its state x(t )
l and has to decide about its action a(t )

l . The total expected

reward of the learner is defined as

R̂T = E
[

T∑
t=1

L−1∑
l=0

rt (x(t )
l ,a(t )

l )

∣∣∣∣∣P

]
,

and the total expected reward of policy π is defined as

Rπ
T = E

[
T∑

t=1

L−1∑
l=0

rt (x′
l ,a′

l )

∣∣∣∣∣P,π

]
,

where we used the notation E [ ·|P,π] to emphasize that the trajectory (x′
l ,a′

l )L−1
l=0 is gener-

ated by transition model P and policy π. The minimal visitation probability α is defined

as

α= min
x∈X

min
π∈AX

P
[∃l : x′

l = x
∣∣P,π

]
.

This problem will be often referred to as the online stochastic shortest path (O-SSP) prob-

lem.

(a) Full feedback with known transitions: We assume that the transition function P is

fully known before the first episode and the reward function rt is entirely revealed

after episode t .

(b) Bandit feedback with known transitions: We assume that the transition function

P is fully known before the first episode, but the reward function rt is only revealed

along the trajectory traversed by the learner in episode t . In other words, the feed-

back provided to the learner after episode t is(
x(t )

l ,a(t )
l ,rt (x(t )

l ,a(t )
l )

)L−1

l=0
.

(c) Full feedback with unknown transitions: We assume that P is unknown to the

learner, but the reward function rt is entirely revealed after episode t . The layer

structure of the state space and the action space is assumed to be known and the

traversed trajectory is also revealed to the learner. In other words, the feedback pro-

vided to the learner after episode t is((
x(t )

l ,a(t )
l

)L−1

l=0
,rt

)
.
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2. Unichain environments are continuing MDPs where no episodes are specified. In each

time step t = 1,2, . . . ,T , the learner observes the state xt and has to decide about its action

at , while the reward function rt : X×A→ [0,1] is also allowed to change after each time

step. For any stationary policy π : X→A, we define the elements of the transition kernel

Pπ as

Pπ(x|y) = P (x|y,π(y))

for all x, y ∈X. We assume that for each policy π, there exists a unique probability distri-

bution µπ over the state space that satisfies

µπ(x) = ∑
y∈X

µπ(y)Pπ(x|y)

for all x ∈ X. The distribution µπ is called the stationary distribution corresponding to

policy π. The minimal stationary visitation probability α′ is defined as

α′ = min
x∈X

min
π∈AX

µπ(x).

We assume that every policy π has a finite mixing time τπ > 0 that specifies the speed of

convergence to the stationary distributionµπ, and that the learner knows an upper bound

τ≥ supπτ
π. The total expected reward of the learner is defined as

R̂T = E
[

T∑
t=1

rt (xt ,at )

∣∣∣∣∣P

]
,

and the total expected reward of any policy π is defined as

Rπ
T = E

[
T∑

t=1
rt (x′

t ,a′
t )

∣∣∣∣∣P,π

]
,

where the trajectory (x′
t ,a′

t ) is generated by following policy π in the MDP specified by P .

(a) Full feedback with known transitions: We assume that the transition function P is

fully known before the first time step and the reward function rt is entirely revealed

after time step t .

(b) Bandit feedback with known transitions: We assume that the transition function P

is fully known before the first time step, but the reward function rt is only revealed

in the state-action pair visited by the learner in time step t . In other words, the

feedback provided to the learner after time step t is

(rt (xt ,at ),xt+1) .

3. Online learning with switching costs is a special version of the online prediction prob-

lem where switching between actions is subject to some cost K > 0. Alternatively, this

problem can be regarded as a special case of our general setting, as we can construct a
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simple online MDP that can be used to model all online learning problems where switch-

ing between experts is expensive. The online MDP (X,A,P, (rt )T
t=1) in question is specified

as follows: The state xt+1 of the environment is identical to the previously selected action

at . In other words, X = A and the transition function P is such that for all x, y, z ∈ A,

P (y |x, y) = 1, otherwise P (z|x, y) = 0 if z 6= y . The reward function in this online MDP is

defined using the original reward function g t : A→ [0,1] of the prediction problem and

the switching cost K as

rt (x, a) = g t (a)−K I{a 6=x}

for all (x, a) ∈A2. We consider two subclasses of online learning problems with switching

costs.

(a) Online prediction with expert advice: We assume that the action set A is relatively

small and the environment is free to choose the rewards for each different action.

Actions in this setting are often referred to as “experts”.

(b) Online combinatorial optimization: We assume that each action can be represented

by a d-dimensional binary vector and the environment can only choose the rewards

given for selecting each of the d components. Formally, the learner has access to

the action space A⊆ {0,1}d and in each round t , the environment specifies a vector

of rewards g t ∈ Rd . The reward given for selecting action a ∈A is the inner product

g t (a) = a>g t .

4. The online lossy source coding problem is a special case of Setting 3 where a learner has

to encode a sequence of source symbols z1, z2, . . . , zT on a noiseless channel and produce

a sequence of reproduction symbols ẑ1, ẑ2, . . . , ẑT . A coding scheme consists of an encoder

f mapping source symbols (z)T
t=1 to channel symbols (y)T

t=1 and a decoder g mapping

channel symbols (y)T
t=1 to reconstruction symbols (ẑ)T

t=1. We assume that the learner has

access to a fixed pool of coding schemes F. The goal of the learner is to select coding

schemes (ft ,gt ) ∈ F for each t = 1,2, . . . ,T so as to minimize the cumulative distortion

between the source sequence and the reproduction sequence, defined as

D̂T =
T∑

t=1
dt (zt , ẑt ),

where the sequence (ẑ)T
t=1 is produced by the sequence of applied coding schemes and d

is a given distortion measure. We make no statistical assumptions about the sequence of

source symbols. Denoting the cumulative distortion of a fixed coding scheme ( f , g ) ∈F as

DT ( f , g ), the goal of the learner can be formulated as minimizing the expected normal-

ized distortion redundancy

RT = 1

T

(
E
[
D̂T

]− min
( f ,g )∈F

DT ( f , g )

)
,

which is in turn equivalent to regret minimization in the online learning problem where

rewards correspond to negative distortions. Additionally, in each time step t , the learning
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algorithm has to ensure that the receiving entity is informed of the identity of the decoder

gt to be used for decoding the t-th channel symbol. We assume that transmitting the

decoder gt is only possible on the same channel that is used for transmitting the source

sequence. This gives rise to a cost for switching between coding schemes, making this

problem an instance of problems described in Setting 3a.

The contributions of this thesis for each setting are listed below.

Thesis 1 Proposed a family of efficient algorithms for online learning in known stochastic short-

est path problems. Proved performance guarantees for Settings 1a and 1b. The proved bounds are

optimal in terms of the dependence on the number of episodes. [C2, S1]

Our algorithms for this setting are based on the observation that the global regret minimiza-

tion problem can be decomposed into a number of smaller decision problems. The task of the

learner is to minimize regret in these subproblems by selecting the sequence of policies (πt )T
t=1.

We can arrive at this decomposition by defining the action-value functions qt and value func-

tions vt respectively for each t = 1,2, . . . ,T as the unique solution to the Bellman equations (see,

e.g., Puterman [35]):

qt (x, a) = rt (x, a)+∑
x ′

P (x ′|x, a)vt (x ′), (x, a) ∈X×A,

vt (x) =∑
a
πt (a|x)qt (x, a), x ∈X\ {xL},

(2)

and vt (xL) = 0. Using this notation, we show that the regret can be controlled by upper bound-

ing the sums
∑T

t=1E
[
qt (x,π∗

T (x))−vt (x)
]

for all x ∈ X. For any specific state x, this sum cor-

responds to the regret of an online learning problem with reward sequence (qt (x, ·))T
t=1. Con-

sequently, bounding the regrets of all the resulting subproblems leads to a bound on the total

expected regret. Using this observation, we proposed a number of online learning algorithms to

the online stochastic shortest path problem by placing different online learning algorithms in

each state x ∈X. Our most important result concerns Setting 1b where the learner only gets to

observe the rewards it actually earns instead of being able to observe the entire reward function

at the end of the episode. Our algorithm for this setting constructs unbiased estimates q̂t of qt

to compute the learner’s policy as

πt+1(a|x) = (1−γ)
exp

(
η

∑t
s=1 q̂s(x, a)

)∑
x ′,a′ exp

(
η

∑t
s=1 q̂s(x ′, a′)

) + γ

|A| (3)

for all state-action pairs (x, a) and time steps t = 1,2, . . . ,T , where η> 0 and γ ∈ (0,1). The next

theorem gives a performance bound on the algorithm.

Theorem 1.1 ([C2, S1]) Under optimal parameter settings, the total expected regret of our algo-

rithm can be bounded as

L̂T ≤ (L(L+1))

√
T |A| ln |A|(e −1)

α
.
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Thesis 2 Proposed an efficient algorithm for online learning in known unichain MDPs. Proved

performance guarantees for Settings 2a and 2b. The proved bounds are optimal in terms of the

dependence on the number of time steps, up to logarithmic factors. [C3, J2]

Our work concerning this setting builds on the results of Even-Dar et al. [16]. In particular, they

were the first to propose a decomposition of the regret into a combination of sub-regrets for

this setting. Based on this decomposition, they proposed an algorithm for the full information

setting where the agent gets to know the entire reward function after each time step (that is,

they proved their results for our Setting 2a). Defining the stationary average reward of policy

π under reward function rt as ρπt = ∑
x,a µ

π(x)π(a|x)rt (x, a), they observe that the regret of an

agent selecting policies (πt )T
t=1 can be decomposed as

L̂T =
(

R
π∗

T
T −

T∑
t=1

ρ
π∗

T
t

)
+

(
T∑

t=1
ρ
π∗

T
t −E

[
T∑

t=1
ρ
πt
t

])
+E

[
T∑

t=1
ρ
πt
t − R̂T

]
. (4)

The first term can be upper bounded by a constant and the third term can be controlled by

guaranteeing that the learner’s policies change slowly, that is, ‖πt (·|x)−πt+1(·|x)‖1 =O(1/
p

T ).

To treat the term in the middle, one can define a notion of action-value functions qt and value

functions vt analogously to Equation (2). Using an online learning algorithm in each state x fed

with reward functions (qt (x, ·))T
t=1, the middle term can be bounded in terms of the individual

regrets of the induced subproblems.

In our work, we extend the results of Even-Dar et al. [16] to the bandit situation. In the

process, we also correct some slight inaccuracies in their proofs. Similarly to our approach

taken in the bandit O-SSP problem, we construct estimates q̂t and define our policies πt as

in (3). However, in the unichain case we need to make additional efforts to ensure that our

estimates represent the expected average reward of our policies well enough. To this end, we

only use policy πt with some delay N > 1, that is, in each time step t , we follow policy πt−N .

This trick also helps in reducing the variance of the estimates q̂t , which is essential for showing

that the learner’s policies change slowly enough. The following guarantee holds on the regret of

this algorithm:

Theorem 2.1 ([J2]) Under optimal parameter settings, the total expected regret of our algorithm

satisfies

L̂T =O

τ3/2

√
T |A| lnT ln |A|

α′

 .
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Thesis 3 Proposed an efficient algorithm for online learning in unknown stochastic shortest path

problems. Proved performance guarantees for Setting 1c. The proved bounds are optimal in terms

of the dependence on the number of episodes. [C5]

In the case when the transition function P is not known a priori, constructing unbiased esti-

mates of qt is not possible. While assuming that the reward function rt is completely revealed

to the learner at the episode t partially solves the problem, the problem of learning P while

minimizing regret against arbitrary reward sequences remains non-trivial. To solve this prob-

lem, we follow Jaksch et al. [24] and maintain a confidence set Pt of transition functions that

contains the true transition function with high probability. Combining their approach with the

Follow-the-Perturbed-Leader (FPL) method [29], we draw random perturbations Zt (x, a) from

an exponential distribution with parameter η > 0 independently for all (x, a) and jointly select

our policy and transition model as

(πt ,Pt ) = argmax
π∈AX,P̃∈Pt

E

[
L−1∑
l=0

(
Rt−1(xl ,al )+Zt (xl ,al )

)∣∣∣∣∣ P̃ ,π

]
,

where Rt−1 = ∑t−1
s=1 rt is the sum of all previously observed reward functions and the trajectory

(xl ,al )L−1
l=0 is generated by running policy π in the MDP described by transition function P̃ . In

other words, we optimistically select the model from the confidence set that maximizes the

optimal value of the MDP (defined as the value of the optimal policy in the MDP) and follow the

optimal policy for this model and the perturbed reward function. We call this method “follow

the perturbed optimistic policy”, or, in short, FPOP. The regret of this algorithm can be bounded

as follows:

Theorem 3.1 ([C5]) Under optimal parameter settings, the total expected regret of FPOPsatisfies

L̂T = Õ
(
L|X ||A|

p
T

)
.

Thesis 4 Proposed an efficient algorithm for online learning with switching costs. Proved per-

formance guarantees for Settings 3a and 3b. The proved bounds for Setting 3a are optimal in all

problem parameters. Our algorithm is the first known efficient algorithm for Setting 3b. [S3, S4]

The algorithm we propose for this setting is a version of the Follow-the-Perturbed-Leader (FPL,

see [22, 28, 29]) forecaster where rewards are perturbed by symmetric random walks. We dis-

cuss our algorithm for Setting 3b where A ⊆ {0,1}d below. Drawing the Gaussian random vari-

ables Xi ,t ∼N(0,η2) independently for each t = 1,2, . . . ,T and each component i = 1,2, . . . ,d , we

define the perturbation vector at time t as Zt = ∑t
s=1 Xs . Furthermore, we use Gt = ∑

s=1 gs to
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denote the sum of all observed reward vectors up to time t . In each time step t = 1,2, . . . ,T , the

learner selects the action maximizing the perturbed total rewards:

at = argmax
a∈A

a> (Gt−1 +Zt ) .

It follows that our algorithm can be implemented efficiently whenever there exist computation-

ally efficient ways of carrying out the above optimization problem for the action set A. Assum-

ing that the vector representation of each action a ∈A contains exactly m 1’s, it can be shown

using standard techniques that the regret of our algorithm is O(m
p

dT lnd), matching the best

known regret bound for FPL. More interestingly, we show an upper bound on the number of

times that the learner switches its actions by analyzing the behavior of the leader of d parallel

symmetric random walks. The main result concerning our algorithm is the following:

Theorem 4.1 ([S3, S4]) Under optimal parameter settings, the expected number of times that

our algorithm switches actions can be bounded as

E

[
T∑

t=1
I{at+1 6=at }

]
=O

(
m(lnd)5/2

p
T

)
.

Thesis 5 Proposed an efficient algorithm for the problem of online lossy source coding. Proved

performance guarantees for Setting 4. The proved bounds are optimal in the number of time

steps, up to logarithmic factors. [C4, S2]

We propose an algorithm based on the observation that the problem of online lossy source

coding can be regarded as an online learning task with switching costs. The switching cost nat-

urally arises from the communication overhead caused by transmitting the new decoder to the

receiving side every time the decoder is switched. Such problems can be efficiently treated by

either the algorithm outlined in the previous Thesis or the Shrinking Dartboard (SD) algorithm

of Geulen et al. [17]. We present and analyze an algorithm that feeds a modified version of

SDwith the distortions associated to each coding scheme. We show that this approach guaran-

tees that the base term of the total expected redundancy is small while the expected number of

times that the decoder is switched is also kept low. In particular, we prove the following result:

Theorem 5.1 ([C4, S2]) Under optimal parameter settings, the expected normalized distortion

redundancy of our algorithm satisfies

RT =O

(
ln(T |F|)p

T

)
.
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4 Related work

As noted earlier, our work is closely related to the field of reinforcement learning. Most theo-

retical works in the field consider the case when the learner controls a finite MDP. While there

exists a few works that extend their analysis beyond finite MDPs, these come at strong assump-

tions on the MDP (e.g., [26, 37, 1]). Our main results concerning online MDPs are presented in

Table 1, along with the most important other results in the literature.

rt observed rt (xt ,at ) observed

P
kn

ow
n

• Even-Dar et al. [16]

– unichain environment

– L̂T =O
(
τ2

√
T log |A|

)

• Thesis 1 [C2, S1]

– SSP environment

– L̂T ===O
(
L2

√
T |A|/α

)
• Thesis 2 [C3, J2]

– unichain environment

– L̂T ===O
(
τ3/2

√
T |A|/α′

)

P
u

n
kn

ow
n

• Jaksch et al. [24]

– stochastic rewards

– connected environment

– L̂T = Õ
(
D|X|

√
T |A|

)
• Thesis 3 [C5]

– SSP environment

– L̂T ===O
(
L|||X||||||A|||pT

)

Future work

Table 1: Upper bounds on the regret for different feedback assumptions. Our results are typeset

in boldface. Rewards are assumed to be adversarial unless otherwise stated explicitly.

The first work to address the theoretical aspects of online learning in non-stationary MDPs

is due to Even-Dar et al. [15, 16], who consider unichain environments where the reward func-

tion is fully observable, that is, our Setting 2a. They propose an algorithm, MDP-E, which uses

some (optimized) experts algorithm in every state fed with the action-values of the policy used

in the last round. The regret of their algorithm is shown to be Õ(τ2
p

T ). As mentioned before,

part of our work recycles the core idea underlying MDP-Eby decomposing the global decision

problem to smaller subproblems. An alternative FPL-type algorithm was introduced by Yu et al.

[43] for the same full-information unichain MDP problem. The algorithm comes with improved

computational complexity but an increased Õ(T 3/4+ε) regret bound. Concerning bandit infor-

mation and unichain MDPs, Yu et al. [43] introduced an algorithm with vanishing regret (i.e.,

13



the algorithm is Hannan consistent). Yu and Mannor [41, 42] considered the problem of on-line

learning in MDPs where the transition probabilities may also change arbitrarily after each tran-

sition. This problem is significantly more difficult than the case where only the reward function

is changed arbitrarily. Accordingly, the algorithms proposed in these papers fail to achieve sub-

linear regret.

Jaksch et al. [24] considered the case when the transition function P is unknown to the

learner and the rewards are generated in an i.i.d. fashion. The assumptions they make about

the transition function are less stringent than the unichain assumption: they assume that there

exists a finite constant D > 0 such that for any two states x, x ′ ∈X, there exists a policy πx,x ′ that

takes the learner from state x to state x ′ in at most D steps (in expectation). Following Puterman

[35], such MDPs are called communicating MDPs with diameter D . Jaksch et al. aim to mini-

mize a regret criterion identical to the one defined in Equation (1), and propose an algorithm

called UCRL-2 that guarantees a regret of order D|X|
√
|A|T that holds for all possible reward

distributions in all MDPs with diameter D .

Some parts of our work can be viewed as a stochastic extensions of works that considered

online shortest path problems in deterministic settings. Here, the closest to our ideas and algo-

rithm is the paper by György et al. [20]. They implement a modified version of the Exp3 algo-

rithm of Auer et al. [3] over all paths using dynamic programming and estimating the reward-

to-go via estimates for the immediate rewards. While this approach is also appealing for our

problem, it cannot be applied directly: The random transitions in the MDP structure disables

the dynamic programming-based approach of György et al. [20].

More recently, Arora et al. [2] gave an algorithm for MDPs with deterministic transitions,

arbitrary reward sequences and bandit information. Following the work of Ortner [33], who

studied the same problem with i.i.d. rewards, they note that following any policy in a determin-

istic MDP leads to periodic behavior, and thus finding an optimal policy is equivalent to finding

an “optimal cycle” in the transition graph. While this optimal cycle is well defined for stationary

rewards, Arora et al. observe that it can be ill-defined for non-stationary reward sequences. A

meaningful goal in this setting is to compete with the best meta-policy that can run any station-

ary policy starting from any state as its initial state. The algorithm of Arora et al. enjoys a regret

bound of O(T 3/4) against the pool of such meta-policies.

We were the first to consider the problem of online combinatorial optimization under switch-

ing constraints. While the techniques of Geulen et al. [17] can be generalized to this setting, the

resulting algorithm can only be implemented efficiently for a handful of special decision sets

(see, e.g, [30, 13] for some examples). On the other hand, our algorithm can be efficiently im-

plemented whenever there exist an efficient solution to static optimization problems on the

decision set. However, this efficiency comes at the price of slightly worse performance bounds:

straightforward calculations show that the algorithm of Geulen et al. guarantees that the ex-

pected number of switches is O(
p

mT lnd). Finding out if this trade-off between low computa-

tional complexity and optimal regret bounds is inherent to the problem of online combinatorial

optimization is an interesting open question of learning theory.

The study of limited-delay (zero-delay) lossy source coding in the individual sequence set-
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ting was initiated by Linder and Lugosi [31], who showed the existence of randomized cod-

ing schemes that achieve a normalized squared error distortion redundancy of O(T −1/5 lnT )

against the pool of all scalar quantizers. Their coding scheme was improved and generalized

by Weissman and Merhav [40], who considered the more general case when the reference class

F is a finite set of limited-delay and limited-memory coding schemes. They proposed a ran-

domized coding scheme that achieves an O(T −1/3 ln2/3 |F|) distortion redundancy. In the case

of the infinite class of scalar quantizers, the distortion redundancy of their method becomes

O(T −1/3 lnT ). The results of [40] have been extended in various ways, but none of these works

managed to improve their performance guarantees in terms of the dependence on the time

horizon T .

5 Applications

In this section, we outline how some real-world problems fit into our framework. The common

feature of the examples to be presented is that the state space of the environment is a product of

two parts: a controlled partX and an uncontrolled partY. In all of these problems, the evolution

of the controlled part of the state can be modeled as a Markov decision process described by{
X,A,P

}
, while no statistical assumptions can be made about the sequence of uncontrolled

state variables (yt )T
t=1. We assume that interaction between the controlled and uncontrolled

parts of the environment is impossible, that is, the stochastic transitions of (xt )T
t=1 cannot be

influenced by the irregular transitions of (yt )T
t=1, and vice versa.

5.1 Inventory management

Consider the problem of controlling an inventory so as to maximize the revenue. This is an

optimal control problem, where the state of the controlled system is the stock xt , the action at is

the amount of stock ordered. The evolution of the stock is also influenced by the demand, which

is assumed to be stochastic. Further, the revenue depends on the prices at which products are

bought and sold. By assumption, the prices are not available at the time when the decisions

are made. Since the prices can depend on many external, often unobserved factors yt , their

evolution is often hard to model. We assume that the influence of our purchases on the prices

is negligible. Since yt is unobserved, this problem is covered by our Settings 1b and 2b.

5.2 Controlling the engine of a hybrid car

Consider the problem of switching between the electric motor and the internal combustion

engine of a hybrid car so as to optimize fuel consumption (see, e.g., [5]). In this setting the fa-

vorable engine depends on the road conditions and the intentions of the driver: for example,

driving downhill can be used to recharge the batteries of the electric motor, while picking up

higher speeds under normal road conditions can be more efficient with the internal combus-

tion engine. We assume that we can observe the partial state xt of the engines and can decide
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to initiate a switching procedure from one engine to the other. The execution of the switch-

ing procedure depends on the state xt of the engines in a well-understood stochastic fashion.

Other parts of the state of engine yt may or may not be observed. External conditions only in-

fluence this state variable and do not interfere with xt . That is, the state yt can be seen as the

uncontrolled state variable influencing the rewards given for high fuel efficiency. Since yt is not

entirely observed, this problem is covered by our Settings 1b and 2b.

5.3 Storage control of wind plants

Hungarian regulations require wind plants to produce schedules on their actual production on

a 15-minute basis, one month prior. If production exceeds a certain range of the schedule, the

producer should pay a penalty-tariff depending on the deviation. As discussed by Hartmann

and Dán [23], a possible way of meeting the schedule under adverse wind conditions is using

energy storage units: the excess energy accumulated when production would exceed the sched-

ule can be fed into the power system when wind energy stays below the desired level. In this

setting, we can assume that the state xt of the energy storage unit can be captured by a possi-

bly unknown Markovian model, while the evolution of wind speed over time (yt )T
t=1 is clearly

uncontrolled. Since the schedules are fixed well in advance, its influence can be incorporated

into the Markovian model as well. This way, the uncontrolled state variable only influences the

rewards (or negative penalties), and thus this problem also fits into our framework. Since yt is

observed, this problem is covered by our Settings 1a and 2a. The case when the exact dynamics

of the energy storage unit is unknown is covered by Setting 1c.

5.4 Adaptive routing in computer networks

Consider the problem of routing in a computer network where the goal is transferring packets

from a source node x0 to a designated drain node xL with minimal delay (see, e.g., [21]). The

delays can be influenced by external events such as malfunction of some of the internal nodes.

These external events are captured by the uncontrolled state yt . Assume that in each node x(t )
l ,

we can choose the next node using some interface a(t )
l ∈A of the network layer. Assuming that

this interface decides about the actual next state x(t )
l+1 using a simple randomized algorithm, we

can cast our problem as an online learning problem in SSPs, covered by our Setting 1. If the

delays are only observed on the actual path traversed by the packet and the algorithm imple-

mented by the interfaces a ∈A is known, the problem is covered by Setting 1b. Assuming that

yt is revealed by some oracle after sending each packet, our algorithms for Setting 1c can be

used even if the randomized algorithms used in the network layer are unknown.

5.5 Growth optimal portfolio selection with transaction cost

Consider the problem of constructing sequential investment strategies for financial markets

where at each time step the investor distributes its capital among d assets (see, e.g., Györfi
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and Walk [19]). Formally, the investor’s decision at time t is to select a portfolio vector at ∈
[0,1]d such that

∑d
i=1(at )i = 1. The i -th component of at gives the proportion of the investor’s

capital Nt invested in asset i at time t . The evolution of the market in time is represented by

the sequence of market vectors s1, s2, . . . , sT ∈ [0,∞)d , where the i -th component of st gives the

price of the i -th asset at time t . It is practical to define the return vector yt ∈ [0,∞)d at time

t with components (yt )i = (st )i
(st−1)i

. Furthermore, we assume that switching between portfolios

is subject to some additional cost proportional to the price of the assets being bought or sold.

The goal of the investor is to maximize its capital NT , or, equivalently, to maximize its average

growth rate 1
T logNT . The problem of maximizing the growth rate under transition costs can be

formalized as an online MDP where the state at time t is given by the previous portfolio vector

at−1 and the reward given for choosing action at at state xt = at−1 is

r (xt , yt ,at ) = log

(
Nt −ct

Nt

)
+ log

(
a>

t yt
)

,

where ct is the transaction cost arising at time t . Since the relation between ct and the state xt ,

the action at and the capital Nt is well-defined and the rewards are influenced by the uncon-

trolled sequence (yt )T
t=1 in a transparent way, we can assume full feedback. After discretizing

the space of portfolios and prices, we can directly apply learning algorithms devised for Set-

ting 2a to construct sequential investment strategies. The problem can also be approximately

modeled by Setting 3a when assuming that ct ≤ αNt holds for some constant α ∈ (0,1): Upper

bounding the regret on the online learning problem with rewards g t (a) = log
(
a>yt

)
and switch-

ing cost K =− log(1−α), we obtain a crude upper bound on the regret of the resulting sequential

investment strategy.
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