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Abstract

In this thesis, I propose methods for solving yet unsolved problems of black-box

performance testing of communicating systems. The main motivation of creating

the presented methods was the fact that while black-box conformance testing has

evolved methods for test generation and execution, black-box performance testing

lacks such methods, and performance tests are designed in an ad-hoc way.

The thesis has three main parts. The first two parts focus on two different

aspects of performance testing, while the third part discusses a problem, which is

based on the second part.

In the first part of the thesis, I deal with a problem of performance test execution

namely, how to assign load generating software entities to the hosts of the perfor-

mance test environment in order to exploit the capacities of the test environment as

much as possible. After proving the NP-completeness of the problem, I formulate

it as an integer linear program, and propose two heuristic methods for solving it.

Then, the efficiency of the proposed methods are evaluated.

In the second part, I focus on a more specific case of performance testing in

which, the performance requirement that the system under test (SUT) has to fulfill

is the number of request messages to be processed within a second while serving a

given number of users. I propose a performance testing method, which automati-

cally checks whether the SUT fulfills this performance requirement. The presented

method builds on the functional modeling techniques used in conformance testing.

I compare the accuracy of the proposed method to that of an ad-hoc performance

testing method used in the industry.

The third part of the thesis deals with the problem of increasing the performance

of the SUT in case it has failed to pass the performance testing method presented

in the second part of the thesis. After proving the NP-completeness of the problem,

I formulate it as an integer linear program, and propose a heuristic algorithm for

solving it. I also evaluate the efficiency of the two methods.
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Kivonat

Disszertációmban kommunikáló rendszerek fekete doboz alapú teljeśıtménytesztelé-

sének megoldatlan problémáival foglalkozom. Mı́g a fekete doboz alapú konformanci-

atesztelés kiforrott tesztgeneráló és -végrehajtó eljárásokkal b́ır, a fekete doboz alapú

teljeśıtménytesztelésről ez nem mondható el, s ı́gy a teljeśıtmény-tesztek tervezése

ad-hoc módon történik. A bemutatott eljárások kidolgozásának motivációja pon-

tosan ez, azaz a kommunikáló rendszerek fekete doboz alapú teljeśıtménytesztelése

elméleti hátterének kifejletlensége.

A disszertáció három fő részből áll. Az első két rész a teljeśıtmény-tesztelés két

különböző területével foglalkozik, mı́g a harmadik részben egy, a második részben

tárgyalt eljárásra épülő problémát mutatok be.

Az értekezés első részében a teljeśıtményteszt-végrehajtás egy olyan problémá-

jával foglalkozom, amely során a tesztkörnyezet hosztjaihoz úgy kell hozzárendelni

a tesztelt rendszert terhelő forgalmat generáló szoftverentitásokat, hogy a tesztkör-

nyezet szabad kapacitásait minél jobban kihasználjuk. NP-teljességének belátását

követően a problémát feĺırom egészértékű lineáris programként, illetve bemutatok

két heurisztikus algoritmust a probléma megoldására. Végül összehasonĺıtom a két

ismertetett eljárás hatékonyságát.

A második részben a teljeśıtménytesztelés egy specifikusabb esetével foglalko-

zom, amikor is a tesztelt rendszerrel szemben támasztott teljeśıtménykövetelmény

a rendszer által másodpercenként feldolgozandó kérésüzenetek száma adott számú

felhasználó párhuzamos kiszolgálása mellett. Ismertetek egy teljeśıtménytesztelési

eljárást, amely képes annak automatikus ellenőrzésére, hogy a tesztelt rendszer

megfelel-e a fent emĺıtett két teljeśıtménykövetelménynek. A bemutatott eljárás a

konformanciatesztelés területén használt funkcionális modellezési módszereken ala-

pul. A szakasz végén a bemutatott eljárás pontosságát egy, az iparban használt

ad-hoc eljáráséval hasonĺıtom össze.

Az értekezés harmadik része a második részben bemutatott teljeśıtmény-tesz-
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telési eljáráson megbukott rendszerek teljeśıtményének korrekciójával foglalkozik.

A probléma NP-teljességének bebizonýıtását követően azt egy egészértékű lineáris

programként ı́rom fel, illetve bemutatok egy heurisztikus algoritmust a probléma

megoldására. A szakaszt a bemutatott megoldási eljárások hatékonyságának vizs-

gálatával zárom.
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Babarczi, Gábor Árpád Németh, and Zoltán Novák for their unconditional help and

the great work athmosphere they provided. I would also like to thank my colleague,
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Chapter 1

Introduction

Testing plays a vital role in the development of a communicating system imple-

menting a certain communication protocol. After the implementation phase, the

developed system is regarded as a black box and different kinds of tests are exe-

cuted against it in order to check whether it corresponds to its different kinds of

requirements. Both the implementation and the testing phases use the specifica-

tions of the System Under Test (SUT from now on) as their inputs (see Figure

1.1). The implementation phase has well-developed methodologies, but these are

not covered in this thesis. In the testing phase, among many others, the fulfillment

of the conformance and performance requirements of the SUT are tested. In the

rest of this chapter, I am going to review the current state of the art regarding the

level of automation in conformance testing and performance testing and identify

some problems, which are related to performance testing and for which, I propose

solutions in this thesis.

Figure 1.1: Development of communicating systems
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1.1 The Evolution of Conformance Testing

In the field of telecommunications, conformance testing investigates whether the

SUT implements the communicating protocol that it should implement according

to its conformance requirements. Its basic concepts are documented in [1] and [2].

Conformance testing has an evolved scientific background. The different stages

of evolution of conformance testing methodologies are presented in the following.

These steps of evolution are also valid for test automation in general.

(a) (b)

Figure 1.2: Manual (a), and script based (b) test design

Figure 1.2(a) shows the steps of manual testing as the earliest form of confor-

mance testing. When manually generating test cases, the test designer uses the

specifications of the SUT as an input, and a test plan, which includes the pur-

poses/goals of the test. Based on these inputs, the test designer designs the test

cases manually, on a high level of abstraction. The so created test cases, are then

passed from the test designer to the test engineer. Following the steps described in

the test cases, the test engineer executes the test manually, by interacting with the

SUT, and recording the outputs that the SUT returns for different inputs. In this

stage thus, both the design and the execution of tests were fully manual.

12



Figure 1.3: Model-based test design

The so-called script based tests make the process of testing easier by automating

the test execution phase. As can be seen in Figure 1.2(b) in this case, the test

designer does the same job as in the previous case that is, designs the necessary

test cases based on system requirements and the test plan. The test engineer on

the other hand, rather than manually executing the test based on the high-level test

cases, implements a test script. The so created test script then interacts with the

SUT that is, it sends different inputs to the SUT, and observes the outputs returned

by the SUT. Based on these observations, the script generates a test verdict as its

output.

Although script based testing makes test execution a lot easier than in the case

of fully manual testing, it is unable to solve the problems raised by manual test

design. Thus, tests remain unstructured, their coverage is incomplete, the number

of necessary test cases can be huge and thus, they are hard to maintain. In other

words, the test is designed in an ad-hoc way, the quality of the test depends on the

expertise of the test designer, and the design and maintenance of test cases is time

consuming, and costly.

The above mentioned problems of manual test design can be solved by using

model-based testing methods. In the case of model-based testing (Figure 1.3), instead

13



of manually designing test cases, the test designer has to define the formal model

of the SUT on an abstract level [3]. From this abstract model, the model-based

testing tool first generates abstract test cases. Then, by concretizing the abstract

test cases, the tool generates executable test cases, which can be executed against

the SUT [4].

The most widely used models for the formal description of the SUT in model-

based testing, are the different finite state machine-based models. These are summa-

rized by Lee et al. [5], and Dorofeeva et al. [6]. Another formal description technique

that can be also used for defining the functional behavior of a communicating sys-

tem, is the labeled transition system [7].

Based on the different finite state machine models, many methods have been

developed for testing the conformance of a communicating system (i.e. for testing

whether the SUT corresponds to a finite state machine). [8–14] present the basic for-

mal methods for conformance test derivation, while [15] compares the performance

of four of these methods. Lee et al. [16] investigate the existence and identification of

distinguishing sequences of finite state machines, which are used for identifying the

current state of the SUT. Pap et al. [17], and Brinksma et al. [18] propose test gen-

eration and test selection methods. Nemeth et al. [19], and Fakih et al. [20] propose

incremental methods for maintaining the test set of a changing conformance specifi-

cation. Ghedamsi et al. [21,22], and Celikkan et al. [23] present methods capable of

generating diagnostic tests, which, beyond identifying that the SUT does not corre-

spond to its conformance specifications, are capable of localizing the fault. Finally,

Tretmans [24] studies conformance testing based on labeled transition systems.

Based on the huge amount of test generation methods, many model-based testing

tools have been developed throughout the years, for example Lutess [25], Lurette

[26], GATeL [27], TVEDA [28], and AutoLink [29], but the three most widely used

tools are Elvior TestCast Generator, [30], Spec Explorer [31], and Conformiq Tool

Suite [32].

1.2 Problems of Performance Testing

As we have seen in the previous section, conformance testing has taken a long journey

from conformance modeling through test derivation methods, to widely used testing

tools. Performance testing on the other hand, has not reached the same level of

automation and its methodologies are far from being as much evolved as those of

14



conformance testing, although performance testing is widely used in the industry. A

performance test measures different performance characteristics of the SUT, and is

executed against the SUT once it has been found to correspond to its conformance

requirements. Some types of performance tests have been classified under different

names. Load testing examines how the SUT behaves when increasing the number

of requests sent to it. The goal of stress testing is to find the breaking point of

the system, i.e. the load under which the system breaks. Finally, scalability testing

examines how the system behaves under high loads of data sent to it. Currently,

black-box performance tests are designed and executed as shown in Figure 1.4.

Figure 1.4: Performance testing

Thus, black-box performance tests are designed manually, in an ad-hoc way

nowadays, without any theoretical background. As the figure shows, based on the

performance specifications, the test designer creates and executes the performance

test relying on their expertise in the field of performance testing. The test then

returns some numerical results that a test engineer has to evaluate and based on

which he or she has to decide whether the SUT has passed the performance test or

not.

Besides the lack of rigorousness, another problem of performance testing is how

to exploit the capacities of the test environment:

During a performance test, the test environment has to generate a relatively

high load towards the SUT. The test environment however, is built from universal

hardware unlike the SUT, which is built and thus, optimized for a specific purpose.
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The reason for this is that the test environment should be able to be reused for

different performance tests, which test systems, each of which might be optimized

for different purposes. In the industry thus, load generating software entities are used

for generating stress towards the SUT. Moreover, for stressing the SUT, multiple

hosts are used in the test environment, which are somehow assigned and then execute

these load generator entities. This situation demands methods for assigning load

generator entities to the hosts of the test environment closely to optimal, in order

to exploit the capacities of the test environment as much as possible.

In this thesis, I propose methods for solving the above described two problems

of performance testing.

Based on the above open problems of performance testing, my research objectives

were

• to define efficient load distribution methods for assigning the load generating

software entities to the hosts of the test environment,

• to define a model-driven performance testing method, which outperforms the

ad-hoc methods currently used in the industry, and

• to create methods for efficiently improving the performance of the SUT after

it has failed the performance test.

Accordingly, the rest of the thesis is organized as follows:

In Chapter 2, I propose load distribution methods for distributing load generator

entites among the hosts of the test environment. These methods aim at exploiting

the capacities of testing hosts as much as possible.

In Chapter 3, I deal with the theory of performance testing, more specifically,

with the subproblem, where the performance requirement of the SUT is the maximal

number of request messages that it has to be able to serve within a second while

serving a given number of users simultaneously. In this chapter, I propose a model-

driven performance testing method, which automatically determines whether the

SUT fulfills this performance requirement.

In Chapter 4, I propose methods for correcting the performance of the SUT

after it has failed a performance test, which is executed according to the method

described in Chapter 3. The presented methods aim at determining how to improve

the number of request messages the SUT is able to serve within a second, at minimal

cost.

16



Chapter 2

Load Distribution in a

Performance Testing Environment

As I have mentioned in Chapter 1, the SUT is built for a specific purpose, and its

performance is optimized for serving this specific purpose, while the hosts used in

the performance test environment (testing hosts from now on) are usually universal

hosts, which are used for testing the performance of multiple kinds of SUTs. During

a performance test, the test environment has to generate a relatively high load

towards the SUT, for a relatively long time. As I have also mentioned, this is

achieved by using multiple testing hosts (THs from now on) in the test environment

which, together are capable of generating this load (see Figure 2.1).

Figure 2.1: Assigning THs to VHs

The load generators or virtual hosts (VHs from now on) used for generating stress

towards the SUT, run on THs and usually, the number of VHs is larger than the

17



number of THs. Each TH has a total capacity, while each VH has a required capacity,

and a VH can only be assigned to a TH if, for the whole duration of execution of the

VH, the free capacity of the TH is greater than or equal to the required capacity of

the VH. Each VH has to be either assigned to a TH or dropped. This assignment

has to be carried out by a test controller entity. The objective of the test controller

during VH assignment is to maximize the average utilization of THs (that is, to

maximize the load generated by the test environment). In the rest of this chapter,

I will have the assumption that the total capacity needed to generate the load that

the SUT has to be stressed by (that is, the total VH capacity to be assigned) is

between TC − δ and TC + δ at all times, where TC is the aggregated capacity of

THs, and δ is constant. Beyond its required capacity, for each VH, its starting time

and execution time is defined.

The rest of this chapter goes as follows: In Section 2.1, I review the related work

in the subject. In Section 2.2, I formally define the load distribution problem, and

prove its NP-completeness. In Section 2.3, I formulate the load distribution problem

as a binary linear program and propose a solution for solving the problem as a series

of binary linear programs. In Section 2.4, I propose a heuristic solution for the

load distribution problem. I close the chapter by simulation results comparing the

efficiency of the two proposed methods and that of a greedy algorithm in Section

2.5 and by the conclusions of the chapter in Section 2.6.

2.1 Related Work

The problem described above (the load distribution problem from now on) is very

similar to the task assignment problem, in which tasks have to be assigned to proces-

sors [33]. For the different variants of the task assignment problem, many solutions

have been published. [34] presents a family of heuristic algorithms for an extended

task assignment problem, in which incompatible tasks can be modelled. [35] presents

a solution according to which all the tasks are assigned to clusters the number of

which equals the number of processors. After creating the clusters, each cluster is

assigned to a processor. [36] introduces a heuristic algorithm for minimizing com-

munication costs. The objective of the two algorithms presented in [37] is also to

minimize communication costs between tasks. On the other hand, the method in [38]

tries to minimize the total amount of time needed to execute all the tasks by using

bin packing techniques. [39] proposes the formulation of and two heuristic algorithms
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for a special case of the task assignment problem in which, each processor is con-

strained in the number of tasks it can handle. [40] uses particle swarm optimization

for task assignment. [41] proposes a graph matching based method finding the op-

timal solution of the task assignment problem. The methods presented in [42] also

finda the optimal solution. One of them works by reducing the search space while

the other one executes the task assignment algorithm in parallel to save running

time. Finally, [43] proposes a method by which, the efficiency of already existing

task assignment heuristics can be improved.

Unfortunately, non of the above solutions are applicable for solving the load

distribution problem, since despite its similarity, the load distribution problem differs

from the task assignment problem at multiple points: First, the objective of the

assignment is different in the two cases; unlike the task assignment problem, in the

case of the load distribution problem, there is no need to optimize the solutions

for minimizing communication costs and deal with processor connectivity issues.

Second, in the case of the load distribution problem, each test component has a

predefined starting time, while in the task assignment problem, the starting time of

tasks can be arbitrary. As a result of the above, my goal was to develop solutions

for the task assignment problem, which will be presented in this section.

2.2 Problem Definition and Complexity

The load distribution problem is defined on a discrete time axis composed of atomic

time slots. The problem is defined as follows:

Given are the set of THs T H = {TH i} and the set of VHs VH = {VH i}. Each

TH has one attribute TH i = (TC i), where TC i is the total capacity of TH i. Each

VH has three attributes VH i = (ST i,RT i, Ci), where ST i is the starting time of

VH i (i.e. the number of the time slot in which VH i starts), RT i is the execution

time of VH i (i.e. the number of time slots that the execution of VH i takes), and Ci

is the required capacity of VH i.

The problem to be solved is as follows: For each VH i ∈ VH, choose the value

of assignment function σ ∈ VH → T H from domain D = T H
⋃

{Ø} such that,

Formulas 2.1 and 2.2 are true. Choosing TH j as the value of σ(VH i) corresponds

to assigning VH i to TH j, while choosing Ø as the value of σ(VH i) corresponds to

dropping VH i. In Formula 2.1, U is a lower limit for the total TH capacity. If

u is the total TH utilization (used TH capacity to total TH capacity ratio), then
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U = u
|T H|
∑

i=1

TC itmax . In the formula and the rest of the chapter, tmax denotes the

last time slot (tmax = max
k:VHk∈VH

(ST k + RT k − 1)).

|T H|
∑

i=1

tmax
∑

j=1

∑

k:σ(VH k)=TH i∧
∧STk≤j∧

∧j≤STk+RTk−1

Ck ≥ U (2.1)

∀(i : TH i ∈ T H) : ∀(j = 1, . . . , tmax ) :
∑

k:σ(VH k)=TH i∧
∧STk≤j∧

∧j≤STk+RTk−1

Ck ≤ TC i (2.2)

Formula 2.1 states that the total utilization of THs should be above the lower

limit U , while Formula 2.2 expresses that for each TH i, in each time slot, the

aggregated capacity of VHs running on TH i, must be lower than or equal to the

total capacity of TH i.

In the following, I prove the NP-completeness of the above defined problem by

reducing an arbitrary instance of the NP-complete knapsack problem with equal

value and weight functions. During the proof, I first show that the problem is in NP

by showing that it can be decided in polynomial time whether an arbitrary solution

candidate is a solution (a witness) of the load distribution problem or not. After

showing that the problem is in NP, I am going to prove its NP-completeness by defin-

ing a mapping that transforms an arbitrary instance of the NP-complete variant of

the knapsack problem to an instance of the load distribution problem in polynomial

time, and by proving that the so obtained instance of the load distribution problem

is solvable exactly if the corresponding instance of the knapsack problem is solvable.

The main idea of the proof is that the special case of the load distribution problem

in which there is only a single time slot, and each VH starts and ends in that time

slot, is identical to the NP-complete variant of knapsack problem, in which the cost

and the weight of each element are equal to each other. Thus, in this variant of the

knapsack problem, there is a single value (x) assigned to each element and packing

the elements in the knapsack corresponds to selecting a set of elements for which,

the sum of the x values is greater than or equal to a lower bound and lower than or

equal to an upper bound.

Proof: An assignment defining the value of σ(VH i) for each VH ∈ VH is an

appropriate witness, since the fulfillment of Formulas 2.1 and 2.2 can be verified in

O(|VH|+ |T H|) time that is, in linear time. This means that the load distribution
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problem is in NP. Now, we have to prove that an arbitrary instance of the knapsack

problem with equal value and weight functions can be transformed to an instance

of the load distribution problem in polynomial time.

The knapsack problem is defined as follows:

Given are a set G, for all of its elements gj a positive integer v(gj) and a positive

integer w(gj) and positive integers V and W . The question to be answered is as

follows: Is there a subset G′ ⊆ G such that the following inequalities are true?

∑

gj∈G′

w(gj) ≤W (2.3)

∑

gj∈G′

v(gj) ≥ V (2.4)

The knapsack problem remains NP-complete if v(gj) = w(gj) that is, if the value

and weight functions of elements are identical [44]. Thus, let us rename functions w

and v to x. From the so obtained instance of the knapsack problem, an instance of

the load distribution problem can be created using the following assignments:

U := V

tmax := 1

T H := {TH 1}

TC 1 := W

VH := {VH i|gi ∈ G}

∀(i : VH i ∈ VH) : ST i := 1

∀(i : VH i ∈ VH) : RT i := 1

∀(i : VH i ∈ VH) : Ci := x(gi)

∀(i : VH i ∈ VH) : σ(VH i) = TH 1 ⇔ gi ∈ G′

∀(i : VH i ∈ VH) : σ(VH i) = Ø ⇔ gi /∈ G′

According to the above assignments, there will be a single TH the total capacity

of which equals the capacity of the knapsack. Each element of the knapsack problem

corresponds to a VH in the load distribution problem with its weight and value being

equal to the capacity of the corresponding VH. The above created instance of the

load distribution problem is one dimensional that is, each VH runs in the only time

slot, which is time slot 1. The lower limit of total TH utilization U equals V , which

is the lower value limit in the knapsack problem.
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Using the above assignments, Formula 2.3 takes the following form:

∑

σ(VH i)=TH1

Ci ≤ TC 1 (2.5)

Using the assignments, Formula 2.4 takes the following form:

∑

σ(VH i)=TH1

Ci ≥ U (2.6)

Since the above created instance of the load distribution problem has a single

TH and a single time slot, and all the VHs run in this single time slot (i.e. for time

slot 1, ST k ≤ j ∧ j ≤ ST k + RT k − 1 is true for each i : VH i ∈ VH), Formula

2.2 is identical to Formula 2.5 and Formula 2.1 is identical to Formula 2.6, in the

case of this instance of the load distribution problem. Thus, Formula 2.3 can be

transformed to Formula 2.1 and Formula 2.4 can be transformed to Formula 2.2.

The reduction can be carried out in O(|G|) time that is, in linear time. This means

that the knapsack problem with equal value and weight functions is Karp reducible

to the load distribution problem.

And finally, since the knapsack problem with equal value and weight functions

is Karp reducible to the load distribution problem in linear time, and the load

distribution problem is in NP, the load distribution problem is NP-complete.

Note: The load distribution problem is a special case of a problem, which is

similar to the two-dimensional bin packing problem and only differs from it in its

objective function [45]. Thus, the two-dimensional bin packing problem might be a

good candidate for proving the NP-hardness of the load distribution problem.

2.3 An ILP Based Heuristic Solution for the Load

Distribution Problem

According to the previous section, the load distribution problem is NP-complete. An

effective way to find the optimal solution of an NP-complete problem is formulating

it as an integer linear program (ILP), and then solving this ILP.

In the case of the load distribution problem, the ILP is a binary linear program

(BLP) meaning that each variable the value of which has to be found can only take
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0 or 1 as its value. Before formulating the load distribution problem as a BLP, the

boolean variable akj has to be defined (for easier readability) as follows:

akj =







0 if ST k ≤ j ∧ ST k + RT k − 1 ≥ j

1 otherwise
(2.7)

Furthermore, a new TH TH |T H|+1 has to be introduced. Assigning VH k to

TH |T H|+1 represents dropping VH k. The total capacity of this TH is infinite or

technically, it is equal to the sum of the capacities of all VHs (in order for each VH

to be able to be assigned to it), formally:

T H′ = T H
⋃

{TH |T H|+1}, where

TH |T H|+1 = (TC |T H|+1) and

TC |T H|+1 =
∑

k:VHk∈VH

Ck

(2.8)

After all the above, the BLP formulation of the load distribution problem is as

follows. The unknown variables the values of which have to be found are variables

ski. The value of ski is 1 if VH k gets assigned to TH i, otherwise its value is 0.

Maximize:

|T H|
∑

i=1

tmax
∑

j=1

|VH|
∑

k=1

akjskiCk (2.9)

Subject to:

∀(i : TH i ∈ T H
′) : ∀(j = 1, 2, . . . , tmax ) :

|VH|
∑

k=1

akjskiCk ≤ TC i (2.10)

∀(k : VH k ∈ VH) :

|T H′|
∑

i=1

ski = 1 (2.11)

∀(k : VH k ∈ VH) : ∀(i : TH i ∈ T H
′) : ski ∈ {0, 1} (2.12)

The objective function of the problem, Formula 2.9, means that the average

utilization of all THs must be maximal that is, the volume of non-dropped VHs

must be maximal, where the volume of a VH means the product of its capacity and

execution time. TH T H+1 is not taken into consideration by the objective function,

since TH T H+1 was only introduced to represent VH dropping, and the objective is
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to maximize the average utilization of the THs included in set T H.

Formula 2.10 is a constraint stating for each TH i ∈ T H that in each time slot,

the aggregated capacity of all the VHs running on TH i is lower than or equal to the

total capacity of TH i.

Formulas 2.11 and 2.12 define constraints for the ski values expressing that from

among the ski variables belonging to VH k, exactly one equals 1, while the others

equal 0. Thus, each VH is assigned to exactly one TH included in set T H.

In the above formulation, the number of inequalities that Formula 2.10 produces

is |T H|tmin . This number of inequalities is unnecessarily large, since Formula 2.10

can be only violated in the time slots of VH assignment that is, only in those time

slots j for which, ∃(i : TH i ∈ T H) : ST i = j. Thus, it is enough to define Formula

2.10 for those time slots, in which a VH starts. Taking this into consideration, For-

mulas 2.13 to 2.16 give an equivalent formulation of the load distribution problem,

which omits the unnecessary inequalities produced by Formula 2.10.

Maximize:

|T H|
∑

i=1

tmax
∑

j=1

|VH|
∑

k=1

akjskiCk (2.13)

Subject to:

∀(i : TH i ∈ T H
′) : ∀(l : VH l ∈ VH) :

|VH|
∑

k=1

akST l
skiCk ≤ TC i (2.14)

∀(k : VH k ∈ VH) :

|T H′|
∑

i=1

ski = 1 (2.15)

∀(k : VH k ∈ VH) : ∀(i : TH i ∈ T H
′) : ski ∈ {0, 1} (2.16)

The number of equations and inequalities that the above formulation produces

is lower than the number of equations and inequalities of the first formulation of

the problem (if |VH| < tmax ). However, as the later presented simulation results

show, the time needed to solve the BLP formulated by Formulas 2.13 to 2.16 can be

extremely large and technically, the BLP cannot be solved in most of the scenarios.

The above issue can be solved as follows: First, the time axis should be divided

up into time windows, which consist of a given number of time slots. The number

of time slots contained in a time window is called the window size, and will be
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denoted by W , from now on. Then, starting from the first time window, a BLP is

formulated and solved for each time window. The BLP formulated for time window

n defines the assignment constraints of those VHs which start in time window n.

The formulation of this BLP depends on (some of the) VH assignments made in the

earlier time windows. That is, the solution of the BLP formulated for a given time

window serves as an input of BLP formulation of (some) further time windows. The

reason for this is that the assignment of VH k to TH i reduces the available capacity

of TH i not only for the time window in which VH k was assigned to TH i, but for

the whole duration of the execution of VH k.

Each BLP formulated for a time window will give an optimal solution for the

corresponding time window, but the global solution, which is thus, composed of a

series of sub-optimal solutions will not be optimal in general. The time needed to

solve a series of BLPs however, can be reasonable in some scenarios (even though

the sub-problems are NP-complete as well).

Formulas 2.17 to 2.20 formulate the load distribution problem for time window

n, with window size W . Similarly to Formula 2.14, Formula 2.18 requires the aggre-

gated capacity of VHs currently running on each TH to be lower than or equal to

the total capacity of the corresponding TH. This constraint is only defined for those

time windows in which, a VH starts. In the formulation below, the value of Sk is

a reference to the TH to which, VH k was assigned before time window n. That is,

Sk = i, if and only if VH k was assigned to TH i before time window n. If VH k starts

after the time window preceding time window n, then Sk = −1. This means that

the VH assignments made in earlier time windows serve as an input of formulating

the BLP for the current time window. If Sk = |T H|+ 1, then VH k is dropped.

Maximize:

|T H|
∑

i=1

nW
∑

j=(n−1)W+1

∑

k:VHk∈VH∧
∧STk≥(n−1)W+1∧

∧STk≤nW

akjskiCk (2.17)

Subject to:

∀(i : TH i ∈ T H
′) :

∀(l : VH l ∈ VH ∧ ST l ≥ (n− 1)W + 1 ∧ ST l ≤ nW ) :
∑

k:VHk∈VH∧
∧STk≥(n−1)W+1∧

∧STk≤nW

akST l
skiCk ≤ TC i −

∑

k:VH k∈VH∧
∧Sk=i

akST l
Ck

(2.18)
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∀(k : VH k ∈ VH ∧ ST k ≥ (n− 1)W + 1 ∧ ST k ≤ nW ) :

|T H′|
∑

i=1

ski = 1 (2.19)

∀(k : VH k ∈ VH ∧ ST k ≥ (n− 1)W + 1 ∧ ST k ≤ nW ) :

∀(i : TH i ∈ T H
′) : ski ∈ {0, 1}

(2.20)

For the whole duration of the test, the VH assignment is carried out by Algorithm

1, which uses the above BLP formulation. The BLP defined by Formulas 2.17 to

2.20 for time window n, is denoted by BLPn in the algorithm.

Algorithm 1 gets sets T H and VH as its input, and outputs the Sk values

belonging to each VH.

Algorithm 1: ILP based solution of the load distribution problem

input : T H, VH, W

output:
⋃

k:VHk∈VH

{Sk}

1 foreach VH k ∈ VH do

2 Sk := −1;

3 n := 1;

4 while (n− 1)W + 1 ≤ tmax do

5 Formulate and solve BLPn;

6 foreach k : VH k ∈ VH ∧ ST k ≥ (n− 1)W + 1 ∧ ST k ≤ nW do

7 foreach i : TH i ∈ T H do

8 if ski = 1 then

9 Sk := i

In lines 1 and 2, the algorithm initializes each Sk to initial value -1. From line

4, the algorithm runs iterations, one for each time window. Within an iteration, in

line 5, the algorithm formulates and solves the BLP for the current time window.

In lines 6 to 9, based on the calculated ski values of the BLP, the algorithm assigns

the Sk value of each of those VHs, which were assigned to a TH (or dropped) in the

current time window. By the end of the algorithm, each Sk value is known.
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2.4 A Bin Packing Based Heuristic Solution for

the Load Distribution Problem

As we will see in the Section 2.5, there are many scenarios in which, the ILP based

solution of the load distribution problem cannot be used due to its huge running

time, even with a small window size. Thus, I have created a heuristic algorithm for

solving the problem. The main idea of the heuristic algorithm is as follows:

When assigning VH k to a TH, other VHs which are assigned and executed

relatively closely in time to VH k have an effect on which THs VH k can be assigned

to, since these VHs occupy TH capacity for their whole execution time, which can

be overlapping with the execution time of VH k. Thus, when trying to assign VHs

executed closely in time to each other, without the aggregated capacity of VHs

running on a TH at a given point in time exceeding the total capacity of the TH,

we have to solve a problem, which is similar to the bin packing problem, where the

items packed into bins must fit into the bins and where the assignability of a specific

item is affected by the assignments of the other items [46].

Based on the above, we can suspect that applying bin packing heuristics for

assigning VHs executed relatively closely to each other, we can achieve a higher

average utilization than the average utilization achieved by the greedy algorithm,

which always assigns the VH with the next lowest starting time to the first TH that

has enough free capacity for the whole duration of the execution of the VH under

assignment. In order to be able to assign VHs executed relatively closely in time to

each other, the presented heuristic algorithm divides up the [1, . . . , tmax ] interval into

time windows of size W , and considers the load distribution problem to be a series

of bin packing-like problems, one for each time window, each of which is then solved

using a heuristic algorithm similar to the first fit descending (FFD) algorithm [47].

According to the above, the presented heuristic algorithm uses time windows,

just like the ILP based solution, but for different reasons. While in the case of the

ILP based solution, the goal of using time windows was to reduce the time needed

to solve the load distribution problem, in the case of the heuristic algorithm, the

goal was to be able to regard the problem as a series of bin packing-like problems.

Algorithm 2 shows the steps of the heuristic algorithm used for solving the load

distribution problem. If in the algorithm, Sk equals |T H|+ 1 then VH k is dropped.
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Algorithm 2: Heuristic solution for the load distribution problem

input : T H, VH, W

output:
⋃

k:VHk∈VH

{Sk}

1 foreach VH k ∈ VH do

2 Sk := −1;

3 n := 1;

4 while (n− 1)W + 1 ≤ tmax do

5 VHn := {VH k|VH k ∈ VH ∧ ST k ≥ (n− 1)W + 1 ∧ ST k ≤ nW};

6 VHn ← sort VHn by Ck descending; Return k;

7 k := 1;

8 while k ≤ |VHn| do

9 i := 1;

10 while i ≤ |T H| do

11 if ∀(j : a(VHn[k])j = 1) : CVHn[k] ≤ TC i −
∑

l:VH l∈VH
∧Sl=i

aljCl then

12 SVHn[k] = i;

13 break;

14 i := i + 1;

15 if Sk = −1 then

16 Sk := |T H|+ 1;

17 k := k + 1;

18 n := n + 1;

Just like the ILP based solution, Algorithm 2 gets T H, VH, and W as its input,

and returns the Sk values.

After initializing each Sk to -1 in lines 1 and 2, the heuristics runs iterations,

one for each time window. In line 5, the algorithm creates set VHn from those VHs,

which start in the current time frame. Then, from line 6 to 17 the heuristics assigns

each VH from VHn to a TH in TH ′, using a heuristic algorithm similar to the first

fit descending algorithm, according to the following:

In line 6, the elements of VHn are sorted by capacity in descending order and

their references are put into vector VHn. Then for each VH k for which, k is an

element of VHn, starting from the VH k element with the largest capacity, the

algorithm finds the first TH from T H, which has enough free capacity to execute
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VH k that is, the first TH the free capacity of which is greater than or equal to the

capacity of VH k in each time slot in which VH k is running. If the algorithm fails

to find such a TH, then VH k is assigned to TH |T H|+1 that is, VH k is dropped.

Thus, if we regard time windows as the atoms of VH assignment, the heuristics

is greedy, since once it has assigned the VHs starting in a given time window to THs,

this assignment cannot be changed in latter time windows, and serves as an input

of the assignment problems to be solved in latter time windows. However, as the

simulation results will show, using the presented heuristic algorithm, the average

utilization obtained by the heuristics can be higher than the utilization obtained by

the greedy algorithm.

2.5 Simulation Results

In this section, I present simulation results examining the running time of and the

average TH utilization achieved by the greedy VH assignment method mentioned

in Section 2.4 and the two methods introduced in Sections 2.3 and 2.4. I have

run simulations in multiple scenarios, each of which is described by the following

parameters:

• |T H| that is, the number of testing hosts,

• TC avg , which is the average TH capacity (denoted by TC in Figures 2.12,

2.13, and 2.14),

• StepTC for which, TC i = TC avg −
(

|TH |−1
2
− i
)

StepTC (denoted by Step in

Figures 2.12, 2.13, and 2.14),

• Cavg , which is the average VH capacity and equals 30 in each simulation sce-

nario, and

• ǫC for which, VH capacities are generated on interval [Cavg − ǫC , Cavg + ǫC ],

with uniform distribution (denoted by ǫ in Figures 2.12, 2.13, and 2.14).

The five simulation scenarios presented in this section are selected from among

the 16 simulation scenarios that I have investigated.

During the simulations, the aggregated capacity of all active VHs was on interval

[|T H| ∗ TC avg − Cavg − ǫC , |T H| ∗ TC avg + Cavg + ǫC ], in each time slot. In each
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simulation scenario, I measured the average utilization and running time of each

method as a function of window size W . Since W is not a parameter of the greedy VH

assignment algorithm, the average utilization of the greedy algorithm is represented

as a horizontal, dotted line in the following figures, while its average running time

is represented by horizontal lines with markers in Figure 2.14.

First, let us examine a simulation scenario in which, the highest average utiliza-

tion achieved by the heuristic algorithm is not significantly higher than the average

utilization of the greedy algorithm.

In the first scenario, |T H| = 3, TC avg = 60, StepTC = 0, while ǫC = 4 that is, the

deviation of VH capacities is not large compared to the average VH capacity. Figure

2.2 shows the aggregated capacity of VHs to be assigned to THs in this scenario,

as a function of time. The average of this aggregated capacity is the aggregated

capacity of all THs.

Figure 2.2: Required capacity, |T H| = 3, TC avg = 60, StepTC = 0, ǫC = 4

Figure 2.3 shows the average utilization achieved by the three methods. As can

be seen in the figure, the average utilization achieved by the ILP based algorithm

is higher than the average utilization of the greedy algorithm for each window size

and it gets higher the bigger the window size gets. The maximal average utilization

achieved by the heuristic algorithm is not significantly higher at its maximum, than

the average utilization achieved by the greedy algorithm, in this case. The heuristic

algorithm can increase the average utilization of THs by only 3 percent, while the

ILP based algorithm can increase the average TH utilization of the greedy algorithm

by 8 percent, in this scenario.
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Figure 2.3: Average utilization, |T H| = 3, TC avg = 60, StepTC = 0, ǫC = 4

From the results of the first scenario, we can see that if the deviation of VH

capacities is small compared to the average VH capacity, the heuristic algorithm

does not perform well. This is confirmed by some other simulation scenarios as well,

which gave similar results and which are not presented in this section.

In the second scenario, let us see how the proposed methods perform if the

deviation of VH capacities is increased. In this scenario, |T H| = 3, TC avg = 60,

StepTC = 0, and ǫC = 20.

Figure 2.4 shows the aggregated capacity of active VHs as a function of time in

the second scenario, the average of which, equals the aggregated TH capacity.

Figure 2.4: Required capacity, |T H| = 3, TC avg = 60, StepTC = 0, ǫC = 20

Figure 2.5 shows the average utilization achieved by each method. As it can be

seen in the figure, the utilization of the ILP based method gets larger as the window

size is increased. The figure also shows that the average utilization achieved by the

heuristic method is higher than the average utilization of the greedy algorithm for
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almost every window size. In this scenario, the heuristic method performs better

than in the first scenario, since the maximal average utilization it can achieve is by 9

percent higher than the average utilization of the greedy algorithm. The ILP based

algorithm performs better as well. The highest average utilization it achieves is by

13 percent higher than the average utilization of the greedy algorithm.

Figure 2.5: Average utilization, |T H| = 3, TC avg = 60, StepTC = 0, ǫC = 20

As the results of the second scenario (and other non-presented scenarios) have

shown, as the deviation of VH capacities is increased, both the heuristic and the

ILP based algorithms perform better.

Figure 2.6: Required capacity, |T H| = 3, TC avg = 210, StepTC = 0, ǫC = 20

In the third scenario, I have investigated, what happens to the performance of the

algorithms if the quotient of the average TH capacity and the average VH capacity

is higher than in the second scenario. In this scenario, |T H| = 3, TC avg = 210,

StepTC = 0, while ǫC = 20. In this case, the ILP based solution could not be
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applied due to its huge running time, even for small window sizes. Figure 2.6 shows

the aggregated capacity of active VHs in each time slot, in this scenario. The

aggregated VH capacity equals the aggregated TH capacity, in average.

Figure 2.7 shows the average utilization of the greedy and the heuristic algorithm.

According to the figure, the performance of the heuristic method is not significantly

higher than that of the greedy algorithm, in this scenario. The maximal average

utilization achieved by the heuristic algorithm is only by 2 percent higher than the

average utilization achieved by the heuristic algorithm.

Figure 2.7: Average utilization, |T H| = 3, TC avg = 210, StepTC = 0, ǫC = 20

According to the results of the third scenario (and some non-presented scenarios

with similar results), the performance of the heuristic algorithm gets worse as the

quotient of the average TH capacity and the average VH capacity is increased.

Let us now investigate two scenarios in which, TC avg = 60, and ǫC = 20 that

is, two scenarios in which the quotient of the average TH capacity and the average

VH capacity is lower than in the third scenario and the deviation of VH capacities

is higher than in the first scenario.

In the fourth scenario, I have changed the parameters of the second scenario

so that TH capacities are not uniform. In this scenario |T H| = 3, TC avg = 60,

StepTC = 5, while ǫC = 20. Figure 2.8 shows the aggregated capacity of active

VHs as a function of time, in this scenario. Just like in the previous scenarios, the

aggregated capacity of active VHs equals the aggregated capacity of THs, in average.
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Figure 2.8: Required capacity, |T H| = 3, TC avg = 60, StepTC = 5, ǫC = 20

Figure 2.9 shows the average utilization of each method, in the fourth scenario.

According to the figure, the heuristic algorithm produces higher average utilization

values for each window size than the greedy algorithm, while the ILP based method

gets more efficient as the window size increases.

Figure 2.9: Average utilization, |T H| = 3, TC avg = 60, StepTC = 5, ǫC = 20

According to the results of the fourth scenario, in this case, the algorithms per-

form just as well as in the second scenario. The maximal average utilization achieved

by the heuristic method is by 10 percent higher than the average utilization of the

greedy algorithm, while the average utilization of the ILP based method is by 17

percent higher than that of the greedy algorithm at maximum.

Finally in the fifth scenario, let us see how the performance of the presented

methods changes if the number of hosts of the fourth scenario is increased from 3

to 9. Thus in the fifth scenario, |T H| = 9, TC avg = 60, StepTC = 5, and ǫC = 20.
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Figure 2.10 shows the aggregated active VH capacity as a function of time, which

equals the aggregated TH capacity in average, just like in all the previous cases.

Figure 2.10: Required capacity, |T H| = 9, TC avg = 60, StepTC = 5, ǫC = 20

In this case, just like in the third scenario, the running time of the ILP based

algorithm was extremely long even for small window sizes and thus, it could not be

executed. Figure 2.11 shows the average TH utilization achieved by the bin packing

based heuristic and the greedy methods, with different window sizes.

Figure 2.11 shows that the heuristic algorithm gives a higher average utilization

value than the greedy algorithm, for each window size.

Figure 2.11: Average utilization, |T H| = 9, TC avg = 60, StepTC = 5, ǫC = 20

As the results of the fifth simulation scenario have shown, the performance of the

heuristic algorithm remains good compared to that of the greedy algorithm if the

number of testing hosts is increased. The maximal average utilization achieved by

the heuristic algorithm is by 8 percent higher than the average utilization achieved

by the greedy algorithm.
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Figure 2.12 shows the running time of the ILP based heuristics on a logarithmic

vertical axis, Figure 2.14 shows the running times of the greedy algorithm, while

Figure 2.13 shows the running times of the bin packing based heuristics as a function

of window size, for the different simulation scenarios. As it can be seen in the figures,

both heuristic solutions have reasonable running times. The running time of the ILP

based heuristic on the other hand, grows exponentially as the window size increases

and as mentioned earlier, in two simulation scenarios it could not be executed at all

due to its huge running time. As it can also be observed in the figure, the curves

representing the running time of the ILP based solution start with a descent. The

reason for this descent is the overhead caused by having to formulate a large number

of binary linear programs in the case of lower window sizes.

Figure 2.12: Running times of the ILP based algorithm

Figure 2.13: Running times of the bin packing based algorithm
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Figure 2.14: Running times of the greedy algorithm

Table 2.1 summarizes the above presented results by showing the maximal aver-

age utilization values achieved by each method in each scenario.

Scenario Average utilization

|T H| TC avg StepTC ǫC BLP Heuristics Greedy

3 60 0 4 0.743811 0.710993 0.688083

3 60 0 20 0.753542 0.725086 0.664499

3 210 0 20 − 0.888547 0.869548

3 60 5 20 0.773141 0.730494 0.663302

9 60 5 20 − 0.78783 0.727412

Table 2.1: Maximal average utilization values achieved by different methods in dif-

ferent scenarios

As it can be observed in the figures plotting the average utilization values ob-

tained by each method, the values close to the maximal average utilization value

are concentrated to a narrow window size interval, in the case of the heuristic al-

gorithm, and the average utilization obtained by the heuristic algorithm decreases

both if the window size is increased beyond this interval and if it is decreased below

this interval. The reason for this is as follows:

If the window size is too small then the heuristic algorithm takes too few VH

assignments into consideration at one time and thus, approaches the greedy algo-

rithm (which takes a single VH into consideration at one time). If however, the

window size is too large, then there might be VHs in the same time window, which

are executed far from each other in time. The assignabilities of these VHs are not

37



affected by each other and thus, the problem of assigning VHs of the same, large

time window is not similar to an instance of the bin packing problem anymore.

Thus, using bin packing heuristics for large window sizes does not make any sense.

As it can also be observed in the above figures, the bigger the window size is,

the more effective the ILP based solution gets in means of average utilization. The

reason for this is that increasing the window size makes the sub-problem of assigning

VHs of the same window size approach the problem of assigning all VHs to THs in

which, W = tmax , and for which, the ILP based method finds the optimal solution.

The simulation results have shown that there is always a window size for which,

the heuristic algorithm achieves a higher average utilization value than the one

achieved by the greedy method. We can furthermore, draw the following conclusions:

As the quotient of the average TH capacity and the average VH capacity de-

creases or the deviation of VH capacities increases, the average utilization achieved

by the proposed methods gets more significantly higher than the average utiliza-

tion achieved by the greedy algorithm. The ILP based method can always achieve

a higher average utilization than the heuristic method. However, it can only be

applied if the quotient of the average TH capacity and the average VH capacity is

relatively small and there are a relatively few THs, since this is the only case in which

its running time is not unreasonable. The running time of the heuristic method is

however, about the same as that of the greedy algorithm, while its maximal average

utilization is approximately halfway between the maximal average utilization of the

BLP method and the average utilization of the greedy algorithm (even in the cases

where it does not perform significantly better than the greedy algorithm). Thus, the

heuristic algorithm can be used more effectively than the greedy algorithm in almost

any scenario, but it is the only option if the number of THs is big, and the quotient

of the average TH capacity and average VH capacity is small. The scenario in which

the greedy algorithm might be the best choice is the one in which, the deviation of

VH capacities is relatively small and the quotient of the average TH capacity and

the average VH capacity is relatively big. The reason for this is the following:

In this case, the ILP based algorithm cannot be used due to its huge running

time. The heuristic algorithm on the other hand, does not achieve a maximal av-

erage utilization, which is significantly higher than the one achieved by the greedy

algorithm. Moreover, while the greedy algorithm needs O(|TH ||VH |) steps to fin-

ish, a single execution of the heuristic algorithm needs O(|TH ||VH |c) steps, where

c is the number of steps needed to sort the VHs before the assignment. This differ-

38



ence might not be significant in the practice, but the effective running time of the

heuristic algorithm can be by orders of magnitude higher than that of the greedy

algorithm, since in order to find the maximal average utilization provided by the

heuristic algorithm, it has to be executed for multiple window sizes. According to

the simulations, the time window size that gives the highest average utilization in

the case of the heuristic algorithm, is between 0 and the average VH execution time,

which is around 90 in the above scenarios, or it is slightly higher than the average

VH execution time.

2.6 Conclusions

The goal of this chapter was to improve the efficiency of test component assignment

in performance test environments. The motivation of the chapter was that test

components are assigned to the testing hosts of the test environment in a greedy

way and thus, I expected that by using more sophisticated methods, the average

utilization of testing hosts can be increased. After formulating the load distribution

problem, I have investigated methods created for solving the similar task assignment

problem and found that because of the differences of the two problems, neither of

these solutions are applicable for solving the load distribution problem.

In order to improve the average utilization of testing hosts reached by the greedy

method, I have defined different heuristic solutions for solving the problem. After

evaluating the efficiency of my heuristics against that of the greedy method, I found

that in most of the cases, the heuristics reach a significantly higher average utilization

of testing hosts than the greedy algorithm.
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Chapter 3

A Model-Driven Performance

Testing Method for

Communicating Systems

As I have mentioned in Chapter 1, unlike conformance testing, the field of black-box

performance testing of communicating systems lacks an evolved theoretical back-

ground, including automatic methods for checking whether the SUT fulfills its per-

formance requirements, for example whether it is able to serve a specified number of

request messages within a second while serving a specified number of users in par-

allel. Unlike conformance tests, black box performance tests are mainly designed in

an ad-hoc way in the industry. The disadvantage of this approach is the inaccuracy

of the performance test results meaning that the deviation of ad-hoc performance

measurements is larger than necessary, as we will see.

To solve the above described problem of performance testing, in this chapter, I

introduce an automatic model-driven performance testing method. The presented

method interacts with the SUT, and based on this interaction and on the functional

characterics of the SUT, it creates its formal performance model. Based on this

performance model, the method determines whether the SUT fulfills the performance

requirement of serving the required number of request messages within a second

while serving a given number of users.

This chapter is organized as follows: In Section 3.1, I give a summary on the

related work in the subject. In Section 3.2, I discuss the performance requirements

that I deal with, and the motivations of creating the proposed performance testing
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method. In Section 3.3, I formally define my performance model used for testing,

then in Section 3.4, I show how to create the structure of the performance model of

the SUT. In Section 3.5, by performing measurements on the SUT, I show how to

complete the performance model of the SUT. In Subsections 3.5.1 and 3.5.2 I show

how to calculate CW usr and CE usr , respectively, based on the performance model

of the SUT. I close the section by experimental results comparing my performance

testing method to an ad-hoc performance testing method used in the industry, in

Section 3.6 and a summary of the results achieved in Section 3.7.

3.1 Related Work

As I have mentioned in Chapter 1, In the field of conformance testing there are

formal methods for automatically checking whether a physical system conforms its

specifications. These methods include:

• formal methods for modeling the functional requirements of the SUT, and

• methods for checking whether the SUT corresponds to this formal model

In the field of performance testing, there exist different solutions for defining

performance tests. Schieferdecker et al. have proposed PerfTTCN [55], which ex-

tends TTCN-2 (Tree and Tabular Combined Notation ver. 2) [56]. It introduces

many new language elements for describing performance testing environments and

for conducting performance tests. As a language extension of TTCN-3 (Testing and

Test Control Notation ver. 3) [57], Grabowski et al. introduce TimedTTCN-3 [58].

TimedTTCN-3 extends TTCN-3 and makes it capable of testing the real-time be-

havior of the SUT. Mingwei et al. extend concurrent TTCN (which is a version of

TTCN-2) to be able to test the performance of communication protocols [59, 60].

The performance property I dealt with (the number of messages the system is

able to process within a second while serving a given number of users) is however,

more complex than the ones the above mentioned methods can measure. For the

measurement of this property, ad-hoc methods are used in the industry [61]. Thus,

my goal was to create a more efficient model-driven performance testing method

during which, a formal performance model of the SUT is created and then the per-

formance characterictics to be measured are derived from this performance model.
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In the literature, there already existed papers written on performance modeling.

In [48], Kemper et al. present a performance model for communicating systems,

based on SDL (Specification and Description Language) [49]. Youness et al. [50]

use a stochastic Petri net [51] while El-Karaksy et al. use a timed Petri net [52] for

modeling the performance of a communication protocol [53]. Marsan et al. model

the performance of CSMA/CD bus LANs by a timed Petri net based model [54].

These papers also verify the models presented, that is, they analytically prove that

their models correspond to the specifications, but they do not deal with validating

a physical system that is, they do not offer methods for testing whether a physical

implementation corresponds to the performance model.

Thus, the solution for the problem was to create a performance model, which

could represent a physical system and based on which, a performance testing method

could be defined for calculating the number of messages the represented system is

able to process within a second while serving a given number of users in parallel.

3.2 Performance Requirements and Motivations

As I have mentioned earlier, the presented method is given as an input CRusr , which

is the number of messages to be processed within a second while serving usr users

(number of messages per second for short). The method evaluates the performance

of the SUT automatically, in other words it determines the number of messages the

SUT can process within a second while serving usr users simultaneously.

CRusr as a performance requirement is ambiguous. Thus, I interpreted this

notion in two ways. CRusr can be disambiguated as CWRusr , which is the required

number of messages that the SUT has to be able to serve within a second, in worst

case while serving usr users. By worst case, I mean that the SUT has to be able to

serve CWRusr messages per second given any sequence of requests it receives from

the users. CRusr can also be disambiguated as CERusr , which is the expected number

of messages the SUT has to be able to serve within a second while serving usr users.

I am going to state as a requirement of my performance testing method the ability

of measuring both CW usr , which is the worst-case number of messages and CE usr ,

which is the expected number of messages the SUT is able to serve within a second,

while serving usr users simultaneously. The performance testing method introduced

in this section attempts to solve the problems raised by the ad-hoc performance

testing methods, which are widely applied in the industry nowadays [61].
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The ad-hoc performance testing method measures the performance of the tested

system in a straightforward way, by simply emulating the real-life environment the

SUT will have to operate in. Thus, this method runs a number of software entities,

each emulating a user that the SUT has to serve. The number of software entities

run by the test environment equals usr . During the test, each emulated user sends

one request message after another to the SUT, and counts the number of responses

the SUT has sent in reply. At the end of the test, the number of messages the SUT

is able to serve within a second is calculated as the quotient of the number of all

responses the SUT has sent to the software entities, and the duration of the test.

This method can calculate CE usr . However, as we will see during the experiments,

the deviation of the CE usr values measured by this method is larger than necessary.

The ad-hoc method is furthermore, unable to calculate CW usr . Thus based on its

measurements, we can only state that CW usr is lower than or equal to the lowest

CE usr value measured by the ad-hoc method.

Contrarily to the ad-hoc method, the proposed method is capable of calculating

both CE usr and CW usr . My method uses a formal performance model as a tool for

conducting the performace test and for modeling the SUT. The proposed method

has two phases. In the first phase, from the information already known about

the SUT, and from measurements performed on the SUT, the test environment

creates the performance model of the SUT. In the second phase, the method derives

both CW usr and CE usr from the so created performance model, in an analytical

way. The first phase is discussed in Sections 3.3 and 3.4, while the second phase is

discussed in Section 3.5. As we will see during the experiments, my method gives

correct measurement results that is, the CE usr value it calculates is the CE usr value

calculated by the ad-hoc method, while the CW usr value it calculates is lower than

each ad-hoc measurement. As we will also see, the deviation of the CE usr values

measured by my method within a given amount of time is smaller than the deviation

of the CE usr values measured by the ad-hoc method within the same amount of time.

3.3 The Timed Communicating Finite Multistate

Machine

In this section, I introduce the Timed Communicating Finite Multistate Machine

model, which will be used for conducting the performance test. At the end of the
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test, this model is a performance model of the SUT. In the definition below, I first

give the formal definition of the TCFMM, then give a brief informal description.

After that, I explain the non-trivial constraints of the definition one-by-one. In the

definition, τ0 denotes the time of the beginning of the execution.

Definition 1 The Timed Communicating Finite Multistate Machine (TCFMM) is

a 10-tuple:

TCFMM = (I, O, S, s0, T, U, H, δ, χ, σ), where

1. T ⊆ I × O × S × S × R+

2. ∀ti, tj ∈ T ((ti = (ii, oi, sfromi
, stoi

, di) ∧ tj = (ij , oj, sfromj
, stoj

, dj)∧

sfromi
= sfromj

∧ ii = ij)⇒ ti = tj)

3. χ ∈ H → U , χ is bijective

4. s0 ∈ S

5. σ ∈ R+ × U → S ∪ {⊘}

6. ∀(u ∈ U) : σ(τ0, u) = s0

7. δ ∈ R+ ×H × I → S × O × R+

8. ∀(ti ∈ T, h ∈ H, τ ∈ R+) : σ(τ, χ(h)) = sfromi
⇒ δ(τ, h, ii) = (stoi

, oi, di)

and invalid inputs are dropped.

9. ∀(τ, h, i, s, o, d : δ(τ, h, i) = (s, o, d)) :

(∀(φ : 0 < φ < d) : ∀(u ∈ U − {χ(h)}) :

P(σ(τ + φ, u) = ⊘) = 1⇒ (σ(τ + d, χ(h)) = s ∧ ∀(ǫ : 0 < ǫ < d) :

σ(τ + ǫ, χ(h)) = ⊘)) ∧ (¬(∀(φ : 0 < φ < d) : ∀(u ∈ U − {χ(h)}) :

P(σ(τ + φ, u) = ⊘) = 1)⇒ ∃(d′ : d′ < d) :

(σ(τ + d′, χ(h)) = s ∧ ∀(ǫ : 0 < ǫ < d′) : σ(τ + ǫ, χ(h)) = ⊘))∧

∧∃(ti ∈ T ) : sfromi
= σ(τ, χ(h)) ∧ stoi

= s ∧ ii = i ∧ oi = o ∧ di = d

In the definition above, I is the set of inputs, O is the set of outputs of the

TCFMM, S is the set of states with s0 being the initial state, and T is the set of

state transitions. H is the set of users communicating with the TCFMM, while U

is the set of tokens in the TCFMM, each one belonging to a user. Finally, σ is the

current state function, δ is the state transition function, and χ is the function which

assigns each user to a token.

The TCFMM is an extension of the Finite State Machine model. It has states

connected by transitions, just like an FSM. One of my goals was to extend the FSM
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model to be able to formally represent a communicating system which communicates

with multiple users simultaneously. The other goal was to represent the number of

messages the system is capable of serving within a second. To achieve the earlier

goal, I have introduced tokens, while to achieve the latter goal, I have introduced

the time parameter to the model. As a result, the TCFMM model works as follows:

The users communicating with the TCFMM send inputs to it and receive outputs

from it. Each user h is represented by a token χ(h) = u in the TCFMM. Each token

resides at a state of the TCFMM at some points in time, and is under state transition

at some other points in time. Function σ(τ, u) returns the state at which token u

resides at time τ . If χ(h) = u, the current state of token u is the current state

of the protocol instance (or server thread) communicating with user h. The state

transitions of different tokens are performed in parallel. The TCFMM is called

’Multistate’, because the tokens can be distributed amongst multiple states at a

given time of execution. Calling function δ with parameters τ ∈ R+, h ∈ H , and

i ∈ I corresponds to user h sending input i to the TCFMM at time τ . For this

request, function δ returns the state (s) to which token χ(h) will be transferred, and

the output (o) which is sent to user h. δ also returns delay d. Let us assume that

for the whole duration of the state transition, the system is continuously stressed

by requests from all users. Delay d is then the amount of time that has elapsed

between time τ and the time of sending o to h and transferring χ(h) to s.

After the informal description of the TCFMM model above, let us now see what

Constraints 1− 9 of Definition 1 declare.

According to Constraints 1 and 2 of the definition, each transition ti is described

by five parameters namely, input ii, output oi, originating state sfromi
, destination

state stoi
, and delay di. Furthermore, the input and originating state of a transition

identifies the transition and thus, there cannot be two transitions with the same

originating states and input values in set T . This latter requirement implicates that

the TCFMM is deterministic. According to Constraint 3, function χ assigns exactly

one token ui to each user hi. In Constraint 5, if the state of a token u ∈ U equals

⊘, then token u is under transition (it does not have a state). Constraint 6 says

that at the beginning of execution (at time τ0), each token resides at initial state s0.

According to Constraint 8, if token χ(h) resides at the originating state of transition

ti at time τ , then δ(τ, ii, h) = (stoi
, oi, di) is a legal state transition. According to

Constraint 9, for each state transition δ(τ, h, i) = (s, o, d), the following is true: If

each token u 6= χ(h) is under transition between τ and τ +d with a probability of 1,

45



then at time τ +d, token χ(h) is at state s, and until then, χ(h) is under transition.

Otherwise, there exists a duration d′ < d for which, between τ and τ + d′, χ(h)

is under transition, and at time τ + d′, χ(h) is at state s. A token u being under

transition for a given period of time with a probability of 1 means that u might

visit states within that period of time, but the amount of time u spends at a state,

between two transitions is 0. According to Constraint 9 furthermore, for each state

transition δ(τ, h, i) = (s, o, d), there exists a transition ti for which,

• the input i sent by user h to the TCFMM is the input of ti,

• the output o returned by δ is the output of ti,

• the originating state of ti is the state at which token χ(h) resides at time τ ,

• the destination state of ti is the state to which δ transfers token χ(h), and

• the amount of time the state transition takes equals the delay of ti.

s0

s1 s2

s3

a/z/0.01 b/y/0.02

c/v/0.05

b/w/0.03

b/z/0.02 a/v/0.01

Figure 3.1: Graphical representation of the TCFMM

Figure 3.1 shows the graphical representation of a TCFMM. The transition pa-

rameters written on each transition are input/output/delay, respectively. All the

tokens of the TCFMM reside in s0.

3.4 Creating the Test Execution Model

In this section, I show how the test environment creates the functional structure

of the TCFMM, which represents the SUT. The TCFMM created according to
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this section only models the functional behavior of the SUT; it has all the states,

transitions, and tokens. Each of its transitions ti has an input and an output value

but its delay values di are yet unknown.

Beyond representing the functional structure of the SUT, the model created in

this section is used for conducting the performance test during which the di value

of each ti ∈ T is measured on the SUT. Once the transition delays are measured, a

complete performance model of the SUT can be created. From this complete perfor-

mance model, the test environment is able to derive CW usr , and CE usr , according

to my testing method.

The functional structure of the TCFMM is based on the FSM model to which

the SUT corresponds, according to the conformance test previously run on it. Let

M ′′ denote the FSM to which the SUT corresponds. Following the FSM definition

in [5], M ′′ is defined in the following way:

M ′′ = (I ′′, O′′, S ′′, δ′′, λ′′), where

δ′′ : S ′′ × I ′′ → S ′′ is the state transition function

λ′′ : S ′′ × I ′′ → O′′ is the output function

Let M = (I, O, S, s0, T, U, H, δ, χ, σ) denote the TCFMM, which is used for con-

ducting the performance test. M is constructed in two steps from M ′′. In the first

step, based on M ′′, a TCFMM M ′ = (I ′, O′, S ′, s′0, T
′, U ′, H ′, δ′, χ′, σ′) is created. In

the second step, a little modification is made to M ′, and so, M is constructed. M ′

is created from M ′′ according to the following assignments:

• S ′ = S ′′

• s′0 = the initial state of M ′′

• O′ = O′′

• I ′ = I ′′

• U ′ = {ui|i = 1, ..., usr}

• H ′ = {hi|i = 1, ..., usr}

• ∀(hi ∈ H ′) : χ′(hi) = ui

• T ′ = {ti = (ii, oi, sfromi
, stoi

,⊘) : ∃(i ∈ I ′′, s ∈ S ′′) : sfromi
= s ∧ stoi

= δ′′(s, i)∧

∀tj = (ij , oj, sfromj
, stoj

,⊘) : (sfromi
= sfromj

∧ ii = ij)⇒ ti = tj}

Functions σ′ and δ′ are derived from the above assignments, and from Constraints
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5 to 9 of Definition 1. According to the last assignment above, the delay value of

each transition is unknown (equals ⊘). In order to make the TCFMM deterministic,

the last assignment does not allow for multiple transitions with the same inputs and

originating states and with different outputs or destination states.

In the second step, M ′ is transformed to M = (I, O, S, s0, T, U, H, δ, χ, σ), ac-

cording to the following assignments:

• I = I ′

• O = O′

• s0 = s′0

• U = U ′

• H = H ′

• ∀(hi ∈ H) : χ(hi) = ui

• T = {ti|∃(tj ∈ T ′) : (∃(tk ∈ T ′) : sfromk
= stoj

∧ sfromj
= sfromi

∧ stoj
= stoi

∧

∧ij = ii ∧ oj = oi ∧ dj = di)∨

∨(ttoi
= s0 ∧ ∃(tj ∈ T ′) : (∄(tk ∈ T ′) : sfromk

= stoj
)∧

∧sfromi
= sfromj

∧ ii = ij ∧ oi = oj ∧ di = dj)}

• S = {si|si ∈ S ′ ∧ ∃(tj ∈ T ′) : sfromj
= si}

Functions σ and δ are derived from the above assignments, and from Constraints

5 to 9 of Definition 1. According to the above, M ′ is transformed to M by taking

each transition which leads to a sink state (i.e. a state with no outgoing transitions)

in M ′, and by redirecting these transitions to s0 (these transitions will be called sink

transitions from now on).

Before explaining why all sink transitions had to be redirected to s0, let us see

what it means that M is used for conducting the performance test. Placing usr to-

kens into M means that during the performance measurement, the test environment

will emulate the maximal number of users the SUT has to be able to handle. During

testing, moving token u along transition ti from state sfromi
to state stoi

corresponds

to the test environment sending input ii to the SUT and then waiting to receive

output oi from the SUT, in the name of user h, where χ(h) = u. In other words, the

test environment uses the TCFMM for tracing the state changes of all the protocol

instances (or server threads) running on the SUT.
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Figure 3.2: Redirecting sink transitions to s0

The reason for redirecting sink transitions to s0 is the following: Let us assume

that M ′ is used for conducting the performance test. According to the above, M ′

can contain sink states. If a token u reaches one of these sink states s, the tester

will not be able to send any request messages (inputs) to the SUT in the name of

user h, where χ(h) = u. That is, the effective number of users the SUT has to serve

simultaneously will be decreased by one as a consequence of token u being stuck at

s. In other words, token u will go inactive. If however, M is used for conducting

the performance test that is, if each sink transition is redirected to s0, then every

time a token goes through one of these sink transitions, it reappears at s0 instead

of going inactive. This is identical to the situation when for each user h that sends

its last request to the SUT, a new user h′ appears. As h′ is a new user, the input

messages it is allowed to send to the SUT are the inputs of the transitions leading

out of s0. As an example, Figure 3.2 shows two TCFMMs. The TCFMM in the left

side of the figure has a single sink state, s3. The TCFMM in the right side of the

figure is created from the TCFMM on the left by redirecting all the sink transitions

to s0.

3.5 Performance Evaluation

In this section, I am going to show how to measure the transition delays of the SUT

and thus, how to make M a complete performance model of the SUT. I am also

going to show, how to calculate CW usr , and CE usr from the measured di values.

During testing, the test environment runs a number of user entities in parallel.
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The number of user entities used for testing equals usr . Each user entity plays the

role of a user, and exchanges messages with the SUT. No user entity can be idle

during testing that is, upon receiving an output oi from the SUT, the user entity

has to send an input ij to the SUT immediately, where stoi
= sfromj

. This way, the

SUT is forced to process usr requests in parallel at all times.

Let us now see how the delay di of transition ti is measured. Delay di is calculated

based on multiple delay measurements the values of which are stored in set Di =

{dij |j = 1, 2, . . .}. Let us assume that token uk resides at sfromi
in M . When the

user entity representing user hk sends input ii to the SUT, it starts to measure the

amount of time elapsed until receiving oi from the SUT. Delay di(|Di|+1) (that is, the

next element of Di) will be the amount of time elapsed between sending ii to and

receiving oi from the SUT. After the performance measurement is over, each delay

di is calculated from the elements of Di, as follows:

di =
1

|Di|

|Di|
∑

j=1

dij (3.1)

Thus, di is the average amount of time that the SUT needs to respond to ii, while

continuously being stressed by usr requests. This corresponds to the definition of d

in Constraint 10 of Definition 1.

Once di is known for each ti ∈ T , M is a complete performance model of the

SUT. Based on M , CW usr and CE usr can be calculated as described in the following.

3.5.1 Calculating the Worst-case Performance of the Sys-

tem Under Test

In this subsection, I show how to calculate CW usr based on M . First, let us define

what it means that a system is able to process CWRusr messages per second in worst

case.

Definition 2 The SUT is said to be able to process CWRusr messages per second

if for an arbitrary infinite input sequence s,

lim
t→∞

F s
t

t
≥ CWRusr (3.2)

In the formula, F s
t denotes the number of state transitions of the SUT measured

for time length t while inducing the SUT by s.
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The above fraction is the reciprocal of the average amount of time needed to

process one input message of s. Since the amount of time needed to process any

input sequence of s equals a transition delay which takes its value from a finite set,

this average delay does have a limit and thus, the limit in the above formula exists

too.

According to the above formula, a system is said to be able to process CWRusr

messages per second in worst case if it processes at least CWRusr messages per second

when induced by an arbitrary infinite sequence of inputs. The number of messages

the SUT processes within a second is calculated as an average for a long (optimally

infinite) period of time. This way, the definition hides transient stages when the

SUT underperforms and needs more time than usual to process an input message.

Thus, this definition prevents systems that underperform for a relatively short time

from failing the performance test. This corresponds to the real-life situation, where

users do not care if the system they use slows down for a short while if otherwise,

it performs as expected.

Let us now see what requirement the SUT has to meet in order to fulfill Formula

3.2. In other words, let us give the sufficient and necessary requirement of a system

corresponding to Formula 3.2.

As a first attempt let us examine, whether the following is a suitable sufficient

and necessary requirement:

∀(i : ti ∈ T ) : di ≤
1

CWRusr

(3.3)

A system fulfilling Formula 3.3 does fulfill Formula 3.2, since the delay of each

transition is lower than or equal to the reciprocal of CWRusr and thus, each transi-

tion by itself is able to serve CWRusr messages per second. As we will see however,

this formula is only a sufficient but not a necessary requirement, thus Formula 3.2

can be fulfilled even when Formula 3.3 is violated.

Before giving a sufficient and necessary requirement for fulfilling Formula 3.2,

let us define set C as follows:

C = {ci|ci = {tj , tj+1, . . . , tj+m} ∧ ∀(n : 0 ≤ n ≤ m ∧ n ∈ N) : tn ∈ T∧

∧sfromj
= stoj+m

∧ ∀(n : 1 ≤ n ≤ m ∧ n ∈ N) : ston−1 = sfromn
∧

∧∄(tk ∈ ci, tl ∈ ci) : (tk 6= tl ∧ stok
= stol

)}

(3.4)
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That is, C is the set of all transition cycles in the TCFMM. In the above formula

and the rest of the thesis, cycles are considered to be ordered sets of transitions.

After all the above, the sufficient and necessary requirement of a system processing

CWRusr messages per second in worst case is as follows:

∀(ci ∈ C) :
∑

tj∈ci

dj ≤
|ci|

CWRusr

(3.5)

In the following, I am going to prove the sufficiency and necessity of this require-

ment.

Proof: To prove the sufficiency of Formula 3.5, let us imagine an infinite

random walk in the TCFMM. Let us maintain a multiset TT of the traversed tran-

sitions. When a transition is traversed, it is added to the multiset. If the newly

added transition constitutes a cycle ci with some other transitions in the multiset,

each transition ti ∈ ci is immediately removed from the multiset. Before going on,

a lemma has to be proven:

Lemma 1 |TT | ≤ |T |.

Proof: According to the above, the loops are removed immediately from TT .

Thus, TT contains a subgraph of one of the spanning trees of the TCFMM. Since

any spanning tree of the TCFMM contains |S| − 1 transitions, |TT | ≤ |S| − 1.

Furthermore, since the TCFMM is strongly connected, |T | ≥ |S|. Hence, |T | − 1 ≥

|TT |.

As a consequence of Lemma 1, in M , a relatively long (infinite) walk is composed

of a relatively big (infinite) number of cycles and some transitions not belonging to

any cycles (standalone transitions from now on). Let us assume that Formula 3.5 is

true. Then the following is true for each traversed cycle ci:

CWRusr

∑

tj∈ci

dj ≤ |ci| (3.6)

Each cycle ci might be traversed more than once during the walk. Let Ti denote

the number of times ci was traversed during the walk. The above inequality can be

further transformed as follows:

CWRusrTi

∑

tj∈ci

dj ≤ Ti|ci| (3.7)
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Since the above inequality is true for each traversed cycle ci, the following in-

equality will also be true:

CWRusr

∑

ci∈C



Ti

∑

tj∈ci

dj



 ≤
∑

ci∈C

Ti|ci| (3.8)

The above can be further transformed as follows:

∑

ci∈C

Ti|ci|

∑

ci∈C

(

Ti

∑

tj∈ci

dj

) ≥ CWRusr (3.9)

The amount of time needed to traverse a cycle ci once is
∑

tj∈ci

dj, while the number

of transitions that occur during a single traverse of this cycle is |ci|. Based on this,

F s
t and t from Formula 3.2 are as follows:

F s
t =

∑

ci∈C

Ti|ci|+ |TT | (3.10)

t =
∑

ci∈C



Ti

∑

tj∈ci

dj



+
∑

ti∈|TT |

di (3.11)

In the above formulas, |TT | is the number of standalone transitions at the end of

the traverse, while
∑

ti∈|TT |

di is the amount of time needed to traverse these standalone

transitions. Based on Formulas 3.10 and 3.11, for our long walk, Formula 3.2 will

be as follows:

∑

ci∈C

Ti|ci|+ |TT |

∑

ci∈C

(

Ti

∑

tj∈ci

dj

)

+
∑

ti∈|TT |

di

≥ CWRusr (3.12)

We have to prove that if Formula 3.5 is true then Formula 3.2 is true. In our walk,

the number of cycle traverses are optimally infinite, while according to Lemma 1, the

number of traversed standalone transitions is limited, and thus, the amount of time

spent by traversing cycles is optimally infinite, while the amount of time spent by

traversing standalone transitions is limited. Thus, in the nominator of Formula 3.12,
∑

ci∈C

Ti|ci| outweighs |TT |, and in its denominator,
∑

ci∈C

Ti

∑

tj∈ci

dj outweighs
∑

ti∈|TT |

di.
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This means that as the duration of the walk goes to infinity, the left side of Formula

3.2 holds to the left side of Formula 3.9. And finally, since Formula 3.9 is true, in

the case of an optimally infinite walk, Formula 3.12 will be true.

To prove the necessity of Formula 3.5, let us take the indirect way again. Let

us assume that the system fulfills Formula 3.2, even though there is a cycle ci for

which, the following is true:

∑

tj∈ci

dj >
|ci|

CWRusr

(3.13)

Let us assume that our infinite walk only traverses ci over and over again, and

the total number of traverses of ci is Ti. Then the total number of transitions F s
t ,

and the total amount of time of our walk t will be as follows:

F s
t = Ti|ci| (3.14)

t = Ti

∑

tj∈ci

dj (3.15)

Formula 3.13 can be transformed as follows:

CWRusr >
Ti|ci|

Ti

∑

tj∈ci

dj

(3.16)

Based on Formulas 3.14, and 3.15, Formula 3.16 states that the total number of

transitions in the walk divided by the total amount of time of the walk is smaller

than CWRusr , which contradicts Formula 3.2.

Let us now transform Formula 3.5 as follows:

∀(ci ∈ C) : CWRusr ≤
|ci|
∑

tj∈ci

dj

(3.17)

To find CW usr , we have to find the maximal messages per second value that

if we substitute CWRusr with, the above formula will be true for each cycle. This

value is as follows:

CW usr = min
cj∈C











|ci|
∑

tj∈ci

dj











(3.18)
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Thus, the above formula takes the cycles that if the the SUT traverses, it pro-

cesses the lowest number of messages within a second (bottleneck cycles from now

on). CW usr is the number of messages per second we measure while traversing these

bottleneck cycles.

3.5.2 Calculating the Expected Performance of the System

Under Test

If the SUT corresponds to Formula 3.5, it is able to serve CWRusr messages per

second in worst case. However, the users communicating with the SUT in its latter

real-life environment might send an input message to the system more likely than

another input message at a given state of execution. This behavior of users assigns

different probabilities to transitions having the same originating state. The users

will experience that the number of messages the SUT processes within a second

is CW usr exactly if they force the SUT to traverse the bottleneck cycles over and

over again. Due to the different transition probabilities however, the probability of

traversing these bottleneck cycles might be extremely low. In this case, the users

experience that the number of messages the SUT processes within a second is higher

than CW usr . In this subsection, I show how to calculate CE usr , which is the number

of messages the system processes within a second, according to the experience of

the users.

Let us assume that for a user h, token χ(h) resides at state sfromi
. Then the

probability of ti, pi denotes the probability of user h sending ii to the SUT (pi is

equal for each user). Let us furthermore define pkl as follows:

pkl =
∑

i:ti∈T∧sfromi
=sk∧stoi

=sl

pi (3.19)

Thus, if χ(h) = sfromi
= sk, pkl is the probability of user h sending to the SUT

the input message of any transition leading from sk to sl. In other words, pkl is the

probablility of token χ(h) transferring from sk to sl (pkl is equal for each user and

token). Let furthermore zi denote the stationary state probability of state si that is,

the probability of token u transferring to state si at any time (zi is equal for each

token and user). To calculate CE usr , we first have to calculate zi for each state si

from the following equation system, where n = |S| − 1 that is, the number of states

in M minus one:
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z0 = z0p00 + z1p10 + ... + znpn0

z1 = z0p01 + z1p11 + ... + znpn1

...

zn = z0p0n + z1p1n + ... + znpnn

(3.20)

To explain the above, zkpkl is the probability of a token u transferring from sk to

sl at any time. By summing up the zjpjl values for each j : sj ∈ S on the right side

of the equations, we thus get the probability of an arbitrary token u transferring to

sl at any time. In the above equation system, one equation is unnecessary, since it

can be expressed by the other equations. In the following, I am going to express the

last equation by the preceding ones. First, let us add up the first n equations, and

then substract (z0 +z1 + ...+zn) from both sides of the sum. The resulting equation

is the following:

−zn = z0(p00 + p01 + ... + p0 (n−1 ) − 1)

+ z1(p10 + p11 + ... + p1 (n−1 ) − 1)
...

+ zn(pn0 + pn1 + ... + pn(n−1 ) − 1)

Since pj0 + pj1 + ... + pj (n−1 ) + pjn = 1 for each j = 1, ..., n, it is legal to replace

the coefficient of each zi as follows:

−zn = z0(−p0n) + z1(−p1n) + ... + z0(−pnn)

By multiplying the above equation by −1 we get the last equation of the original

equation system which is therefore, unnecessary. After removing the last equation,

the number of equations will be n, while the number of variables will still be n + 1

thus, the equation system will not have a definite solution. The equation system

however, does not yet imply that the probability of a token u transferring to any of

the states is 1, which is expressed by the following equation:

z0 + z1 + ... + zn = 1

By adding the above equation to the equation system, the number of variables

will equal the number of equations. The final form of the equation system is as

follows:
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0 = z0(p00 − 1) + z1p10 + . . . + znpn0

0 = z0p01 + z1(p11 − 1) + . . . + znpn1

...

0 = z0p0 (n−1 ) + . . . + zn(p(n−1 )(n−1 ) − 1)+

+znpn(n−1 )

1 = z0 + z1 + . . . + zn

The above equation system is identical to the following matrix equation:

Fz =















0
...

0

1















, where z =















z0

z1

...

zn















, and F =



















p00 − 1 p10 . . . pn0

p01 p11 − 1 . . . pn1

...
...

. . .
...

p0 (n−1 ) p1 (n−1 ) . . . pn(n−1 )

1 1 . . . 1



















(3.21)

If detF 6= 0, the above matrix equation gives a definite solution for the zi

values [62]. Based on the zi values, CE usr is calculated as follows, where zfromi
is

the stationary state probability of state sfromi
:

CE usr =
1

∑

ti∈T

dizfromi
pi

(3.22)

In the above formula, zfromi
pi is the stationary firing probability of transition ti

that is, the probability of a user h sending ii to the SUT at any time (this probability

is equal for each user). The formula weighs the delay di of each transition by the

stationary firing probability of the transition and then sums up this product for each

transition ti. This way in the denominator, we get the expected transition delay of

the SUT, which is the expected delay between sending an input and receiving an

output from the SUT. The reciprocal of this expected transition delay is the expected

number of messages the SUT is able to process within a second or in other words,

CE usr .
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3.6 Experimental Results

In this section, I present experimental results comparing my performance testing

method to the ad-hoc method. With the experiments, my goals were:

• to prove the correctness of my method meaning that my method calculates

the same CEusr value as the ad-hoc method,

• to prove that my method is more accurate than the ad-hoc method that is,

given the same amount of time for testing, the deviation of the CE usr values

measured by my method is lower than the deviation of the values measured

by the ad-hoc method, and

• to show that the CW usr value calculated by my method is lower than any

value measured by the ad-hoc method.

During the experiments, the test environment realized 100 users in parallel to-

wards the SUT, which was a separate, physical host. As in the practice of per-

formance testing, the users realized by the test environment are not physical, but

emulated users which, from the viewpoint of the SUT, seem to be separate, phys-

ical users. Thus, the SUT experiences that it has to serve 100 separate, physical

users. The test environment can either realize the ad-hoc testing method or the

performance testing method proposed above. The experimental environment used

for obtaining the measurements presented in this section is shown in Figure 3.3.

Figure 3.3: Experimental environment

The SUT host is given the number of users to be served, and the FSM it has to

realize towards each served user. For each user connecting to the SUT, it creates

a server thread which realizes the given FSM towards the user, separately from all

the other server threads. The only aspect that I simulated during my experiments
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was the work the SUT needed to respond to different requests. This is simulated as

follows: The SUT is given as an input an integer number w assigned to each legal

state transition in the realized FSM thus, to each legal state-input pair (s, i). The

SUT is furthermore given a function M(ǫ), which generates coefficients mh with a

given distribution, where 1− ǫ < mh ≤ 1 + ǫ. The SUT host works as follows: Let

us assume that the server thread communicating with user h is at state s, and in

the FSM, δ′′(s, i) = s∗, and λ′′(s, i) = o. Upon receiving input i from user h, the

server thread starts to increment an integer by one starting from zero, step by step.

Once this integer reaches wmh, where mh is newly generated, the SUT sends o to

user h, and transfers to state s∗. If the thread reaches a sink state, it resets itself to

s0 immediately to serve a new user. Counting from 0 to wmh simulates the work or

processor time needed by the SUT to respond for i. Value w represents the mean

processor time needed to respond for i. To get the real processor time that the SUT

needs to respond for i at a given point in time, w is multiplied by the newly generated

coefficient mh. Each time the server thread is at state s and user h sends i to it,

a new mh value is generated, and the real processor time will be wmh. Thus, the

value of wmh will have a distribution. The reason for spreading the processor times

needed by the SUT to answer for different requests is that, a performance tested

system has some properties, which are not directly observable when regarding the

SUT as a black box. As an effect of these properties however, the performance

tested system might need different amounts of processor time to respond to a given

input message at different occasions and thus, the users communicating with the

SUT might experience that the response delays of the SUT are not constant at

different points in time. The reason for simulating the processor time needed by the

SUT to respond to different requests is that this way, I was able to manipulate the

processor time distribution of the SUT and to observe how my performance testing

method performs when using different M functions. In other words, I was able to

manipulate the input of the compared performance testing methods (the SUT), and

observe how they perform in different scenarios.

When executing the ad-hoc performance testing method, the test environment is

given as an input usr , the FSM implemented by the SUT, and positive number D,

which is the duration of the performance test. It is furthermore given a probability

p assigned to each legal state transition that is, to each legal state-input pair (s, i)

of the FSM. Let us assume that the server thread serving user h is at state s.

Probability p is then the probability of user h sending i to the SUT. If ti is a
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transition of M ′, ii = i, oi = λ′′(s, i), sfromi
= s, and stoi

= δ′′(s, i), then probability

p of state-input pair (s, i) equals pi.

The ad-hoc tester runs usr user instances in parallel (usr = 100, in our case).

Each user instance works as follows: In the beginning, each server thread in the

SUT is at state s0. Based on the p probabilities assigned to each legal state-input

pair (s, i), where s = s0, it chooses and sends an input i∗ to the SUT, and waits for

o∗, where λ′′(s0, i
∗) = o∗, and δ′′(s0, i

∗) = s∗. Upon receiving o∗ from the SUT, it

chooses an input i∗∗ based on the p probabilities, where (s∗, i∗∗) is a legal state-input

pair and sends it to the SUT immediately, and so on. If the user instance drives its

server thread to a sink state, it imediately starts to act as a new user. This means

that the user instance immediately sends an input i∗∗∗ to the SUT, where (s0, i
∗∗∗)

is a legal state-input pair. This goes on until D is elapsed. Each user instance

counts the number of messages received from the SUT. Let Ni denote the number of

messages that user instance i has received from the SUT. The number of messages

the SUT is able to process within a second is then calculated as follows: First, the

number of outputs that each user instance has received from the SUT is summed up,

and then this sum is divided by the duration of the performance test that is,

usr
P

i=1
Ni

D
is

calculated. As I have mentioned earlier, the ad-hoc component outputs CE usr but

it is unable to calculate CW usr .

When executing the proposed performance testing method, the test environment

is given as an input usr , the structure of the TCFMM created according to Section

3.4, and an integer I, which is the number of times each transition delay of the SUT

has to be measured (or the number of iterations). At the end of the performance test,

∀(i : ti ∈ T ) : I = |Di|. The test environment is furthermore given the probability

pi of each transition ti. In this case, the test environment works as described in

Section 3.5 and outputs CW usr and CE usr .

I have run three series of experiments, each series with a different function M(ǫ).

This means that in each series of experiments, the measured transition delays had

a different distribution. In each series, I have run 100 ad-hoc tests, where D =

10, 20, . . . , 1000, and 50 measurements by the proposed method. The number of

iterations of the proposed method was I = 1, 2, . . . , 5 and for the same iteration

count I, I have run 10 measurements by the proposed method.

In the deviation figures of this section, the deviation belonging to time t is

obtained as follows: In the case of the ad-hoc method, the 20 values for which,
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the amount of time needed for the measurement was in the interval (t − 200; t] are

taken and the deviation of these values is calculated. In the case of the proposed

method, one deviation value is calculated from those measurements, which used the

same iteration count I. Thus, for the proposed method, I have plotted five discrete

deviation values, one for each I value.

In the tables of this section, Dad−hoc denotes the deviation of measurements of

the ad-hoc method, while Dproposed denotes the deviation of measurements of the

proposed method in messages per second.

In the first series of experiments, M(ǫ) = 1.0 that is, the work (processor time)

needed by the SUT to answer ii was the same each time the tester sent ii to the

SUT.

Figure 3.4 shows the CE usr values measured using each method, and the CW usr

values measured by the proposed method, as a function of the running time of the

performance test. To obtain each marker in the figure and in all the figures of this

section, the tester has run a measurement emulating 100 users. The running time

of the test is determined by I in the case of the proposed method and by D, in the

case of the ad-hoc method.

Figure 3.4: Measurements taken by the ad-hoc and the proposed method, in the

first series of experiments

The mean value of CE usr is the same for both methods, which proves that in this

case, my method gives a correct CE usr value. The deviation of the measurements

of the proposed method is however, lower than that of the measurements taken by

the ad-hoc method.

As it can also be seen in Figure 3.4, all of the CE usr values measured by the

ad-hoc method are higher than any of the CW usr values measured by the proposed
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method and there is a relatively big difference between the lowest CE usr value and

the CW usr values. However, as it can be seen in Figure 3.5, the values measured

by the ad-hoc method can approach the worst-case values. To achieve this, in the

ad-hoc tester, the transition probabilities of users have to be adjusted so that each

user is likely to traverse one of the bottleneck cycles.

Figure 3.5: Measurements of the ad-hoc method approaching CW usr , in the first

series of experiments

Returning to the accuracy of the methods, Figure 3.6 and Table 3.1 show the

deviations of the measured CE usr values for both methods, as a function of the

running time of the test. Figure 3.6 has a logarithmic vertical axis.

Figure 3.6: Deviation of measurements of the ad-hoc and the proposed method, in

the first series of experiments
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Time (seconds±5 seconds) Dad−hoc Dproposed

320 0.69 0.03

400 0.77 0.04

650 0.52 0.04

810 0.42 0.04

Table 3.1: Measurement deviations of the ad-hoc and the proposed method, in the

first series of experiments

According to Figure 3.6 and Table 3.1, given the same amount of time for testing,

the deviation of the measurements obtained by the proposed method is lower by an

order of magnitude than the deviation of the ad-hoc measurements.

In the second and third series of experiments, I have examined what happens to

the measured CE usr values if function M(ǫ) does not generate constant mi coeffi-

cients, and thus, the response delays of the SUT are not constant. In other words,

in the second and third series of experiments, the processor time needed by the SUT

to process a given input message is not constant.

Figure 3.7 shows the histogram of values generated by function M(1), in the

second series of experiments. According to the figure, The distribution of the mh

coefficients is close to a normal distribution.

Figure 3.7: Histogram of M(1) used in the second series of experiments

Figure 3.8 shows the CE usr values measured by each method, in the second series

of experiments. The mean value of the measurements is the same for both methods

thus, the proposed method gives correct results in this case as well.
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Figure 3.8: Measurements taken by the ad-hoc and the proposed method, in the

second series of experiments

Figure 3.9: Deviation of measurements of the ad-hoc and the proposed method, in

the second series of experiments

Time (seconds±5 seconds) Dad−hoc Dproposed

390 0, 53 0.15

540 0.64 0.11

730 0.48 0.09

900 0.44 0.09

Table 3.2: Measurement deviations of the ad-hoc and the proposed method, in the

second series of experiments

Figure 3.9 having a logarithmic vertical axis and Table 3.2 show the deviation

of the CE usr values measured by each method, in the second series of experiments.
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According to the figure, and the table, the deviation of measurements of the proposed

method is still significantly lower than the deviation of the measurements of the ad-

hoc method.

Figure 3.10 shows the histogram of values generated by function M(1) in the

third series of experiments. In this series, the distribution of the mh values is a

uniform distribution on interval (0, 2].

Figure 3.10: Histogram of M(1) used in the third series of experiments

Figure 3.11 shows the CE usr values measured by each method, in the third series

of experiments. The mean values of measurements of the two methods are the same

thus, the proposed method gives correct results in this case as well.

Figure 3.11: Measurements taken by the ad-hoc and the proposed method, in the

third series of experiments

Figure 3.12 and Table 3.3 show the deviation of the CE usr values measured by

each method, in the third series of experiments. According to the figure and the
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table, even in this extreme case, the deviation of the values measured by the proposed

method is approximately the half of the deviation of the ad-hoc measurements.

Figure 3.12: Deviation of measurements of the ad-hoc and the proposed method, in

the third series of experiments

Time (seconds±5 seconds) Dad−hoc Dproposed

200 1.1 0.34

420 0.96 0.39

600 0.49 0.17

790 0.49 0.27

Table 3.3: Measurement deviations of the ad-hoc and the proposed method, in the

third series of experiments

To sum up the experimental results presented in this section, my simulations

have proven that the performance measurements taken by the proposed method are

correct. The experiments also show that the deviation of values measured by the

proposed method is significantly lower than the deviation of the ad-hoc measure-

ments taken in the same amount of time. This means that the proposed method is

more accurate than the ad-hoc method.

3.7 Conclusions

In this chapter, I have proposed a model-driven performance testing method for

calculating the number of messages that the SUT is capable of serving within a

second while serving a given number of users in parallel. The motivation of creating
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the method is that this performance property is currently measured using ad-hoc

methods in the industry, which are not efficient. The proposed method first creates a

performance model that represents the SUT and then, based on the model, calculates

the number of messages that the SUT is capable of serving within a second.

As the experimental results at the end of this chapter have shown, the deviation

of the measurements produced by the proposed method is significantly lower than

those of the ad-hoc method. Thus, the objective of this chapter has been reached.
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Chapter 4

Worst-Case Performance

Correction of Communicating

Systems

In the previous chapter, I have shown how to measure CW usr , which is the worst-

case number of messages that the SUT is able to serve within a second. If the

performance test finds that CW usr < CWRusr that is, the worst-case number of

messages that the SUT is able to serve within a second, is lower than the worst-

case number of messages that the SUT should be able to serve within a second,

according to its performance requirements, then the performance of the SUT should

be augmented to a level at which, it fulfills this requirement.

Increasing the number of messages that the SUT is able to process within a sec-

ond in worst case, is achieved by reducing its transition delays. Each transition delay

is reducible by predefined amounts, which may vary from transition to transition.

Furthermore, each transition delay reduction has a cost.

In this chapter, I propose performance correction methods, which aim at increas-

ing CW usr to the desired level by decreasing (some of the) transition delays of the

SUT. Beyond increasing CW usr to CWRusr or above, the objective of the presented

methods is to carry out this correction at minimal cost.

This chapter is organized as follows: In Section 4.1, I define the worst-case

performance correction problem. In Section 4.2, I prove that the problem is NP-

complete. In Section 4.3, I formulate the problem as a binary linear program, while

in Section 4.4, I introduce a heuristic algorithm for solving the problem. I close the
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chapter with simulation results in Section 4.5 and with a conclusion in Section 4.6.

4.1 Definition of the Worst-Case Performance Cor-

rection Problem

The worst-case performance correction problem is formally defined as follows:

Given are the set T = {ti} of transitions, and the set C = {Ci} of cycles, each

cycle Ci = {tj} being a set of transitions, and each transition tj having a delay value

dj. Given are a positive number CWRusr , a positive number K, assigned to each

transition ti a variable (a so-called correction factor) 0 < qi ≤ 1, a set Qi = {qij},

where qik < qi(k+1 ) for each k = 1, . . . , |Qi| − 1, and qi |Qi | = 1. Furthermore

for each transition, given is a monotonic decreasing function Cost i(x) for which

Cost i : (0, 1] → R+, Cost i(1) = 0. The question to be answered is as follows: Is it

possible to choose the value of each qi so that ∃(qij ∈ Qi) : qi = qij , and the following

two inequalities are true?

∀(ci ∈ C) :
∑

j:tj∈ci

djqj ≤
|ci|

CWRusr

(4.1)

∑

i:ti∈T

Cost i(qi) ≤ K (4.2)

To further explain the above, qi is a factor representing the reduction of di. The

reduced delay of ti is diqi. Cost i(qi) is the cost of the delay reduction of transition

ti. ∀(i : ti ∈ T ) : Cost i(1) = 0, because if qi = 1, the delay of ti is not reduced, and

its delay reduction does not cost anything. Finally, K is an upper bound for the

cost of correcting the delays of all transitions.

Formula 4.1 expresses that after the delay correction, the system has to meet

Formula 3.5, while Formula 4.2 expresses that the total cost of delay correction must

not exceed K.

4.2 Complexity of the Worst-case Performance

Correction Problem

In this section, I am going to prove the NP-completeness of the worst-case perfor-

mance correction problem by reducing the NP-complete knapsack problem using the
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Karp reduction [46].

First, I show that the problem is in NP by showing that it can be decided in

polynomial time whether an arbitrary solution candidate is a solution (a witness)

of the worst-case performance correction problem or not. After showing that the

problem is in NP, I am going to prove its NP-completeness by defining a mapping

that transforms an arbitrary instance of the NP-complete knapsack problem to an

instance of the worst-case performance correction problem in polynomial time, and

by proving that the so obtained instance of the worst-case performance correction

problem is solvable exactly if the corresponding instance of the knapsack problem

is solvable.

For the better readability of the proof, let me shortly introduce its main idea.

When reducing an instance of the knapsack problem to the worst-case performance

correction problem, a single transition cycle is constructed, in which, each transition

corresponds to an element of the knapsack problem. Each transition delay can be

reduced to one single value or left uncorrected. Including an element in the knapsack

correspoonds to reducing the corresponding transition delay. The amount of delay

correction achieved by each transition corresponds to the value of the corresponding

element, while its cost corresponds to the weight of the corresponding element.

Proof: Before beginning the proof, let us redefine the worst-case performance

correction problem using the attributes of the first definition, as follows:

Given are the set T = {ti} of transitions, and the set C = {Ci} of cycles, where

each cycle Ci = {tj} is a set of transitions, and each transition tj = {(djk , cjk)}

is a set of delay-cost pairs, where delay djk = djqjk , cost cjk = Cost j(qjk), and

k : 1 ≤ k ≤ |Qj | is an integer (|tj| = |Qj|). The question to be answered is as

follows: Is it possible to choose exactly one delay-cost pair (d̂j, ĉj) ∈ tj from each

transition tj so that ∀(i : Ci ∈ C) :
∑

j:tj∈Ci

d̂j ≤
|Ci|

CWRusr
and

∑

j:tj∈T

ĉj ≤ K, where K is

an upper bound for the cost of correcting the delays of the transitions?

To further explain the above, for each transition ti, di|ti| (or di|Qi|) is the original

delay of the transition, i.e. the measured delay di of the transition and ci|ti| = ci|Qi| =

Cost i(qi|ti|) = Cost i(qi|Qi|) = Cost i(1) = 0.

A set T̂ of the chosen (d̂j, ĉj) pairs is an appropriate witness, since given this set

(containing |T | elements), checking whether the elements of T̂ give an appropriate

solution can be done as follows: First, we sum up the d̂j values and check whether

the sum is lower than or equal to |Ci|
CWRusr

for each Ci ∈ C. Then we sum up the ĉj
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values and check whether their sum is lower than or equal to K. This operation can

be carried out in O(|C||T |) time, that is, in polynomial time. Thus, the worst-case

performance correction problem is in NP.

Now we have to reduce the knapsack problem to an instance of the worst-case

performance correction problem. The knapsack problem is defined as follows:

Given are a set G, for all of its elements gj a positive integer v(gj) and a positive

integer w(gj) and positive integers V and W . The question to be answered is as

follows: Is there a subset G′ ⊆ G such that the following inequalities are true?

∑

gj∈G′

w(gj) ≤W (4.3)

∑

gj∈G′

v(gj) ≥ V (4.4)

Let us now take this definition of the knapsack problem and reduce it to an in-

stance of the worst-case performance correction problem. First of all, to each gj ∈ G

of the knapsack problem, a transition tj is assigned, such that tj = {(dj1 , cj1 ), (dj2 , cj2 )},

and
⋃

j

tj = T . The rest of the variables of the resulting worst-case performance cor-

rection problem are as follows, where ∀(j : tj ∈ T ) : δj > 0 is arbitrary:

dj1 := δj

cj1 := w(gj)

dj2 := v(gj ) + δj

cj2 := 0

C := {C1}

C1 := T

CWRusr := |G|
P

gj∈G

(v(gj )+δj)−V

K := W

According to the assignments above, in the resulting graph there will be exactly

one cycle containing all the transitions. Furthermore, each transition tj will have two

delay-cost pairs. Choosing pair (dj1 , cj1 ) in the worst-case performance correction

problem corresponds to including gj in G′ in the knapsack problem, while choosing

pair (dj2 , cj2 ) corresponds to not including gj in G′.

Now we have to show that the knapsack problem is solvable if and only if the

corresponding worst-case performance correction problem is solvable.
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Let us assume that the above defined worst-case performance correction problem

is solvable. This means that for each tj ∈ T there is a (d̂j, ĉj) ∈ tj pair such that

the following inequalities are true:

∑

j:tj∈C1

d̂j ≤
|C1|

CWRusr

(4.5)

∑

j:tj∈T

ĉj ≤ K (4.6)

Using the assignments defined earlier in this proof, Inequality 4.5 can be trans-

formed as follows:

∑

gj∈G

(v(gj) + δj)−
∑

gj∈G′

v(gj) ≤

≤ |C1|
|G|

P

gj∈G
(v(gj )+δj)−V

(4.7)

The reason for transforming the left side of Inequality 4.5 as seen in the equation

above is the following:

According to the assignments defined earlier in the proof, dj1 = δj = v(gj ) +

δj − v(gj ). That is, each d̂j value includes a v(gj ) + δj component either if it equals

dj1 or dj2 . Thus, by summing up the d̂j values on the left side of Inequality 4.5, a
∑

gj∈G

(v(gj) + δj) component will appear on the left side of Inequality 4.7. A d̂j value

has a further −v(gj) component exactly if it equals dj1 and a d̂j value equals dj1

exactly if gj ∈ G′. Thus −v(gj) has to be added to the left side of Inequality 4.7 for

each gj ∈ G′.

Since |G| = |C1|, Inequality 4.7 can be reduced as follows:

∑

gj∈G

(v(gj) + δj)−
∑

gj∈G′

v(gj) ≤
∑

gj∈G

(v(gj) + δj)− V (4.8)

V ≤
∑

gj∈G′

v(gj) (4.9)

According to the assignments defined earlier in this proof, Inequality 4.6 can be

transformed as follows:

∑

gj∈G′

w(gj) ≤W (4.10)
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The explanation for the left side of Inequality 4.10 is the following:

ĉj = cj2 = 0 exactly if gj /∈ G′ and ĉj = cj1 = w(gj) exactly if gj ∈ G′ thus, the

left side of Inequality 4.10 will be the sum of the w(gj) values of those gj elements

which are included in G′.

As a consequence of the transformations of Inequalities 4.5 and 4.6, our worst-

case performance correction problem will be solvable exactly if Inequalities 4.9 and

4.10 are true, but as Inequality 4.9 is identical to Inequality 4.4 and Inequality 4.10

is identical to Inequality 4.3, our worst-case performance correction problem will be

solvable if and only if the corresponding knapsack problem is solvable.

Since the transformation of the knapsack problem to an instance of the worst-

case performance correction problem can be carried out in O(|G|) that is, in linear

time and the knapsack problem is solvable if and only if the corresponding worst-case

performance correction problem is solvable, the knapsack problem is Karp reducible

to the worst-case performance correction problem.

And finally, since the NP-complete knapsack problem is Karp reducible to the

worst-case performance correction problem and the worst-case performance cor-

rection problem is in NP, the worst-case performance correction problem is NP-

complete.

4.3 ILP formulation of the Worst-Case Perfor-

mance Correction Problem

Since the worst-case performance correction problem is NP-complete, an effective

way to find its optimal solution is formulating it as an integer linear program, which

will be a binary linear program (BLP) in our case, and solving this linear pro-

gram. The optimal solution is the solution having the lowest cost. The worst-

case performance correction problem can be formulated as a BLP as follows, where

cst ij = Cost i(qij ):

Minimize:

∑

i:ti∈T

|Qi|
∑

j=1

sij cst ij (4.11)

73



Subject to:

∀(i : ti ∈ T ) :

|Qi |
∑

j=1

sij = 1 (4.12)

∀ci ∈ C :
∑

j:tj∈ci

dj

|Qi |
∑

k=1

sjkqjk ≤
|ci|

CWRusr

(4.13)

∀(i : ti ∈ T ) : ∀(j = 1, 2, . . . , |Qi |) :

sij ∈ {0, 1}
(4.14)

The unknown variables the values of which have to be found when solving the

binary program are the sij variables. The value of each sij has to be set to 0 or

1 (Equation 4.14). Variables sij , where j = 1, . . . , |Qi | are used for selecting the

correction factor of transition ti. As a solution of the BLP above, for each transition

ti, there is exactly one sij variable the value of which is 1. All the other sij variables

belonging to ti are set to 0 (consequence of Equations 4.12 and 4.14). If the value

of sij is 1 then qi = qij and thus, correcting the delay of ti costs Cost i(qij ).

As mentioned above, Equations 4.12 and 4.14 are responsible for choosing the

correction factors legally that is, each sij is 0 or 1 and for each ti, exactly one sij

equals 1, while the others equal 0. On the left side of Inequality 4.13,
|Qi |
∑

k=1

sjkqjk equals

correction factor qi of transition ti. Thus, Inequality 4.13 means that the corrected

delay of each cycle ci has to be lower than or equal to |ci|
CWRusr

(this corresponds to

Inequality 4.1). Finally, in the objective function (Formula 4.11),
|Qi |
∑

j=1

sijcst ij equals

Cost i(qi) (the cost of correcting the delay of transition ti). The value of Cost i(qi)

is chosen from set {cst ij |j = 1, . . . , |Qi|} by the appropriate sij variable set to 1.

Thus, the objective function expresses that the total cost of correcting the transition

delays should be minimal.

4.4 A Heuristic Solution for the Worst-Case Per-

formance Correction Problem

In this section, I am going to introduce a heuristic algorithm for solving the worst-

case performance correction problem. The algorithm is optimized for the case when

Cost i(x) = −γi loga x, where γi > 0 is a constant assigned to transition ti. Algo-
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rithm 3 shows how my heuristic method works. In the algorithm, r is the so-called

refreshing granularity.

Algorithm 3: Heuristics for solving the worst-case performance correction

problem

input : T , C, CWRusr , r, {Qi|i : ti ∈ T}, {γi|i : ti ∈ T}

output:
⋃

i:ti∈T

{qi}

1 foreach i : ti ∈ T do

2 clisti := {j|ti ∈ cj}

3 foreach i : ti ∈ T do

4 qi := qi1

5 if ∃(ci ∈ C) :
∑

j:tj∈ci

djqj > |ci|
CWRusr

then

6 return ”unsolvable”;

7 foreach i : ti ∈ T do

8 current i := 1

9 foreach i : ti ∈ T do

10 if |Qi| > 1 then

11 αi :=
⌈

|clisti|dir(qi(currenti+1)−qi(currenti)
)

γi

⌉

12 while ∃i : (current i < |Qi|

∧(∀j ∈ clist i : (
∑

k:tk∈cj∧k 6=i

qkdk) + qi(current i+1)di ≤
|cj |

CWRusr
)) do

13 foreach i : ti ∈ T do

14 if current i < |Qi| then

15 αi := αi − 1

16 foreach i : ti ∈ T do

17 if αi = 0 ∧ current i < |Qi|

∧∀j ∈ clist i : (
∑

k:tk∈cj∧k 6=i

qkdk) + qi(current i+1)di ≤
|cj |

CWRusr
) then

18 qi := qi(current i+1);

19 current i := current i + 1

20 if current i < |Qi| then

21 αi :=
⌈

|clisti|dir(qi(currenti+1)−qi(currenti)
)

γi

⌉

22 return
⋃

i:ti∈T

qi;
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The algorithm first sets the value of each correction factor qi to its minimal value

qi1 and then it runs iterations and increases each qi to its next smallest legal value

(i.e. from qik to qi(k+1 )) more or less frequently. Before the first iteration and upon

each increasement of qi, the algorithm sets the value of αi, which is the number of

iterations that have to pass until the next increasement of qi. The key step of the

algorithm is this latter one that is, determining how many iterations have to pass

until the next increasement of each qi in order to keep the cost of delay reduction

minimal.

In the following, I am going to explain the algorithm in detail.

In lines 1 and 2, to each transition ti a set clist i is constructed storing references

to each of the cycles including ti.

The algorithm sets each correction factor qi to its minimal (and most expensive)

value qi1 in lines 3 and 4, while in line 5, the algorithm checks whether using these

lowest possible values of correction factors, Inequality 4.1 is fulfilled for each cycle

ci or not. If not, the problem is unsolvable.

In lines 7 and 8, the algorithm initializes variable current i for each qi, which will

store the index of that element of Qi, the value of which is equal to the current value

of qi (i.e. qicurrent i
= qi).

Line 11 (along with line 21) is the key step of the algorithm. In this step, for

each transition ti, the value of αi is determined. αi is the number of iterations that

have to pass until the next increasement of qi. To explain the formula αi is assigned,

let us look at the following few examples.

Let us take a TCFMM consisting of two states s0, and s1, and two transitions

t1, and t2, such that t1 is originated in s0 and destinated in s1 while t2 is originated

in s1 and destinated in s0. Thus, in this TCFMM there is exactly one directed

cycle ci = {t1, t2}. Let b denote the maximal allowed cycle delay we would like to

achieve by correcting delays d1, and d2. In this case, b = |c1|
CWRusr

= 2
CWRusr

. Let us

furthermore assume that in this example, the co-domains of q1 and q2 are continuous

and the cost functions are Cost1(x) = −γ1 loga x and Cost2(x) = −γ2 loga x, where

γ1 = γ2 = 1. That is, the two cost functions are the same and they are from among

the cost functions for which the heuristic algorithm is optimized.

Because of the continuous co-domains and the single directed cycle in the TCFMM,

for the most cost-effective solution, the corrected cycle delay will be equal to b and

not lower than it. Thus, d1q1+d2q2 = b. The latter equation means that q2 = b−d1q1

d2
.

The objective of the problem is to minimize the total cost of delay reduction by
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choosing the appropriate qi values, formally min
q1,q2,...,q|T |

∑

i:ti∈T

Cost i(qi), which in our

case equals min
q1,q2

(−(loga q1 +loga q2)). The latter formula, using that q2 = b−d1q1

d2
, can

be further transformed as follows:

min
q1,q2

(−(loga q1 + loga q2))→ min
q1,q2

(− loga q1q2)→

min
q1

(

− loga

(

−d1

d2
q2
1 + q1b

d2

))

→ max
q1

(

−d1

d2
q2
1 + q1b

d2

)

→

min
q1

(

d1

d2
q2
1 −

q1b

d2

)

→ min
q1

(√

d1

d2
q1 −

b
2d2

√

d2
d1

)2

− b2

4d2
2

d2

d1

Since the second component of the above formula does not contain q1, it is mini-

mal if the first component
(√

d1

d2
q1 −

b
2d2

√

d2
d1

)2

is minimal. Since the first component

is a square, it is minimal if it equals 0 that is, if q1 = b
2d2

√

d2

d1

√

d2

d1
= b

2d2

d2

d1
= b

2d1
. In

this case, q2 = b−d1q1

d2
= b

2d2
.

Thus, the cost of correcting the two transition delays will be minimal if d2q2 = b
2
,

and d1q1 = b
2

that is, if the corrected delay values d1q1 and d2q2 are equal. Based

on this, we can suspect that in the case of a directed cycle which consists of more

than two transitions, the cost of correcting the cycle delay will be minimal if each

corrected delay diqi is equal. If however, the corrected transition delays of the cycle

are equal, they equal 1
CWRusr

. This is the consequence of Inequality 4.1, which takes

the following form for the optimal qi values of this continuous problem:

∑

i:ti∈c1

diqi =
|c1|

CWRusr

(4.15)

As the consequence of the above, in the continuous case with a single directed

cycle, correction factor qi equals 1
d1CWRusr

.

Let us now constrain the above described continuous case to a non-continuous

case of the problem in which, a positive integer Gr is given, and the legal values

of each correction factor qi are values qi1 = 1
Gr

, qi2 = 2
Gr

, . . . , qiGr = Gr
Gr

= 1 (thus,

set Qi is the same for each transition ti). Let us furthermore assume, that the

TCFMM we are dealing with consists of a single directed cycle. In this case, the

appropriate correction factor for transition ti can be achieved if the initial value qi1

of qi is incremented in every ⌈dir⌉-th iteration of the algorithm (see the explanation

of coefficient r later in this section). For example, if d2 is twice as large as d1 and

thus, q1 has to be around 2x and q2 has to be around x then q1 has to be incremented

twice as frequently as q2. Let period i denote the number of iterations that have to
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pass between two subsequent increasements of qi. To fulfill the above requirement,

one coefficient of period i is di, which is responsible for making the corrected delay

values approximately equal to each other. In this case, period i = ⌈dir⌉.

Still not relaxing the non-continuous problem of the previous paragraph to the

problem allowing for arbitrary correction factors, let us assume that the TCFMM

has multiple cycles and some of its transitions are included in more than one of these

cycles (this is the general case). In this case, it is more cost-effective to reduce the

delays of transitions included in many cycles by a bigger amount than the delays of

transitions included in fewer cycles. The reason for this is as follows: By reducing

the delay of a transition included in n cycles, n cycle delays will be reduced and

thus, the left side of n instances of Inequality 4.1 will be reduced, while the cost of

this reduction is not multiplied by n. Based on the above, we can suspect that if we

further weigh period i by |clist i| (the number of cycles including ti), then the total

cost of delay reduction will be closer to optimal. I have confirmed this suspicion by

running simulations. Thus, in this case, period i = ⌈|clist i|dir⌉.

Let us now relax the above described problem to one where the Gr values of

different transitions can be different. Let Gr i denote the Gr value assigned to

ti. If in this case, the value of each correction factor qi is incremented in every

⌈|clist i|dir⌉-th iteration, the final values of the correction factors will be incorrect,

since the algorithm does not take into consideration the differences between the Gr i

values. Let us assume that the TCFMM has two states and two transitions t1 and

t2 constituting a single cycle that is, |clist1| = |clist2| = 1. If Gr 1 = 4, and Gr 2 = 2,

then q11 = 0.25, q12 = 0.5, q13 = 0.75, q14 = 1, q21 = 0.5, and q22 = 1. Since the

TCFMM includes a single cycle, the corrected delay values of the two transitions

should be about the same at the end of the algorithm. To achieve this, q1 should be

incremented twice as frequently as q2. This way, period i has to be further weighed

by 1
Gr i

, which is the difference between any two subsequent legal values of qi. Thus,

in this case, period i = ⌈|clist i|dir
1

Gr i
⌉.

Let us now assume that the legal values of each correction factor qi are arbitrary.

In this case, a small modification of the above solution is needed. In the case of

the original problem, two subsequent increasements of a correction factor qi might

increase qi by different amounts. Thus, rather than predefining period i, for each qi,

in the beginning of the algorithm and upon each increasement of qi, the number of

iterations to pass before the next increasement has to be redefined and set to
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αi = ⌈|clist i|dir(qi(current i+1) − qicurrenti
)⌉.

Thus, instead of 1
Gr i

, which was the difference between any two subsequent legal

values of qi in the above paragraph, ⌈|clist i|dir⌉ has to be weighed by the difference

between the current and next legal value of qi.

To explain why 1
γi

is a coefficient of αi, let us take the problem described in the

above paragraph and assume that there are different cost functions assigned to each

transition and the cost function of transition ti is Cost i(x) = −γi loga x. Let us look

at an example in which, among the transitions of the TCFMM, there are transitions

t1, t2, . . . , tγ such that ∀(i : 1 ≤ i ≤ γ − 1) : stoi
= sfromi+1

∧ ∀(i : 1 ≤ i ≤ γ) : ∄(j :

tj ∈ T ) : j 6= i ∧ (stoj
= stoi

∨ sfromj
= sfromi

). That is, these transitions constitute

a chain the states of which have exactly one incoming transition (except for the

originating state of the first transition of the chain) and one outgoing transition

(except for the destination state of the last transition of the chain). Therefore,

clist1 = clist2 = . . . = clistγ . Let us furthermore assume that Q1 = Q2 = . . . = Qγ,

d1 = d2 = . . . = dγ = d
γ
, and Cost1(x) = Cost2(x) = . . . = Costγ(x) = − loga x.

Since the sets of correction factors are identical for each transition, in each iteration

of the algorithm, current1 = current2 = . . . = currentγ . As a consequence, at

the end of the iteration in which the correction factors of these transitions were

increased,

α1 = α2 = . . . = αγ =
⌈

|clist1|d1r(q1(current1+1) − q1(current1))
⌉

=
⌈

|clist1|dr(q1(current1+1)−q1(current1))

γ

⌉

= α.

This means that between the next and last increasement of its correction factor,

each transition has to wait α iterations. Let us now consider the chain of transitions

t1, . . . , tγ as a single (virtual) transition t. The delay of t will be
γ
∑

i=1

di = d. Each

time the correction factors of transitions t1, . . . , tγ are increased, they are increased

in the same iteration. Thus, if Q is the set of correction factors of t, then Q = Q1 =

. . . = Qγ , and in each iteration of the algorithm, t has to wait the same number

of iterations until its next correction factor increasement as transitions t1, . . . , tγ.

Consequently, at the end of the iteration in which the correction factors of the

transitions in the chain (and transition t) were increased, the number of iterations

that had to pass until the next increasement of the correction factor of t was
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α =

⌈

|clist1|dr(q1(current1+1) − q1(current1))

γ

⌉

.

If the correction factor of t is x however, its cost is −γ loga(x), which is γ times

as much as Cost1(x) = Cost2(x) = . . . = Costγ(x) = − loga x. The reason for this

is that based on the above, the correction factor of t will equal x if the correction

factors of all γ transitions in the chain equal x. In the case of γ being an integer,

each of the above steps of transforming a set of transitions to a single transition can

be carried out in the other direction (i.e. transfoming a transition t to a chain of

sub-transitions t1, . . . , tγ) and thus, if the cost function of t is Cost i(x) = −γi loga x,

its α value equals

αi =

⌈

|clist1|dr(q1(current1+1) − q1(current1))

γ

⌉

.

I suspected that including 1
γi

as a coefficient in αi gives a total cost of correction

closer to optimal even if γi is not an integer.

The reason for including refreshing granularity r in αi is that in order to make

αi an integer value, the ceiling value of
|clisti|dir(qi(currenti+1)−qicurrenti

)

γi
is taken (I have

chosen the ceiling value instead of the floor value to avoid the illegal case when

αi = 0). If
⌈

|clisti|di(qi(currenti+1)−qicurrenti
)

γi

⌉

(not including r) is a small integer, then by

taking its ceiling value, some of the accuracy of
|clisti|di(qi(currenti+1)−qicurrenti

)

γi
is lost. If

however,
|clisti|di(qi(currenti+1)−qicurrenti

)

γi
is multiplied by r which is a large integer and

then the ceiling value of this enlarged product is taken, some of this otherwise lost

accuracy can be preserved. The value to be chosen for r depends on |clist i|di. The

smaller |clist i|di is, the greater r has to be to preserve the same amount of accuracy.

During our simulations presented in Section 4.5, we required r to be larger than or

equal to ⌈ 100
min

i:ti∈T
|clisti|di

⌉.

After setting the value of αi for the first time, from line 8, the algorithm runs

iterations. While there exists a correction factor qi which does not equal 1 and

which can be augmented to its next legal value without violating Inequality 4.1, the

algorithm starts a new iteration. In each iteration, the algorithm decrements the αi

value of each qi < 1. If for a correction factor qi < 1, αi = 0, and qi can be increased

to its next legal value without violating Inequality 4.1, then qi is increased to its

next legal value. The iterations go on until no further correction factor increasement

is possible.
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4.5 Simulation Results

In this subsection, I present simulation results comparing the performance of my

heuristic algorithm to that of the BLP formulated in Subsection 4.2.

The simulations were run on a total of 6100 TCFMMs having 20 states and 20

to 80 transitions. For each number of transitions, I have generated 100 semi-random

TCFMMs. This means that the di and γi values and Qi sets assigned to transitions

ti of each TCFMM were generated randomly. The structure of the TCFMMs having

the same number of transitions was the same. The structures of TCFMMs having the

same number of transitions were built incrementally. The structure belonging to the

first group of TCFMMs had 20 transitions. Each structure having n : 20 < n ≤ 80

transitions was constructed by taking the structure having n− 1 transitions and by

adding a random transition to it. Transition delays were generated with uniform

distribution on interval (0, 2.0] that is, the mean transition delay was 1.0. The

number of legal correction factors (|Qi|) of each transition ti was a random integer

generated on interval [1, 20], with uniform distribution. The elements of each Qi

were generated on interval (0, 1), with uniform distribution, except for qi|Qi| which

was 1 for each ti. The cost function of delay reduction used for the simulations was

Cost i(x) = −γi ln(x) for each transition ti. The γi values were generated on interval

[1, 5], with uniform distribution.

The simulations investigante the time and cost-efficiency of my heuristic algo-

rithm (denoted by H in the figures) and those of the BLP, which always finds the

optimal solution that is, the solution with the lowest possible cost. In general, the

time needed to solve a binary linear program was unreasonable. Due to this, I was

unable to run the binary program for denser TCFMMs. Thus, I have also solved

a series of linear programs (denoted by LP in the figures), which could be solved

in polynomial time. In the linear programs, instead of the constraint defined in

Formula 4.14, I defined the following constraint:

∀(i : ti ∈ T ) : ∀(j = 1, 2, . . . , |Qi |) :

0 ≤ sij ≤ 1
(4.16)

Thus, contrarily to the binary linear program, in the linear program, the sij

parameters are not constrained to be integer values. The optimal solution of the

LP is not guaranteed to be a legal solution of the original problem. The cost of an

LP problem is however, always lower than or equal to the cost of the corresponding
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BLP problem and thus, it is a lower estimate for the cost of the solution of the

corresponding BLP. To this lower estimate, we can compare the cost obtained by

the heuristic algorithm.

I have also investigated the cost and time-efficiency of a simple round-robin

algorithm (denoted by RR in the figures). The round-robin algorithm initially sets

the value of each qi to qi1, then it increments the value of the correction factors to

their next legal values in a round-robin manner until no further correction factor

increasement is possible without violating any instances of Inequality 4.1. That is,

the round-robin algorithm is a special case of my heuristic solution in which, in steps

11 and 21, αi is set to constant 1.

During the simulations, I measured the average time and cost needed for delay

correction using each method, as a function of the number of transitions in the

TCFMM. For each number of transitions (for each group of TCFMMs), I have

run 100 simulations (one for each semi-random TCFMM in the group), using each

method. The value of each marker in the figures was calculated by averaging all 100

cost or time values obtained by the corresponding 100 simulations. The worst-case

performance correction problem was not solvable for each of the 6100 TCFMMs.

Thus, I have only taken into consideration those groups of TCFMMs in which out

of the 100 TCFMMs, the problem was solvable for at least 10 TCFMMs.

Since the set of cycles is an input parameter for each method, all cycles in

the TCFMMs had to be found before executing any of the methods. For finding

the cycles, I used an iterative deepening depth-first search. Thus, each time value

plotted in the figures of this section is the average amount of time needed to run

the methods plus the amount of time needed to find the cycles of the corresponding

group of TCFMMs. The reason why the TCFMMs having the same number of

transitions have the same structure is the following: This way, only one cycle search

had to be executed for each group of TCFMMs, while all directed cycles of 6100

fully random TCFMMs could not have been found and the simulation results could

not have been produced within a reasonable amount of time.

In the headers of the tables in this section, C means cost.

Figure 4.1 and Table 4.1 shows the average costs of correcting the transition

delays using the BLP and LP methods, the round-robin method, and my heuristic

algorithm, where CWRusr = 1.0 that is, CWRusr equals the reciprocal of the mean

transition delay. As it can be seen in the figure, and the table, using my heuristic

method the cost of delay reduction is by 61% higher than the cost obtained by
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solving the LP, in average. However, the available costs of the BLP method are

halfway between the costs of my heuristics and the costs of the LP and thus, the

cost of the LP is a pretty rough lower estimate of the cost of the BLP. Based on

the available BLP costs, the cost of my heuristics is by 36% higher than the cost

of the BLP, in average. The cost of my method is constantly below the cost of the

round-robin method, and it is by 11% lower than it, in average.

Figure 4.1: Costs of solutions, CWRusr = 1.0

|T | C(H ) C(RR) C(LP) C(BLP)

20 1.45 2.53 1.03 1.06

30 11.21 13.67 7.35 8.51

39 17.50 20.40 11.22 13.48

48 26.50 28.67 16.24 20.51

57 35.76 36.98 20.94

65 41.68 44.78 25.40

72 55.63 56.47 33.70

79 62.79 64.48 37.15

Table 4.1: Costs of solutions, CWRusr = 1.0

Figure 4.2 and Table 4.2 show the costs of each method, where CWRusr = 1.5.

According to the figure and the table, the cost of my heuristic method is closer to

the cost of the LP and the BLP than in the previous case. The cost of my method

is by 38% higher than the cost of the LP. Based on the available BLP costs, the

cost of my method is by only 24% higher than the cost of the BLP, in average. The
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cost of my heuristics is by 12% lower than the cost of the round-robin method, in

average.

Figure 4.2: Costs of solutions, CWRusr = 1.5

|T | C(H ) C(RR) C(LP) C(BLP)

20 20.60 28.44 15.49 15.57

27 33.61 41.81 25.55 27.38

35 47.71 56.12 35.13 39.26

42 62.74 69.29 44.27

49 68.03 76.10 48.28

55 78.17 85.11 54.11

61 93.83 98.64 65.47

67 109.40 115.95 80.29

Table 4.2: Costs of solutions, CWRusr = 1.5

Figure 4.3 and Table 4.3 show the costs of each method, where CWRusr = 1.75.

As it can be seen in the figure and the table, the cost of my heuristic algorithm

is closer to the cost of the LP and BLP than in the previous two cases. The cost

of my heuristic algorithm is by 32% higher than the cost of the LP, and by 20%

higher than the cost of the BLP (based on the available BLP costs). The cost of my

method is by 13% lower than the cost of the round-robin algorithm, in average.
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Figure 4.3: Costs of solutions, CWRusr = 1.75

|T | C(H ) C(RR) C(LP) C(BLP)

20 31.32 40.77 24.12 24.24

24 34.57 44.20 28.39 29.35

28 50.06 58.13 37.98 41.30

32 53.10 61.39 41.00 44.52

36 62.49 72.35 47.00

40 75.19 84.82 57.08

45 80.90 85.38 59.68

51 87.68 97.13 62.43

55 96.88 109.42 71.16

Table 4.3: Costs of solution, CWRusr = 1.75

After examining the cost-efficiency of the methods, let us take a look at their

time-efficiency. Figures 4.4, 4.5, 4.6, and 4.7 show the amounts of time needed by the

BLP, my heuristic algorithm, the round-robin algorithm and the LP, respectively,

as a function of the number of transitions in the TCFMM, in different simulation

scenarios. As it can be seen in the figures, the running time of the BLP is so high,

it cannot be efficiently used for denser TCFMMs, while the running time of the rest

of the methods is reasonable and is dominated by the amount of time needed to find

all the transition cycles.
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Figure 4.4: Running times of the BLP

Figure 4.5: Running times of the heuristics

Figure 4.6: Running times of the LP
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Figure 4.7: Running times of the round-robin algorithm

According to the simulation results, the higher CWRusr is, the more effective my

heuristic algorithm gets. The cost obtained by my heuristic algorithm is by 11−13%

lower than the cost of the round-robin method. By increasing CWRusr , the delay

reduction cost of my algorithm gets closer to the cost of the LP and to that of the

BLP. The running time of my heuristics is by orders of magnitude lower than the

time needed to solve the BLP, in all three scenarios.

4.6 Conclusions

In this chapter, I have investigated how to improve the performance of the SUT if

it has failed the performance test more precisely, if it was found to be incapable

of serving the required number of messages within a second while serving a given

number of users in parallel. The chapter builds on the performance model presented

in Chapter 3. The goal of the methods presented in this section is to increase the

number of messages that the SUT is capable of serving within a second to the level

required by the performance specifications, and to do it with minimal cost.

In this chapter, I have proven the NP-completeness of the performance correction

problem, and formulated it as an integer linear program. Since the time needed to

solve this integer linear program is unreasonable in most cases, I have also proposed

a heuristic solution. I have evaluated the efficiency of the proposed methods and

found that the heuristic solution performs efficiently.
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Chapter 5

Summary and Future Work

In this chapter, I briefly review the results achieved, and discuss directions for the

further extension of the work.

5.1 Load Distribution in a Performance Testing

Environment

In Chapter 2, I have proposed load distribution methods for performance test envi-

ronments. The methods presented in the chapter aim at solving the problem raised

by the fact that while the system under test (SUT) is a system optimized for a spe-

cific purpose, the hosts of the test environment, which have to stress the SUT by its

maximal specified load, are used for multiple performance tests for budget reasons

and thus, they are universal pieces of hardware. In order to be able to stress the

SUT with its maximal specified load, multiple THs are used in the test environment

usually, and the aggregated output load of all the THs in the test environment is

used for stressing the SUT.

The load that stresses the SUT during a performance test is generated by load

generator entities (or virtual hosts, VHs), which are executed on THs. The objective

of the presented methods is to achieve a maximal utilization of THs by making

appropriate VH to TH assignments and to do this without the aggregated capacity

of VHs executed on a TH exceeding the total capacity of the TH at any time.

After proving the NP-completeness of the load distribution problem, I formulated

it as a binary linear program. Since the solution of the binary linear program can

take a huge amount of time, I have proposed an algorithm, which divides up the time
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axis for time windows and solves the problem as a series of binary linear programs

giving sub-optimal solutions for each time window.

Since this latter solution can still require a large amount of time to be solved in

some scenarios, I have also proposed a heuristic algorithm for solving the problem.

The heuristic algorithm also splits up the time axis for time windows, and considers

the sub-problem in each time window separately. Within a single time window, the

VH assignments are carried out using a heuristic algorithm similar to the first fit

descending algorithm, which is developed for solving the bin packing problem.

I have examined the time-efficiency of and the average utilization achieved by the

BLP based method, the heuristic algorithm, and a greedy algorithm. The simula-

tions have shown that the longer the time window gets, the higher average utilization

the BLP based heuristic solution achieves, while in the case of the bin packing based

heuristic algorithm, the average utilization vs time window size curve is similar to

one having a single maximum.

The research objective of creating algorithms which are more efficient than the

greedy one has been reached, since the proposed heuristics are more effective than

the greedy algorithm in most cases, according to the simulations. In the cases where

the greedy algorithm might be the best choice, the average utilization achieved by

the bin packing based algorithm is similar to that of the greedy algorithm, but the

heuristic algorithm has to be run multiple times in order to find the optimal window

size.

The proposed methods can be applied in any case where the test environment

has to run multiple load generators againt the SUT. Among many others, one con-

crete application area is when the emulated users communicating with the SUT are

the VHs. As a future extension of my results, further heuristic solutions can be

investigated, like simulated annealing or genetic algorithms [63, 64].

5.2 A Model-Driven Performance Testing Method

for Communicating Systems

In Chapter 3, I have introduced a performance testing method that automatically

checks whether the SUT is able to serve the required number of requests within a

second (messages per second), while serving the required number of users in parallel.

The required number of messages per second can be the worst-case or the expected
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number of messages per second.

The presented method uses a formal performance model called the Timed Com-

municating Finite Multistate Machine (TCFMM) for representing the performance

of the SUT and for conducting the performance test.

Before beginning the performance test, the method creates the functional struc-

ture of the TCFMM, based on the Finite State Machine (FSM) model to which, the

SUT corresponds, according to the conformance test that the SUT has previously

passed. The so created functional structure of the TCFMM is then used to conduct

the performance test. During the performance test, the transition delays of the SUT

are measured in order to create a complete TCFMM model, which models both the

performance and conformance characteristics of the SUT. Based on this TCFMM

model, the presented method calculates the worst-case and the expected number

of messages per second that the SUT is able to process while serving the maximal

specified number of users simultaneously.

At the end of the chapter, I compared the accuracy and time-efficiency of the

presented performance testing method to those of the ad-hoc performance testing

method, which is widely used in the industry nowadays. I have created three test

scenarios by manipulating the distribution of the transition delays of the SUT. The

experiments have shown that the deviation of performance measurements taken

by our method is significantly lower than the deviation of measurements taken by

the ad-hoc method, given the same amount of testing time, even in extreme cases.

This means that the proposed performance testing method is able to produce per-

formance measurements of a given deviation in a lower amount of time than the

ad-hoc method.

The research objective in this section was to create a model-driven performance

testing method which is more efficient than the ad-hoc methods used in the industry.

This objective has been reached according to the experimental results, since given

the same amount of time for testing, the deviation of the measurement results of the

testing method proposed in the chapter is by orders of magnitude lower than those

of the ad-hoc method. The method presented in this chapter can be used to test

any kind of a system implementing a communicating protocol if the performance

property to be measured during the test is the number of requests to be processed

within a second while simultaneously serving a given number of users. Two examples

for the application of this method are a web portal and a SIP proxy. [65] In the first

case, the requests are the clicks of users, while in the second case, the requests are
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the request messages that have to be sent to the proxy, e.g. to initiate a call.

As a future extension of the method proposed in this chapter, the paths on which

transition delays are measured could be optimized. The goal of this optimization

would be to traverse each transition of the SUT at least I times, where I is the

number of iterations given as input of the algorithm, and to minimize the number

of traverses over the I th traverse.

5.3 Worst-Case Performance Correction of Com-

municating Systems

In Chapter 4, I have introduced performance correction methods attempting to

determine how to increase the performance of the SUT if it is unable to serve the

required number of messages per second in worst-case. The methods proposed in

this chapter aim at increasing the performance of the SUT at minimal cost. An

input of the presented performance correction methods is a Timed Communicating

Finite Multistate Machine (TCFMM) model as a formal performance model of the

SUT, which was created according to Section 3.4 and Formula 3.1 in Chapter 3.

The methods are also given as an input the number of messages the SUT is required

to process within a second, in worst case (CWRusr ).

The performance increasement of the SUT is achieved by decreasing some of

its transition delays and thus, increasing the number of messages the SUT is able

to process within a second. Each transition delay can be decreased by predefined,

discrete amounts, which amounts might differ for different transitions. Each delay

reduction has a cost. The reduced delay of transition ti will be diqi, where qi is

the so-called correction factor of transition ti. By reducing an arbitrary instance

of the NP-complete knapsack problem to an instance of this, so-called worst-case

performance correction problem, I have proven that the problem is NP-complete and

formulated it as a binary linear program. I have also given a heuristic algorithm

for solving the problem. The presented heuristic algorithm first chooses the lowest

possible (and most expensive) value of each correction factor and then runs iterations

in some of which some correction factors are increased (and thus, the cost of the

correction is reduced) and some are not. The number of iterations that have to pass

between two subsequent increasements of a given correction factor is determined

by a weight depending on different attributes of the corresponding transition. This
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weight is defined and assigned to the transition before running the first iteration

and it is redefined upon each correction factor increasement of the transition.

I have compared the time and cost efficiency of the heuristic approach to those

of solving the binary linear program and to those of a simple round-robin algorithm.

In order to compare the performance of the heuristic method to that of the BLP in

extreme cases, where the BLP could not be solved within reasonable time, I have

relaxed the BLP to a linear program the cost of which is a rough lower estimate for

the cost of the BLP. The simulations have found that the higher CWRusr gets, the

better the proposed heuristic method performs.

In this chapter, my research objective was to develop an efficient heuristic algo-

rithm for improving the performance of the SUT after it has failed the performance

test. According to the simulations run in the chapter, this goal has been reached.

The proposed method however, has a limit; it assumes that the transition delays of

the SUT can be decreased independently from each other. There might be cases how-

ever, in which, delay reduction of different transitions are not independent. Thus,

a future direction to develop the methods presented in this chapter is modeling the

delay reduction dependencies between transitions.
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teljeśıtménytesztelése Hı́radástechnika vol. 65 issue 7–8., pp. 28-32, 2010.
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