
 

Defense mechanisms against network attacks and worms 
 

 

Ph.D. Dissertation 

of 

András Korn 

 

 

 

Research supervisor: 

Gábor Fehér PhD 

High Speed Networks Laboratory 

Department of Telecommunications and Media Informatics 

Budapest University of Technology and Economics 

 

Budapest, Hungary 

2011 



Alulírott Korn András kijelentem, hogy ezt a doktori értekezést magam készítettem 
és abban csak a megadott forrásokat használtam fel. Minden olyan részt, amelyet szó 
szerint, vagy azonos tartalomban, de átfogalmazva más forrásból átvettem, egyértelműen, 
a forrás megadásával megjelöltem. 

 
I, the undersigned András Korn hereby declare that I wrote this Ph.D. dissertation 

myself, and that I only used the sources cited at the end. Whenever I quoted a source 
verbatim or paraphrased it, I noted this explicitly and provided a reference to the source. 

 
A dolgozat bírálatai és a védésről készült jegyzőkönyvek a Budapest Műszaki és 

Gazdaságtudományi Egyetem Villamosmérnöki és Informatikai Karának dékáni 
hivatalában elérhetőek. 

 
The reviews of the dissertation as well as the minutes of the thesis defence are 

available at the Dean’s Office of the Faculty of Electrical Engineering and Informatics of 
the Budapest University of Technology and Economics. 

 
Budapest, 2011-10-19. 
 
       Korn András 



Abstract 

In this dissertation, I introduce two network security algorithms and a new graph 
centrality measure. 

The first algorithm, WANDA (discussed in detail in Chapter 2) allows networks to 
autonomously or collaboratively detect outbreaks of scanning worms. Its most compelling 
features are ease of implementation, resource efficiency, the very low number of false 
positives (thanks to per-service suspicion thresholds) and the ability to work from 
NetFlow data. 

The second algorithm, RESPIRE (cf. Chapter 3) leverages existing TCP connection 
tracking features of firewalls to quickly detect SYN floods, identify the attack sources and 
enact appropriate filtering rules. In contrast to other proposed SYN mitigation solutions, 
it is sufficient if RESPIRE is deployed on or near the victim. It avoids the drawbacks of 
syncookies (cf. Chapter 3.2.3), has a small memory footprint and relatively low CPU 
usage. 

Finally, I propose a new graph centrality measure, called the lobby index (cf. Chapter 
4) and determine its distribution in various kinds of generated as well as real-world 
graphs. 

Centrality measures try to capture numerically the “importance” of a graph node from 
the perspective of network flows with certain properties. Several established centrality 
measures exist, but most of them require global knowledge of the entire graph to 
compute (e.g. closeness, bridgeness or eigenvector centrality); additionally, none of them 
seem to be really applicable to how an infection spreads through a scale-free computer 
network [98]. Computing the lobby index of a node only requires local knowledge 
(specifically, the degrees of all neighbours) and can be performed very cheaply. 

It is my hope that the lobby index will prove useful in immunising scale-free 
networks; while this still remains to be established, others have already found interesting 
applications in e.g. vehicular ad-hoc networks. 



Kivonat 

Disszertációmban két új hálózatbiztonsággal kapcsolatos algoritmust mutatok be, 
valamint egy új, gráfok csomópontjainak jellemzésére használható centralitásmércét 
vezetek be. 

Az első algoritmus, a WANDA (részletesen l. a 2. fejezetben) segítségével hálózatok 
autonóm módon vagy választásuk szerint együttműködve ismerhetik fel a kitörőben levő 
számítógépvírus-járványokat. Az algoritmus legvonzóbb tulajdonságai közé tartozik, hogy 
könnyen implementálható; hogy alacsony az erőforrásigénye; hogy a szolgáltatásokra 
lebontva beállítható riasztási küszöbértékeknek köszönhetően nagyon alacsony a téves 
riasztások száma; valamint az, hogy működéséhez elegendő NetFlow adatokkal ellátni, így 
nem igényli a hálózati eszközök módosítását. 

A második algoritmus, a RESPIRE (részletesen l. a 3. fejezetben) a tűzfalak meglevő 
állapotkövető funkcióját felhasználva képes észlelni a SYN-elárasztásos támadásokat, 
azonosítani azokat a hálózatokat, amelyekből a támadó csomagok érkeznek, és ezeknek a 
forgalmát kiszűrni. Más, hasonló célú megoldásokkal szemben a RESPIRE-t elegendő az 
áldozatra vagy hálózattopológiai értelemben a közelébe telepíteni. A RESPIRE-t a 
syncookie algoritmussal kombinálva lehetségessé válik a syncookie-k hátrányainak 
kiküszöbölése az előnyeik megtartásával (l. 3.2.3. szakasz). A RESPIRE erőforrásigénye 
alacsony. 

Végezetül, a 4. fejezetben, bevezetem a lobbi-index elnevezésű új centralitásmércét, 
valamint meghatározom az eloszlását különféle generált és a valóságban előforduló 
gráfokban. 

A centralitásmércék megkísérlik számszerűsíteni egy-egy gráfcsomópontnak a 
valamilyen adott tulajdonságokkal rendelkező hálózati folyam szemszögéből tekintett 
„fontosságát”. Számos ismert és elfogadott centralitásmérce létezik, ám ezek többségének 
meghatározásához az egész gráfot ismerni kell (pl. closeness, bridgeness, sajátvektor-
centralitás); emellett ezek egyike sem látszik relevánsnak a számítógépvírusok 
skálafüggetlen hálózatokban való terjedésének modellezése ill. megállítása szempontjából 
[98]. A lobbi-index rendkívül olcsón meghatározható, és ehhez csak lokális információ 
szükséges (a csomópont szomszédainak fokszáma). 

Reményeim szerint bizonyítást nyer majd, hogy a lobbi-index hasznos segítség a 
skálafüggetlen számítógéphálózatok immunizálásában; habár ez az eredmény még várat 
magára, más kutatók már találtak olyan területeket, amelyeken a lobbi-index 
eredményesen használható. 
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1 Introduction 

1.1 Remote exploit based worms 

Network worms have been a constant threat to computers for the past decade. In the 
early 2000s, one remotely exploitable vulnerability after the other was found in widely 
used desktop software; and if that were not enough, worm authors could (and still can) 
always rely on the curiosity and gullibility of users to get them to run malicious code. 

According to [53], “there is an increasing ineffectiveness of traditional malicious code 
detection technologies, such as anti-virus software, to detect and block new worms”; 
further, “surveyed enterprises reported a combined loss of $55 million due to this one 
problem-about 40 percent of their total losses from all types of network security 
incidents. Nearly all of these enterprises had invested in firewalls and anti-virus solutions. 
But the worms still got in and left an estimated $475,000 in remediation costs (in the 
case of Blaster) per infected company”. Additionally, “the three largest worms of 2003, 
Sobig, Nachi, and Blaster, affected systems globally and caused close to $5 billion in 
damages […] From February 2004 to May 2004, several variants of MyDoom, Netsky, 
Bagel and Sasser caused over $11 billion in damages worldwide […] The financial impact 
of viruses from 1995 to 2004 has grown from $500 million to $16.7 billion.” 

By 2005, defending against such worms had become critically important. As noted 
above, our then-current defence mechanisms were not up to the task of stopping network 
worms, evidenced by the fact that new ones managed to infect tens of thousands of 
computers (and to cause millions of dollars of damage) every month. 

Dealing with worms using traditional methods is challenging primarily for two 
reasons. First, apparently many users cannot be assumed to act intelligently: they will 
run programs they receive from unknown people via email if the text of the message is 
sufficiently tempting (promising revealing photos of sports celebrities is known to have 
been enough). Thus, worms don’t even need to exclusively rely on exploitable weaknesses 
in software in order to be run, because the user also contains “exploitable weaknesses”. 

Second, antivirus programs still primarily rely on content signatures to detect 
malware. This means that a worm will typically be detected and identified by an 
antivirus suite only after it has been “in the wild” for several days and done its share of 
infecting tens of thousands of computers (Sl@mmer infected the great majority of all 
vulnerable systems within 10 minutes and had an early doubling rate of 8.5 seconds[64]). 
Some antivirus software is, or used to be, shipped with a default configuration of fetching 
updated signatures once a week; even if a worm were added to the signature database 
immediately after it appears, more than three days could be expected to pass before users 
will update their signatures. The situation is even worse if the signatures must be 
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updated manually, or if the computer is turned off or offline at the time the update job 
would run. Either way, the high infection rate of scanning worms such as Sl@mmer 
demonstrates that no time can be wasted waiting for updated virus detection signatures. 

The Witty worm came out one day after the vulnerability it exploited was announced 
[33]. This also demonstrates that the traditional approach of relying on patches to fix 
vulnerabilities before they are exploited by worms is no longer viable. 

All this leads to the conclusion that there is no apparent way to win the worm war on 
the desktop front by any feasible means1. Therefore, if something is to be done about 
worms, it must be done in the network, and without relying on the centralised 
distribution of content signatures. Worm defence in the network also appears to be more 
viable because network devices are fewer in number and typically better managed than 
desktop computers. 

In Chapter 2 I propose an algorithm, called WANDA for “Worm ANomaly Detector 
Algorithm”, that can help severely limit the ability of even new and unknown worms to 
infect other computers. It should be noted that while no new scanning worms have 
appeared recently, there is no reason why one couldn’t surface tomorrow; therefore, 
WANDA is still useful in potentia even if the threat it was designed to counter is 
temporarily not manifest. 

1.1.1 Research objectives 

New network defence mechanisms proposed by researchers often either require invasive 
changes to existing infrastructure to implement; or are algorithmically or mathematically 
complex, making them hard to implement correctly; or have significant resource 
requirements; or require some sort of global cooperation on the scale of the entire 
Internet; or several of the above (e.g. [34]). This tends to make them less than practical. 
While the efforts they represent are important and useful in the long term, I sought to 
arrive at solutions that could be implemented locally, immediately. 

I set out to come up with a simple and resource efficient algorithm that could be 
deployed on or near network devices with very few changes to existing infrastructure. 
The ease of software implementation (i.e. algorithm and data structure simplicity) was 
more important than optimisations. The algorithm had to have a small memory footprint 
and it had to be able to work with network data that would be readily available in most 
networks. 

I also wanted to leverage cooperation between several networks (in cases where such 
cooperation is possible), without depending on it. 

                                           
1 An example of an unfeasible solution would be a whitelist of programs that can be run, 

but that would be next to impossible to maintain and would be very inflexible. 
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1.1.2 My achievements 

I designed an algorithm that 
• is easy to implement; 
• has a moderate memory footprint and small CPU cost;  
• can work with existing NetFlow[108] data; 
• allows several sites, or subnets of the same large network, to cooperatively stop 

worms from spreading after an initial detection phase; 
• allows a single isolated network to autonomously stop worms from spreading after an 

initial detection phase; 
• can also be used to detect portscans. 

I used simulations to evaluate the performance of the algorithm and presented my 
findings at an international conference. 

1.2 SYN floods 

The denial of service attack referred to as SYN flooding, while old and well-known, is still 
being perpetrated on the Internet today (see e.g. [80] for a relatively recent example that 
was reported in the news). It is a type of resource depletion attack where the attacker 
attempts to fill the TCP backlog queue of the victim with half-open connections 
(connections in the “SYN RECEIVED” state), thereby preventing it from accepting 
legitimate connection requests. 

The attack gained some notoriety after several high-profile websites, including those 
of CNN, Yahoo, Amazon, and eBay, were the victims of a SYN flood between 5 and 11 
February 2000; it would later turn out that 15-year-old Canadian boy was responsible for 
these attacks. 

How could a teenager bring the websites of multi-million dollar enterprises down? Let 
us take a look at the way a TCP connection is established, which is essential to 
understanding how the SYN attack works. 

The client starts the connection by sending a TCP packet with the SYN (short for 
“Synchronise”) flag set; it also specifies an Initial Sequence Number (ISN) for its side of 
the connection2. The server replies to this with a packet that has both the SYN and the 
ACK flags set; it contains the ISN of the server and an acknowledgement for the ISN of 

                                           
2 The sequence number is required to prevent an attack known as blind connection 

spoofing, where an attacker fakes a connection to a server, pretending to be a specific 
legitimate client, without ever seeing the replies of the server. If the attacker doesn’t know the 
sequence number the server chooses for the connection, he or she can’t acknowledge it and 
thus can’t finish setting up the connection. 
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the client. The connection is finalised when the client replies to this message with an 
ACK packet that acknowledges the ISN of the server. 

In order for the server to be able to verify that the final ACK packet is indeed a reply 
to the SYN ACK, it has to compare the acknowledged sequence number with the ISN it 
gave the client; thus, it is necessary to establish a state when the SYN ACK packet is 
sent and to maintain it for some time: either until the final ACK arrives, or until a 
timeout occurs. The server normally resends its SYN ACK packet several times before 
the timeout in case the first one was lost. 

The attacker, however, does not finish the three-way-handshake, so all his or her half-
open connections have to time out before the server can remove them. Naturally, the 
backlog queue, where half-open connections are stored, has a finite size, so it can be 
filled. 

Several factors make the attack particularly easy to carry out: 
• SYN packets are very small (they can be as small as 44-60 bytes), thus even a 

computer with a slow upstream connection can send a relatively high rate of SYN 
packets. 

• SYN packets (unlike other kinds of packets used in DoS attacks, such as specially 
crafted “pings of death”) are necessary for the normal operation of a TCP based 
service and can thus not be completely blocked by a firewall. 

• There is no difference between a benign and a malicious SYN packet on the packet 
level3, making packet filters useless against SYN floods. 

• The attacker does not need to see the replies of the victim for the attack to succeed; 
he or she can therefore use forged, random source addresses for the attack packets. 

• The timeout of half-open connections is typically several minutes; a single SYN 
packet can thus use up a backlog slot for a time period that is long enough for several 
thousand more SYN packets to be sent to the victim. 
Some sources distinguish between a SYN flooding attack and a SYN spoofing attack 

[54][74]; a SYN flood is, then, a generic bandwidth attack that happens to use TCP SYN 
packets, whereas a SYN spoofing attack need not deplete the bandwidth of the victim, 
just fill its TCP backlogs. The distinction is that a “SYN flood” in this sense is not an 
attack on the TCP backlog of the victim, but on its bandwidth. Naturally, any clever 
way of dealing with half-open connections would be next to useless against a bandwidth 

                                           
3 More precisely: there need be no such difference. Some attack tools are known to 

generate recognisable SYN packets, but this is merely a deficiency of these tools. One such 
possible difference is the setting of the DF (don’t fragment) bit: legitimate operating system 
TCP/IP stacks typically attempt PMTU discovery and thus set DF, while attack tools may 
neglect to do so. 
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attack. The name of the SYN spoofing attack implies that the attacker would often use 
spoofed (forged) source addresses in his or her packets. 

This distinction did not, however, catch on; most papers and people, when talking 
about a “SYN flood”, refer to what the author of [54] prefers to call a “SYN spoofing 
attack”, mostly because a SYN flood in the sense preferred by [54] is really not a SYN 
attack at all. In a bandwidth attack, the nature of the packets is irrelevant, just as it is 
irrelevant what colour the cars that make up a traffic jam are. Additionally, the actual 
SYN attack, which tries to fill the TCP backlogs of the victim, need not use spoofed 
addresses, so that “SYN spoofing attack” is also misleading. Furthermore, [55] actually 
defines a “SYN flood” as “a series of SYN packets from forged IP addresses”, making the 
terminology even more confusing. 

In this work, I will continue to use the terms “SYN flood”, “SYN attack” and “SYN 
flooding attack” interchangeably to refer to a resource depletion attack against the TCP 
backlog of the victim. 

It is perhaps worthwhile to note that there is another attack that is related to SYN 
flooding: “SYNACK bounce flooding” or “SYN reflection denial of service” [56][1]. In this 
case, the victim is the one who receives the SYN ACK packets. The attacker sends out a 
large amount of SYN packets, which appear to originate from the address of the victim, 
to many different servers. These then all send their replies to the victim, and, since the 
victim will not reply with a proper ACK, they will continue to retry finalizing the 
connection for some time. In this manner, the attacker can cause many packets to be 
delivered to the victim at the cost of sending only one packet. The attack is thus 
somewhat similar to other packet amplification based attacks, such as “smurf”, where the 
attacker would send an ICMP Echo Request packet on behalf of the victim to the 
broadcast address of a large network. 

This bounce flooding attack is not a SYN attack in the strict sense, but it is 
nevertheless interesting because some anti-synflood measures also pre-empt this attack, 
whereas others do not, or even make it more effective. 

1.2.1 Research objectives 

My objectives with regard to SYN attacks were largely the same as with regard to worm 
filtering. To reiterate: 

New network defence mechanisms proposed by researchers often either require 
invasive changes to existing infrastructure to implement; or are algorithmically or 
mathematically complex, making them hard to implement correctly; or have significant 
resource requirements; or require some sort of global cooperation on the scale of the 
entire Internet; or several of the above (e.g. [83]). This tends to make them less than 
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practical. While the efforts they represent are important and useful in the long term, I 
sought to arrive at solutions that could be implemented locally, immediately. 

I set out to come up with a simple and resource efficient algorithm that could be 
deployed on or near servers with very few changes to existing infrastructure. The ease of 
software implementation (i.e. algorithm and data structure simplicity) was more 
important than optimisations. The algorithm had to have a small memory footprint and 
it had to be able to work with network data that would be readily available in most 
networks. 

1.2.2 My achievements 

My proposed RESPIRE algorithm has been demonstrated to effectively identify attack 
sources and block them in simulations, laboratory measurements as well as in real life. A 
prototype implementation for Linux exists; implementations for other stateful packet 
filters are possible. 

The algorithm is simple enough to understand on reading it once, and the Linux 
prototype took only a few days to implement; yet it allowed a public IRC server, built 
from commodity PC hardware of the late 1990s, to withstand SYN floods in excess of 
52,000 packets per second. 

In addition to efficiently filtering SYN floods, RESPIRE also eliminates the 
drawbacks of syncookies. It makes bounce flooding impractical, reduces the CPU 
requirements of syncookies (because many computations become unnecessary); and allows 
the server to function without sending syncookies after the attack has been filtered, 
thereby avoiding the other syncookie problems discussed in detail in chapters 3.2.3 and 
3.6. 

I published results related to RESPIRE in a book chapter, two journal papers and at 
several conferences. 

1.3 The lobby index 

Understanding the topology of complex networks (or graphs) is required to implement 
efficient ways of dealing with them. Questions related to topology arise in many different 
applications: for example, when immunising network nodes[39], the order in which nodes 
are immunised has a decisive impact on the scale of the epidemic we’re trying to 
contain[40][104]. The infection dynamics of epidemics spreading through networks is 
analysed in great detail in [107]. 

An especially interesting sub-class of random graphs are so-called scale-free graphs, 
because many real-world networks are scale-free (examples include acquaintance 
networks; the Internet AS graph; the graph created by websites linking to each other; the 
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graph created by people e-mailing each other; as well as the networks of co-authorships in 
research communities). 

Much of the previous work on immunisation in scale-free networks (e.g. [39], [40] and 
[105]) concerned itself with physical immunisation, where e.g. a set of doctors would 
inject a set of humans with some vaccine to prevent the spreading of a disease. The idea 
is that diseases spread most easily to other humans the infected people have social 
contact with; thus, immunising the people who have social contact with the highest 
number of other people should be a priority. 

The problem becomes different when we consider scale-free computer related 
networks (such as a F2F – friend-to-friend – file-sharing network4). The immunising 
agent wouldn’t be a doctor but a piece of software that can be replicated; it could spread 
through the network. What nodes should we strive to immunise first? What neighbours 
should we prefer to immunise next? Assuming initial immunisation has some fixed per-
node cost, it may be prudent to immunise a relatively low number of nodes that have 
high reach: that is, many well-connected neighbours. How many such nodes are there and 
how can we conceptualise having “high reach”?  

The so-called “diplomat’s dilemma” [103] is a different problem of the same class: it is 
clear that a person has strong lobby power, the ability to influence people's opinions, if 
he or she has many highly connected neighbours. This is exactly the aim of a lobbyist or 
a diplomat: to have strong influence on the community while keeping the number of his 
connections (which have a cost) low. 

These were the deliberations that led to the definition of the lobby index, which is 
defined for each node as the largest l such that the node has at least l neighbours with 
degrees of at least l. 

1.3.1 Research objectives 

I wanted to find a network centrality measure that wouldn’t require global knowledge to 
compute for a given node but that would nevertheless allow the “reach” of a node to be 
assessed quantitatively. I was hoping that such a centrality measure would help organise 
the immunisation of scale-free networks using self-replicating agents more efficiently. 

Part of the motivation came from Borgatti, who in [98] laments that “there are no 
[centrality] measures appropriate for infection and gossip processes, which I would regard 
as extremely important.” 

A cursory and admittedly fleeting interest in scientometrics acquainted me with the 
Hirsch index [57][58][45], and I believed that it could be generalised to be a meaningful 

                                           
4 The currently more popular peer to peer networks can also exhibit scale-free behaviour; 

cf. [106]. 
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centrality measure. With the aid and encouragement of an accomplished mathematician 
and a chemist turned scientometrician, I proceeded to investigate some of the properties 
of this generalised centrality measure, which we decided to call the lobby index. 

1.3.2 My achievements 

I showed that if the node degrees are independent and α−≈≥ kkxP ))(deg(  for all nodes x 

(as in Barabási-Albert graphs) then 2α−≈≥ kkxlP ))(( – that is, that the lobby index 

follows a fat tail distribution with exponent α2. I determined the distribution of the lobby 
index in several generated scale-free networks and one real-world scale free network (the 
Internet AS graph). I also determined the Spearman rank correlation between the lobby 
index and several established centrality measures in order to investigate how it relates to 
them. 

I published my results related to the lobby index in two journal papers. 
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2 WANDA (the Worm ANomaly Detector Algorithm) 

Supporting publications: 
[8] Judit Gyimesi, Gábor Fehér, András Korn: Distributed Intrusion Detection Systems 
against Worms, Ericsson International High Speed Networking Workshop, Mátraháza, 
May 23-24, 2005, pp. 59-615 
[9] András Korn, Gábor Fehér: Zero Hour Outbreak Prevention Using Traffic Anomaly 
Detection, Proceedings of the First European Conference on Computer Network Defence, 
pp. 219-228, 2005, Springer, ISBN 1-84628-311-6. 
[10] Fehér Gábor, Korn András: New Simulation Results for WANDA, the Worm 
ANomaly Detector Algorithm, poster 91., Ericsson High Speed Networking Workshop, 
Balatonkenese, May 23-24, 2006. 

2.1 Introduction 

I had to find some aspect of worms that distinguishes their network behaviour from 
benign applications. Of course, an immediate difference between worms and legitimate 
applications is that the latter don’t spread from system to system. 

Indeed it is the very act of spreading that can be spotted by looking at network 
traffic[34]. At the time of this research there were, from a network perspective, two 
fundamentally different ways in which a worm could actively spread. One of them was 
mailing themselves to many different addresses via an SMTP smarthost (e.g. that of the 
infected computer). The other involved connecting to many different network addresses, 
either to exploit an exploitable weakness in software running on the remote computer, or 
to deliver, via SMTP, an email message that contains the worm directly (instead of 
through the smarthost). From the network perspective, it doesn’t make a difference: what 
we would see in the latter case is a lot of short-lived connections to lots of different 
addresses. If the worm is trying to exploit a weakness, many of these connection attempts 
may be unsuccessful (which is what the detector described in [38] is based on). 

Note that it is also possible for worms to spread passively, by waiting for the victim 
to access an infected website using a vulnerable browser. Such a worm would have two 

                                           
5 WANDA is based on the idea behind RESPIRE (described in chapter 3). The first worm 

detector based on RESPIRE was published by Judit Gyimesi (while working under my 
supervision) in [30]. [8], to which my contribution was marginal, describes essentially the same 
algorithm; I cite it here because it is a different realisation of the same idea as WANDA. 
WANDA is not based directly on the algorithm described in [30] and [8], although sharing the 
underlying idea makes it necessarily similar in some ways. WANDA as described in this 
dissertation was first published in [9] and is my own work. 
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different “stages”: one stage infects websites, the other client systems. I did not consider 
such worms because the historic high-profile worms (MyDoom, Sasser, Code Red[36], 
Sl@mmer[37] etc.) were all single-stage worms that spread by exploiting remote 
vulnerabilities in a scripted fashion[33]. 

Exploiting weaknesses only makes sense if the weakness is present in a widely 
deployed application that uses a well-known port number; otherwise, the worm couldn’t 
spread very effectively because it would have to spend too much time looking for 
vulnerable systems, and the maximum total number of infected systems would also be 
very limited. 

Thus, detecting a spreading worm boils down to the following: 
• Detect a huge increase in the volume of mail originating from a host or subnet (if the 

worm uses a smarthost). This would be relatively easy to do on the smarthost itself; I 
will not deal with this scenario here. 

• Detect if a host or subnet tries to connect to one of at most a few dozen well-known 
ports on many different remote systems. This is what the algorithm I propose can do. 

2.2 State of the art 

Worm detection is a sub-problem of network intrusion detection. A great many network 
intrusion detection systems (NIDS) have been proposed in the last two decades. This 
chapter is divided into subchapters: in 2.2.1, I introduce network intrusion detection in 
general; in 2.2.2, I briefly explain how scanning worms work; in 2.2.3, I review other 
worm detection/containment systems (up to the time of the publication of [9]); and in 
2.2.4, I compare WANDA to DIB:S, which was published a few months before [9] and 
which proposes a somewhat similar system. 

2.2.1 Network intrusion detection in general 

[59] contains a good overview of NIDS up to the time of its publication: “Most of the 
network ID systems described here perform signature-based detection; few perform 
anomaly detection (NSM, EMERALD and to a limited extent NID and ASIM). Some 
systems have only a single monitor (NSM, NID, ASIM), but most use multiple monitors 
distributed across the network. These multi-monitor systems collate information in one of 
two ways: either centrally (NADIR, DIDs, NetSTAT, NetRanger) or hierarchically 
(EMERALD, AAFID, GrIDS). The hierarchical architectures have the advantage of 
scalability. The largest difference between the signature-based systems is in the way they 
model intrusion signatures. The most common approach is to use expert systems 
(NADIR, EMERALD, DIDs, NID). More unusual approaches include a method of 
encoding attack signatures with state transition diagrams (NetSTAT), and representing 
attack signatures as graphs (GrIDS). The three systems (NSM, EMERALD, ASIM) that 
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perform anomaly detection both use some form of statistical analyses. In the case of 
AAFID, it is not clear what analysis methods are or will be used. The architecture is 
flexible enough to support different analysis methods; indeed, it is flexible enough to 
support both signature-based and anomaly detection.” The interested reader is kindly 
referred to [59] for bibliographical references. 

Chen et al., in [60], list many problems that plague all intrusion detection systems: 
“Threat evaluation focuses on measuring the potential impact of actual threats against 
the system. Threat information is obtained by sampling of intrusion detection sensor 
(IDS) alerts, by penetration tests, by analyzing selected metrics of network performance, 
or by combination of three techniques. At present, commercial products utilizing threat 
evaluation are still rare, but research is on-going (Porras et al., 2002; Cohen, 2004; Hariri 
et al., 2003; Snort Project, 2004). The accuracy of threat evaluation based on IDS alerts 
is undermined by false positives (Cuppens and Miège, 2002) and by the failure to 
distinguish between successful attacks and failed attacks (Lippmann et al., 2002). 
Moreover, IDSs also have the shortcoming of producing a large amount of alerts per 
sensor per day, which overwhelms administrators andmakes it difficult for them to 
interpret the alerts accurately (Manganaris et al., 2000).” 

2.2.2 Types of worms 

Worms can be classified based on a number of criteria. One of these is the infection 
mechanism. There are, from a network perspective, at least two ways in which a worm 
can spread. One of them involves connecting to many different network addresses in 
order to exploit an exploitable weakness in software running on the remote computer. 
Many of these connection attempts may be unsuccessful, depending on how targets are 
chosen. 

The other way involves exploiting a weakness not in a particular service, but in 
software that analyzes traffic pertaining to a service. Worms of this kind are very rare; a 
notable example is the Witty worm[33]. 

Exploiting weaknesses only makes sense if the weakness is present in a relatively 
widely deployed application that uses a well-known port number; otherwise, the worm 
couldn’t spread very effectively because it would have to spend too much time looking for 
vulnerable systems, and the maximum total number of infected systems would also be 
very limited. 

On the other hand, bandwidth-limited worms can and do infect relatively unpopular 
software such as the security products of ISS; the total infectable population for the 
Witty worm was about 12,000 computers [33]. This means that for our purposes, “widely 
deployed” software must include applications with only thousands of instances running 
world-wide. 
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Bandwidth-limited worms can be contrasted with latency-limited worms, such as 
Code-Red [36]. Latency-limited worms spend much time waiting for attempted 
connections to either succeed or time out. Typically, TCP-based worms are latency-
limited whereas UDP-based worms are bandwidth-limited. However, all latency-limited 
worms could be rewritten as bandwidth-limited worms at the cost of increasing code size 
and complexity. A bandwidth-limited worm can try to infect remote systems at wire 
speed, reaching scan rates as high as 20,000/second in the case of Slammer [37]. 

In this dissertation, I don’t consider viruses that spread via e-mail because those 
require human intervention (at the very least, previewing an infected message in Outlook 
Express) to spread; my concern is network worms that spread entirely autonomously6. 

Another important characteristic of worms is how they choose their victims. Typical 
strategies include “random scan”, “routable scan”, “divide and conquer” and “hitlist”, or 
possibly a combination of these. Random scanning means that the worm chooses its next 
target from the entire IPv4 address space using a uniform distribution. This typically 
yields a sigmoid infection curve [32]. 

Routable scanning intentionally avoids contacting invalid IPv4 addresses (unassigned 
and reserved addresses), but is otherwise random. Worms using this approach include e.g. 
CodeRedII. The benefit over the random scan approach is twofold: first, the worm 
doesn’t waste packets on remote IPs that won’t be reachable anyway, and second, it is 
less likely to hit some darknet-based sensors that log traffic sent to invalid IPs on the 
assumption that such traffic is never legitimate. 

Divide and conquer worm instances each are assigned a section of IPv4 address space 
they will try to scan; on successful infection, they halve this section and have the newly 
spawned worm instance scan one of the halves, whereas the original instance continues 
with the first half. This avoids scanning the same IP twice and thus minimizes the time it 
takes for all IPs to be scanned. 

A worm that has a hitlist has a priori knowledge of vulnerable systems and can avoid 
scanning any others until all or many computers on the hitlist have been infected. While 
no worm with a hitlist of several thousand entries has surfaced so far, the possibility 
exists. 

2.2.3 Worm detection 

Staniford[64] notes that “The seminal paper on worm containment per-se is the work of 
Moore et al[65], who studied requirements for worm containment on the public Internet. 
By studying the “requirements”, they mean that they do not propose any particular 

                                           
6 Nonetheless, e-mail viruses that aggressively mass-mail themselves to many recipients 

would be detected by WANDA because of the increase in the number of different destinations 
for new SMTP connections. 
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detection technique, but instead assume that detection and dissemination of detection 
results takes a fixed amount of time (which is a parameter of their model), and then that 
containment is done in one of two ways. Either a) infected IP addresses are blocked, or 
b) a signature is created that prevents any further propagation of the worm through 
containment devices.” Moore et al. show that “containment can be effective with plausible 
reaction times for Code Red type worms, but that reaction must be automated”; and that 
“aggressive worms cannot be contained well at all unless deployment of the containment 
technology is fairly complete.” 

The network behaviour of remote exploit based worms (or “scan based worms”, 
“(random) scanning worms” etc.) is analysed thoroughly in [33]. 

Zhou et al., in [34] and [35], propose a Kalman filter based approach to detecting the 
early exponential stage of worm propagation: “A worm code exhibits simple attack 
behaviors; all computers infected by a worm send out infection traffic that has similar 
statistical characteristics. Moreover, a worm’s propagation in the Internet usually follows 
some dynamic models because of its large-scale distributed infection. […] Based on this 
observation, we present a new detection methodology, “trend detection,” by using the 
principle “detecting monitored traffic trend, not burst. […] Our “trend detection” system 
attempts to detect the dynamic trend of monitored traffic based on the fact that, at the 
early stage, a worm propagates exponentially with a constant, positive exponential rate. 
The “trend” we try to detect is the exponential growth trend of monitored traffic. […] 
Based on worm propagation dynamic models, we detect the presence of a worm in its 
early propagation stage by using the Kalman filter estimation algorithm, which is robust 
to background noise existing in the monitored data. The Kalman filter is activated when 
the monitoring system encounters a surge of illegitimate scan activities. If the infection 
rate estimated by the Kalman filter, which is also the exponential growth rate of a 
worm’s propagation at its early stage, stabilizes and oscillates slightly around a constant 
positive value, we claim that the illegitimate scan activities are mainly caused by a worm, 
even if the estimated worm infection rate is still not well converged.” 

Some aspects of the proposed detector are not dissimilar to WANDA: for example, it 
uses discrete “monitoring intervals” and counts “illegitimate scan traffic” occurring within 
them. However, its success depends heavily on choosing the correct length for this 
monitoring interval; and as the authors themselves note, there is no single value that 
would be appropriate for all worms. WANDA (if the optional enhancements discussed in 
2.6 are applied) doesn’t suffer from this problem, which is also mitigated by the ability to 
use different monitoring intervals and alert thresholds on a per-port basis, thereby taking 
a priori knowledge of “normal” traffic characteristics into account. 

Another key difference is that the authors of [35] propose to set up a global “Internet 
Malware Warning Center” (which would have access to many detectors scattered around 
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the entire Internet); WANDA, in contrast, doesn’t require global cooperation, but can 
benefit from it. 

A similar global architecture is envisioned by Wu et al. in [38]; their detector, like 
WANDA, is based on “victim counting”: “Serious worm incidents usually involve a large 
number of hosts that scan specific ports on a set of addresses. Many of these addresses 
are inactive. If we detect a large number of distinct addresses scanning the inactive ports, 
within a short period of time, then it is highly possible that a worm attack is going on.” 
Wu et al. confirm that such “victim counting” can effectively detect scanning worms like 
Code Red. Their detector, however, involves a global, central “monitoring and detection 
center” whose scalability and resource requirements are not investigated, as well as a 
large number of detectors spread throughout the Internet. It also mainly focuses on 
detecting scan traffic to otherwise inactive addresses, like a network telescope. 

So-called “network telescopes” (see e.g. [61] and its bibliography) have been used to 
observe worm activity (see e.g. [62], where a virtual honeynet is placed in an otherwise 
unused address block); these don’t require global cooperation, merely large amounts of 
unused IPv4 address space – such as a Class A subnet (16.7 million addresses). Network 
telescopes are thus extremely useful and powerful tools of science but not practicable for 
general use. 

[62] is, of course, not the only honeypot/honeynet based approach to worm detection; 
Provos’s paper [69] is a well-known other example, but only one of several. Honeypots are 
very useful for automatic payload extraction and signature generation (as noted in e.g. 
[70]). However, a honeypot based detector is very different from a network traffic 
anomaly detector; thus, meaningful comparisons with WANDA are difficult to make. 

Staniford’s widely cited paper [64] is interesting in that it investigates ways of 
protecting an enterprise network against worms, which is WANDA’s goal also. Staniford 
introduces his work saying “This paper confines its attention to network layer worm 
containment. Here there are two general approaches [...] One is to identify worms by the 
misbehavior of particular network addresses and confine those addresses from further 
communication. The other is to identify common features of the worm network 
connections and subsequently filter all similar connections based on the suspicious 
content. Research into the second approach is in its infancy […]” WANDA attempts to 
follow both approaches: it infers the common features of the worm connections from the 
misbehaviour of particular network addresses. 

Staniford goes on to describe his company’s commercial product CounterMalice, 
which “works by watching the behavior of an IP address and building a composite score 
of its misbehavior based both on the number of destinations an IP talks to, and also the 
number of those that haven’t responded.” This is very similar to how WANDA works, 
although WANDA counts on a subnet level first and only looks at individual source IPs 
if the subnet is misbehaving. 
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The author further notes that “An organization has more ability than the Internet as 
a whole to design and deploy a rational worm containment system. […] The basic reason 
for this is that trying to contain worms coming inbound from a big network into a small 
network is extremely difficult. This is because an inbound containment system is exposed 
to the attacks of many infected IPs in the big network, but only sees a small amount of 
the behavior of each, thus being slow to trigger blocking the bad address. By contrast, 
outbound containment can see a high proportion of the behavior of an infected address 
and block it before it succeeds in reproducing itself. Inbound containment is also very 
vulnerable to denial of service attacks when scans are sent with spoofed source addresses. 
Outbound containment at least sharply restricts the range of feasible spoofing […].” This 
observation is also the basis of WANDA. 

The rest of Staniford’s paper consists of a thorough analytical analysis of various 
worm scanning scenarios and how containment efforts would affect them and infection 
rates; the operation of (the alas, patented) CounterMalice is not explained further. 

[38] was not the only connection counter based worm detector contemporaneous with 
WANDA[9]. Williamson, in [66], describes a system where the network stack of hosts was 
modified to rate limit the speed at which new destination IPs could be contacted. 
Williamson found that normal human use of a computer didn’t result in a new 
destination rate higher than 1-2Hz, whereas worms have been known to scan faster than 
that. Using a leaky bucket, he throttled outgoing connections to this lower rate; if an 
application caused the bucked to overflow, it was terminated. Some experiments and 
modelling seem to indicate that this approach, had it been widely deployed, would have 
stopped then-recent worms effectively. 

WANDA does something very similar, but at the network level. Important differences 
are that hundreds of hosts can be considered simultaneously and memory efficiently; as 
well as that connection attempts are not delayed – there is no leaky bucket, nor can there 
realistically be one, because WANDA merely observes traffic (e.g. via NetFlow). The 
detector doesn’t need to be placed in the traffic path. 

Weaver et al., in [67], describe a system superficially similar to WANDA. It is, 
however, optimised for embedded systems; many compromises had to be made in 
detection accuracy (favouring false negatives) to accommodate hardware restrictions. For 
example, approximate caches are used to track connection attempts between internal and 
external hosts; this means that sometimes, when cache collisions occur, new connections 
will not be recognised as being new. This also makes the detector itself vulnerable to 
attacks: “Attackers can exploit false negatives or positives by either using them to create 
worms that evade detection, or by triggering responses to impair legitimate traffic.” Such 
attacks are difficult but not unrealistic. WANDA differs from this detector in that it is 
aimed at a pure software implementation (and thus, deployability within a shorter time 
frame); and more importantly in that it doesn’t start tracking connections to and from 
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individual IPs until the internal subnet it monitors starts to behave suspiciously, thus 
conserving resources during normal operation (when no worm outbreak is in progress). 

Whyte et al., in [68], propose a worm detector based on an original idea: they argue 
that normally (in the majority of cases), network connections are preceded by DNS 
lookups; however, random scanning worms generate IP addresses to contact internally 
and thus don’t need to look anything up in DNS. Therefore, if a connection attempt to 
an IP is made without that IP being part of a DNS reply before, it is not unreasonable to 
suspect that a worm may be responsible. While the idea is delightfully original and 
appealing in its apparent simplicity, there are some practical problems with it. 

In order to achieve high confidence, the detector would need to keep track of which 
client received which IPs with what TTLs (time to live) – effectively emulating the 
collective DNS caches of all monitored systems. This can require excessive amounts of 
memory. Resource usage can be reduced (at the cost of also reducing accuracy) by 
aggregating the DNS caches (similar to how WANDA first aggregates the traffic of an 
entire subnet). 

Incorrect client implementations that cache DNS records after their TTL expired are 
relatively common7 and can lead to false positives. 

Whyte et al. also note that UDP “connections” are problematic; in the case of TCP, 
they can detect new connections by inspecting the SYN bit, but in the case of UDP, 
there is no knowing whether a packet represents a new “connection” or is part of an 
existing session. A UDP “session” can be arbitrarily long and easily exceed the TTL of the 
DNS record that was fetched before establishing it (UDP based VPNs are good examples 
of this). Furthermore, as also noted in the paper, DNS based worm detection only stands 
a realistic chance of avoiding a high number of false positives if the network it is 
deployed on implements a rather restrictive security policy; for example, it must not 
allow any peer-to-peer traffic, because almost all p2p connections would result in false 
alerts. 

2.2.4 A comparison with DIB:S 

Berk et al. in [63] propose a detector called DIB:S, of which I was not aware at the time I 
was working on WANDA but which is similar enough to WANDA to warrant a more 
detailed comparison. 

                                           
7 For example, many applications look up hostnames once on startup and keep using the 

IP that was returned, with no regard to DNS TTL. This doesn’t cause problems in most 
cases, because a) TTL values tend to be either longer than the expected run-time of most 
consumer applications; b) most DNS records don’t change frequently even if their TTL is low; 
and c) records with extremely low TTLs often pertain to load balancers, so that re-using the 
same IP works and merely bypasses the DNS based load-balancing logic. 
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DIB:S gathers ICMP destination unreachable “messages from instrumented network 
routers, identifies those patterns of unreachable messages that indicate malicious 
scanning activity, and then searches for patterns of scanning activity that indicate a 
propagating worm.” Such ICMP destination unreachable messages are generated by 
routers when a worm (or a legitimate source) tries to connect to an unreachable host, or 
by a host when a communication with a nonexistent UDP service (or transport layer 
protocol, but that is currently irrelevant as far as worms are concerned) is attempted. 

WANDA can make use of such data but doesn’t require special router 
instrumentation (other than the industry standard NetFlow statistics routers routinely 
export anyway). Additionally, WANDA also takes successful connections into account, 
not only unsuccessful ones; thus, it stands a higher chance of detecting “hit-list” worms 
(that come pre-loaded with a list of vulnerable remote systems) than DIB:S which relies 
purely on unsuccessful connection attempts for detection. 

DIB:S is another example of a system that only becomes truly effective when 
deployed globally: the authors say “Even if a worm instance probes any single network 
only a few times, DIB:S still will detect the scan as long as there are enough 
instrumented border routers distributed throughout the Internet. […] production use 
requires a wide deployment on the Internet. As test results show, a participating router 
coverage [in terms of address space, not number of routers] around 1% to 2% would be 
enough to get a good view and reasonably early warning of Internet epidemics.” The 
authors concede that “Achieving a coverage of 3.5% Class A networks will be 
administratively difficult […].” 

In contrast, WANDA’s goal is less ambitious: it doesn’t try to detect worms globally, 
merely within the bailiwick of the deploying organisation(s). Global deployment is 
certainly an option, but not a requirement for effectiveness. 

One anomaly DIB:S is detects is the same as what WANDA detects: “DIB:S will 
generate an alert in four primary cases. […] in the last Δt seconds, on the same port p 
and using the same protocol P, one host has contacted N different IP addresses […].” 
DIB:S is algorithmically more complex than WANDA because it also attempts to detect 
other anomalies, such as repeated connection attempts by one client to the same server. 
Like WANDA, it can also be used to detect portscans (the authors refer to portscans as 
“secondary [alert] cases”). 

With DIB:S, the actual detection (and alerting) is performed by a subsystem the 
authors call TRAFEN, which is algorithmically complex: “TRAFEN […] is a framework 
for building tracking and fusion systems. […] prototype is implemented in Java, provides 
class libraries for (1) subscribing to one or more available eXtended[sic] Markup 
Language (XML) observation streams, (2) publishing tracks (or sets of correlated 
observations) to higher-level consumers, (3) dynamically[sic] and loading the desired 
Multiple Hypothesis Tracking (MHT) algorithm […], and most importantly, (4) using 
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that algorithm to maintain a set of hypotheses that explain the observations. Each 
hypothesis itself is a set of mutually consistent tracks, and the MHT algorithm assigns a 
probability to each hypothesis (and each track inside the hypothesis).” Using this 
detector, the authors achieved detection in a simulation when between 8 and 23% of all 
vulnerable system were infected. In their simulation, only 0.1% of all simulated 
computers were vulnerable (a low percentage is favourable to DIB:S, because it results in 
a high rate of unsuccessful connection attempts, and thus many ICMP messages per 
successful infection); in the published WANDA simulations8, this percentage was 20%. 
The cooperative, distributed version of WANDA was able to contain the worm when but 
7% of all vulnerable systems were infected. As the simulations differed in many specifics, 
these figures can not be compared directly, but it seems safe to say that WANDA offers 
detection accuracy and speed comparable to that of DIB:S while being considerably easier 
to implement and working only with data available locally. 

DIB:S was found to improve as network size increased, but its resource consumption 
was not investigated; as it relies on centralised processing of ICMP messages, it is unclear 
how well it would scale. In particular, the authors note that “[…] concerns include the 
scalability of the system […] the network bandwidth for incoming ICMP-T3 messages is 
limited.” 

In contrast, WANDA’s memory and CPU time requirements are bounded and can be 
tuned/estimated relatively easily; also, the algorithm has a distributed mode where 
several cooperating nodes only monitor a fraction of all traffic each, thereby ensuring 
scalability and limited bandwidth requirements, at least up to the point where inter-node 
communication becomes a limiting factor9. 

DIB:S as presented in [63] relies on not more than 39 seconds passing between 
observed scan attempts by the worm (however, the authors assert that DIB:S could be 
modified to deal with slower worms as well); WANDA (especially enhanced as described 
in 2.6) needs have no such limit. 

2.3 How WANDA works 

Recall that we expect worms to engage in network scanning, that is, connecting to the 
same port(s) on many remote systems. In order to detect the traffic anomaly this results 

                                           
8 WANDA, as published, is indifferent to whether connections succeed or not, although 

unsuccessful connections could be treated specially to improve detection. 
9 Such a limit could be pushed further by arranging WANDA detectors hierarchically and 

aggregating lower hierarchy levels so they appear as single nodes to nodes on higher levels. As 
global scalability was not an explicit design goal of WANDA, I haven’t investigated this 
further. In local networks of realistic size, with at most a few hundred detectors, no scalability 
problems are readily apparent. 
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in, we need an efficient way of coming up with the statistics we expect to change. That 
is, for each port we monitor, we need to keep track of the rate of new/different addresses 
being connected to. This can be done using an approach similar to the one used in 
RESPIRE[1], discussed below. 

What follows is a textual explanation of how WANDA works. A pseudocode 
representation is provided in Appendix A. 

2.3.1 Autonomous detection 

Detecting internal outbreaks 

Let us allocate a tree structure for each port that we monitor. The root node contains 
256 pointers (initially NULL) and a counter that counts the number of leaves in the tree. 
The leaves of the tree correspond to IP addresses. Leaf nodes are four levels away from 
the root; all intermediate nodes contain 256 pointers. A node for IP 22.33.44.55 is added 
by allocating root→22 if it doesn’t exist yet; then allocating root→22→33, 
root→22→33→44 and finally root→22→33→44→55. The total size of the tree is bounded 
by the value of a suspicion threshold (σ), discussed below. 

Each time a new connection to the given port from the monitored subnet is detected, 
we check whether the destination IP has a corresponding leaf in our tree. If yes, we do 
nothing. If not, we add the leaf and increase the counter in the root node. We reset the 
tree periodically (every few minutes). Memory consumption is bounded, because we can 
stop counting (and thus allocating new nodes) once the number of leaves reaches σ. If the 
counter exceeds σ, we assume that a worm attack is taking place. 
σ would typically differ from port to port; while it is probably normal for a desktop 

system to contact up to several dozen different webservers per hour, it is unlikely that an 
ordinary user would need to access more than a handful of different MS SQL servers a 
day, for example. The threshold will also depend on the size of the subnet being 
monitored and even the behaviour patterns of the users. In my simulation, the IDS 
(Intrusion Detection System) tried to guess the correct threshold by observing traffic 
declared to be normal for a few hours. 

As noted above, the algorithm relies on one such counting tree for each TCP/UDP 
port being monitored. This tree keeps track of the rate of new addresses being contacted 
by the set of hosts in the monitored subnet. Additionally, if the identification of infected 
nodes in the monitored network is desired, new trees must be allocated dynamically that 
track the connection rates of individual hosts. 

Once a suspicion of infection exists, several countermeasures are possible. We can 
block all further traffic on the suspected infection port until administrator intervention. 
This would definitely stop the worm but probably inconvenience the users. A somewhat 
more lenient approach would still permit traffic to and from hosts on a whitelist; this 
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runs the risk of infecting those hosts but ensures that users still have access to critical 
services. 

We can also determine which specific boxes in our subnet are infected by finding out 
which source IP is communicating with more than the normal number of different 
destinations on the now known infection port (we can either prohibit or allow new 
connections while this is being done; in the simulation, new connections were allowed, but 
better containment can be achieved by temporarily blocking them, at the cost of some 
collateral damage). This is done in much the same way as above, except that each source 
address now has its own tree of destinations, and the threshold can, in many cases, be 
substantially lower than for the entire subnet. 

It would be impractical to monitor each source separately from the beginning due to 
memory constraints; whether it can be done for a single port (the single one of the several 
dozen well-known ports we monitor that we now know the worm uses to propagate) 
depends on the size of the subnet we have to keep track of. It is entirely realistic for a 
class C subnet, but probably out of the question for a class B (where it can only be done, 
in a distributed manner, if we partition the network into much smaller subnets, all of 
which have their own IDS). 

Once we have the addresses of the boxes we suspect of being infected, we can block 
just their traffic on the propagation port (preferably at the switch level so they can’t 
infect other systems in the same subnet either). At the cost of some time, memory and 
processing power, we can thus avoid disrupting the work of users with uninfected 
computers. 

The algorithm could be refined by assigning a larger weight to failed connection 
attempts than to successful ones; this would speed up worm detection, because legitimate 
connection attempts mostly succeed, whereas a worm typically tries to connect to random 
addresses, many of which will not run the targeted service or be unreachable altogether. 
The simulator did not take this into account. 

Another possible adjustment is to enumerate some servers we know our users will 
attempt legitimate connections with and not count their IPs (by, for example, initializing 
the tree with their nodes already in place and the counter set to zero; but this is only one 
of several possible approaches). This can help lower the suspicion threshold and thus 
speed up detection and increase containment effectiveness. 

Detecting external outbreaks 

The algorithm as described above is primarily useful for detecting worms within the 
monitored network that try to infect other internal or external hosts. A very similar 
approach can be used to detect worms that try to infect our network from the outside. 
Using the algorithm discussed previously, we track the rate at which connections to 
different internal addresses are attempted by the aggregated set of all external hosts on 
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each of the monitored well-known ports. In a controlled (e.g. corporate) environment, we 
have a priori knowledge of the distribution of services, so it is sufficient to keep track of 
connections to the ports actually in use. In more liberal (for example, university) 
networks, no such assumptions can usually be made, and the full list of a few dozen well-
known and possibly exploitable ports must be considered. 

The threshold of suspicion can, in most cases, be much lower for external worms, 
because we may know how many different IPs in our network actually run a service on 
each port. If someone is trying to connect to more than twice as many, there is reason for 
suspicion. Also, the additional weight for failed connection attempts to addresses that we 
know don’t run the service (or are not even in use) could be much larger than in the case 
of the internal worm (where we don’t know for sure that the remote service isn’t 
supposed to be there anyway, and the connection failure could be intermittent). 

The main difference between the case when the worm is on the inside and the case 
when it comes from the outside is how we can react. In the latter case, we don’t need to 
find the specific source IP(s) the worm tries to infect our network from; in case of a 
major outbreak, the list entries would number in the hundreds of thousands, which would 
be challenging for firewalls to handle. Instead, it is probably sufficient to identify the 
class C networks the worm attacks originate in (so the tree can be one level less deep in 
this case). We can block incoming connections to the infection port from these networks; 
however, if the port pertains to some public service (such as HTTP), the trade-off 
between service availability and the possibility of malware infection must be considered. 

The relevant firewall rules can be arranged hierarchically (and aggregated, when 
possible) to speed up processing. Unfortunately, this policy can backfire if attackers 
simulate a worm infection attempt from spoofed addresses in order to have those 
addresses blocked by our firewall. It is to be hoped that source address spoofing will 
become a lot more difficult at some time in the future; until then, the automatic creation 
of traffic filtering rules remains dangerous. Still, detecting external worm threats can be 
used to alert staff. 

Another way of detecting external worm threats would be to track the rate of 
appearance of new external clients to our internal servers (using the same approach as 
above); when a substantial part of the Internet is already infected, the infection attempts 
will raise the rate of new incoming connections. This is, in fact, how high-profile worms of 
the past brought the Internet to its knees: the sheer volume of infection related traffic 
saturated many links. WANDA is capable of issuing earlier warnings. 

Conclusion 

Two of the appealing features of the autonomous version of WANDA are its 
simplicity and the lack of complex pre-requisites. NetFlow traffic data is sufficient input 
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for WANDA and is easily obtained from virtually all COTS routers, as well as many 
switches; it can likewise easily be integrated with a connection tracking firewall. 

Since NetFlow is often archived, WANDA can also be used to find likely sources of an 
infection after the fact. 

2.3.2 Distributed detection 

There are two problems with the autonomous WANDA as presented above: the problem 
of the suspicion threshold (σ), and the problem of resource consumption. 

WANDA makes heavy use of an arbitrary suspicion threshold (which expresses the 
rate at which new servers are being contacted from the monitored subnet). Choosing the 
right threshold can be difficult, but making the wrong choice can have severe 
consequences: blocking of legitimate traffic (due to false positive detection) if it is set too 
low and the failure to detect a worm if set too high. 

Another problem is that for large, busy internal networks with several thousand 
hosts, much memory may be needed to hold the data structures the algorithm uses. 

Both of these problems can be extenuated by distributing the detection algorithm to 
several IDS nodes that each keep track of only a portion of all traffic. If the internal 
network is hierarchical, a natural choice would be to equip each smaller subnet with an 
IDS; if not, the scope of each IDS can be chosen arbitrarily. 

In many institutional networks, different subnets can be expected to behave 
differently (for example, the Sales division probably uses SSH a lot less than the IT 
division); distributed detection can take these differences into account by setting different 
suspicion thresholds for each subnet. 

Detection accuracy can be increased by making the suspicion threshold “fuzzy”. Let us 
call the previously explained suspicion threshold red alert threshold (σ1) now. If an IDS 
reaches some appreciable fraction of σ1 (the yellow alert threshold or σ2), it can raise its 
alert level to yellow. When going to yellow alert, the IDS initiates a vote10 on whether to 
go to red alert; if a pre-determined amount of IDS nodes are at yellow alert for the 
service (port) in question, the entire network can go to red alert even if σ1 hasn’t been 
reached yet anywhere. The assumption behind this approach is that worm outbreaks will 
in many cases not be isolated; thus, if several subnets exhibit the same slightly 
anomalous behaviour, it is safer to assume that a worm attack is in progress than if only 

                                           
10 Or broadcasts this state change, while keeping track of the states of other detector 

nodes; such specifics only become important in very large deployments. 
It would even be possible to construct a peer to peer (or, rather, friend-to-friend) network 

of WANDA detectors, not unlike the one proposed in [73], in which not all participating 
nodes know of each other and each only trusts its own neighbours. 
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one subnet is misbehaving, which could just be caused by a single errant user or 
application. 

At yellow alert, the IDS can already begin tracking the traffic of individual hosts 
(instead of whole subnets) on the suspected infection port. This has the advantage that 
infected systems can be identified faster once the conditions for a red alert are met; 
additionally, since in many cases the per-host new destination rate threshold can be lower 
than the per-subnet threshold, individual suspicious hosts can already be found and 
blocked11. While this logic wasn’t implemented in the simulator discussed below (only the 
two distinct alert levels and the voting were), it is easy to see that it could have 
decreased the reaction time of WANDA. 

The memory footprint and CPU cost is naturally reduced if each IDS only has to 
track a fraction of all hosts on the internal network. 

2.3.3 False positives 

Extreme usage burstiness of a particular service may cause false detection; for 
example, if a user suddenly decides to run an Internet survey to determine the 
distribution of name server software in use, we may wrongly decide to block their DNS 
traffic. This probably can’t be helped; the user would need to make prior arrangements 
with network management to prevent being identified as a worm. 

Another likely-looking case of false positive detection would be peer-to-peer file-
sharing activity, provided the application uses a well-known port (possibly in order to 
bypass firewall restrictions). 

2.4 WANDA simulations 

In order to demonstrate that the algorithm is useful (i.e. that the predicted traffic 
anomaly is there and can be detected), I implemented it in a simulator. Please note that 
it was not the purpose of these simulations to thoroughly explore the parameter space of 
WANDA: instead, a single, typical scenario was simulated in order to a) prove the 
effectiveness of the algorithm and b) compare the performance of the autonomous and 
distributed modes. 

I chose a believable, realistic scenario; one that wasn’t optimised for ease of worm 
confinement, and demonstrated that in this particular case, WANDA was effective. 

Before describing the setup, let us introduce two shorthand notations: let U[x;y] 
denote a uniformly distributed random variable between x and y and let exp(x) denote an 
exponentially distributed random variable with an expected value of x. 

                                           
11 Doing this from the beginning would negate the memory savings of only tracking 

subnet aggregate traffic before the yellow alert threshold is reached. 
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The simulation scenario was set up so that it would resemble a small campus network 
with a few thousand computers. The computers would be organised into 20 subnets and 
would engage in simulated legitimate activity, while a simulated worm would try to 
infect the services running on the same port. The parameters of legitimate traffic were set 
so that clients could be expected to talk to a relatively high number of different servers. 
Thus, the suspicion threshold had to be high, which increased reaction time. 

The simulated campus network consisted of 20 “internal” subnets: one with 50 and 
one with 200 computers; the other 18 each had U[100; 240] computers. The packet transit 
delay was exp(0.01) seconds. I only simulated TCP traffic bound for port 80 (i.e. web 
traffic). This is a particularly hard case because legitimate web browsing traffic is also 
pretty diverse. 

The simulated topology was flat: each outbound data packet from an internal 
network passed through exactly one IDS when bound for an external address and two 
IDSes when bound for a different internal network. I simulated three scenarios: one where 
the IDSes were inactive; one where they were autonomous; and one where they co-
operated. 

I introduced one copy of a generic worm (similar to MyDoom, Sasser etc.) into two 
internal subnets after the first four simulated hours had elapsed. The simulated worm 
behaved as a Poisson process with a parameter of 10 minutes; when active, it tried to 
infect U[0; 20] randomly chosen addresses from a randomly chosen class C network in one 
go. It alternated between trying to infect external and internal networks (some real 
worms, e.g. Code Red 2 and Nimda, behaved in a similar manner). Each attacked 
computer stood a 20% chance of being up and running a vulnerable implementation of 
the attacked service at the time of attack. This is very generous; no network worm ever 
infected even close to 20% of the Internet; moreover, according to a quick survey I 
conducted in 2006, only about 115 routable IP addresses in 10,000 actually run externally 
reachable web servers. 

The IDS nodes used an observation granularity of one minute. In the autonomous 
scenario, σ1 was 1.1 times the maximum rate of “normal” traffic they saw during the first 
four hours; in the cooperative scenario, it was 1.2. σ2 threshold was 0.6 times the 
maximum normal rate. The voting quorum for going to red alert was 0.5; that is, if more 
than half of the IDS nodes were at yellow alert, the system went to red alert. 

I also simulated some legitimate traffic. Every computer in every internal network 
also ran a legitimate client modelled as an on-off source that was inactive for exp(1) 
hour. It then “browsed” for exp(5) minutes, during which it accessed U[0; 8] different 
remote webservers simultaneously (which is similar to what happens when a new web 
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page is loaded) and then paused for exp(1) minute, which accounted for the time the user 
spent reading the content they had just fetched12. 

The simulation ended after eight hours of simulated time. 
Figure 1 and Figure 2 below show data gathered from the simulated internal network 

with 200 nodes. The seemingly random blue plot shows how many different webservers 
were contacted by nodes in this subnet during each minute. The grey line at the bottom 
shows the number of infected computers in the subnet. The dashed lines mark the 
computed threshold value (σ) for blocking traffic in Figure 1 and the threshold values for 
the yellow and red alert levels (σ1 and σ2 respectively) in Figure 2, where the IDS nodes 
worked in their distributed cooperative mode. The events used to “train” the IDS in the 
beginning were the same in both cases; however, we can observe different behaviour after 
the worm has been introduced. Some data points that may be difficult to gather from the 
plots: σ/σ1: 149/163; σ2: 98; time of first infection: 4:28/4:27; time when traffic was 
blocked: 5:57 vs. 5:09 (the voting mechanism allowed the firewall to kick in earlier). Note 
that in Figure 1 traffic is strong even towards the end of the simulation, whereas in 
Figure 2 this is not the case, because the other IDSs/firewalls are also blocking traffic 
and because fewer total infections have taken place. 
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Figure 1. Simulation results of the scenario where the IDSes worked 

autonomously 

                                           
12 While this is a simplistic approach to modelling web browsing, the only characteristic 

relevant to the simulation is the rate at which clients connect to new servers, and in that 
respect, these parameters are not unrealistic. 
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Figure 2. Simulation results of the scenario where the IDSes worked in 

distributed mode 

Figure 3 below shows how many computers were infected in each subnet at the end of 
the simulation. The total number of infections is lowest in the cooperative case. There 
were 3598 infected systems (in fact, all simulated internal nodes13) when no IDS was 
used; 370 when the IDSes worked autonomously; and only 238, less than 7% of the no-
IDS case, when the IDSes co-operated. 

There were no false positives; that is, no uninfected subnet was firewalled off, thanks 
to the automatic adjustment of the alert threshold. This is not a result of tweaking the 
variables – the first set of common-sense values that came to mind was used. 
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Figure 3. Number of worms in each subnet 

                                           
13 The 20% chance of being vulnerable was applied for each infection attempt separately. 



 27 

2.5 WANDA as a portscan detector 

The traffic anomaly detected by WANDA as described previously is very similar to the 
one caused by port scanning. In fact, the worm carries out a degenerate form of port 
scanning; instead of trying to connect to several different ports of the same IPs, it tries to 
connect to the same port on several different IPs. The detection algorithm can be 
modified to detect portscans14 in addition to worms, at the cost of a larger memory 
footprint. 

Scripted attacks that sweep entire networks looking for a small set of vulnerable 
services are becoming increasingly common. For example, TCP port 22 (SSH) is often 
being probed on all hosts, and SSH servers that are discovered are subsequently attacked 
with primitive dictionary attacks. A server may experience one of these as frequently as 
one every few hours. A number of other services (like SMTP or SOCKS) are also 
frequently targeted by automatic scanners. 

In a large, heterogeneous network (for example, a university campus network), it may 
be next to impossible to ensure that no computers offer public services using vulnerable 
software. Therefore, it may still make sense to try and detect portscans and block blatant 
portscanners; while this will not make the network more secure in the sense of preventing 
successful exploitation of a flaw, it could noticeably delay the inevitable (by raising the 
bar) and may thus be deemed worth the effort nevertheless. 

When trying to detect portscans, we must be aware that the attacker may use 
spoofed source addresses (so-called decoys) in addition to their own address. If they can 
sniff our outgoing traffic, they may not even need to send packets with their real address 
at all, in which case there is no way we can block them. It’s also no longer enough to look 
at our small set of well-known ports; we need to track connection attempts to every port 
(carefully avoiding counting connections related to e.g. active FTP). 

2.5.1 Detecting incoming portscans 

In order to detect incoming portscans, we need to store the {destination IP, destination 
port}15 tuple of each new incoming connection that our session tracking doesn’t account 
for (i.e. we must ignore, for example, FTP data and IRC DCC connections). If the 
number of different internal {IP, port} pairs contacted in the last time unit exceeds a 

                                           
14 In general, the usefulness of detecting portscans is debatable; ideally, an attacker 

shouldn’t be any closer to breaking into a system after a successful portscan than before. 
Furthermore, portscans can be arbitrarily slow and arbitrarily distributed, so that it is a 
theoretical impossibility to detect all of them while avoiding false positives. 

15 The “port” field is assumed to contain a protocol identifier, so that TCP and UDP ports 
are not lumped together. An explicit “protocol” field has been omitted here for brevity. 
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threshold (which need not be much larger than the total number of public services offered 
by the “internal” network behind the detector), a portscan is possibly in progress. The 
size of the data structure used to track the {IP, port} pairs (a slightly modified version of 
the tree from before could be used, where each leaf has a bit-field to track individual 
ports) is bounded, because we can stop counting once the threshold is reached. Again, it 
is possible to speed up detection by increasing the weight of failed connections. 

A naïve approach to identify the source of a portscan would involve tracking the 
{source IP, destination IP, destination port} of each new incoming connection. However, 
at least two optimisations are possible that reduce the memory footprint. 

1. Instead of storing the entire source IP, we can make do with its first three octets, 
because the last octet can likely be spoofed even if the rest of the address can’t. 

2. Instead of having a single hash of {srcNet, dstIP, dstPort}, we can use two: 
{srcNet, dstIP} and {srcNet, dstPort}. (Whether this actually saves memory depends on 
the specific traffic mix.) 

Networks that try to reach few ports and few addresses are probably legitimate; 
networks that reference few ports but many addresses are sweeping for particular 
services; networks that reference many ports but few addresses are carrying out a classic 
portscan; finally, networks that access many addresses and many ports are probably 
trying to portscan several different destinations at the same time. 

The memory footprint can be further reduced by first only tracking incoming traffic 
by class B (or even class A) networks and only “zooming in” on class C networks if their 
parent class B or class A exceeds our suspicion threshold. This, of course, increases 
detection time, which has the drawback that the portscan may be over by the time we 
could determine the presumed address of the perpetrator. 

What the best approach is depends on what compromise between complexity, 
memory footprint, detection speed and processing requirements is desired. Some of the 
options are explored in greater detail in section 2.6. 

Once we discover what address the portscan seems to be coming from, there is little 
we can do. If the attack is a network sweep, it may seem safe to block further packets to 
the scanned ports from the attacking subnet(s) for a few minutes; the attack script would 
presumably just assume that our boxes are down and move on to the next victim 
network. However, the attack could be using a spoofed source address. Having traffic 
from that address blocked by our defence mechanism may be its very purpose. Automatic 
traffic blocking should always be employed with extreme caution and with a human 
administrator available on short notice. 
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2.5.2 Detecting outgoing portscans 

Detecting outgoing portscans makes more sense, because we actually stand a realistic 
chance of finding the culprit. There are a number of measures that can be taken to 
prevent address spoofing in an IP network, both at the switch and at the router level; if 
our network prevents address spoofing, the offending computer can be found. 

The detection algorithm is the same as the one we used for incoming portscans. 

2.6 Possible algorithm refinements 

The algorithm, as presented above, favours simplicity over efficiency and accuracy. 
Several obvious ways of improving it at the cost of increasing complexity present 
themselves. 

2.6.1 Possible data structure enhancements 

A sorted linked list could be used instead of a tree for a reduction of memory 
consumption at the expense of processing (because lookups to find whether a given node 
already exists would be slower). 

A hash could be used to store {source IP; destination IP; protocol; port} tuples. I 
estimate that about 20 bytes would be needed per entry, which includes the hash 
overhead. The tuple would be the key, and its existence in the hash would constitute the 
value. Most insertions would be fast; when structures need to be resized, occasional insert 
operations could be several orders of magnitude slower than the rest. 

Instead of clearing the data structure periodically, it would be possible to store a 
timestamp with each connection and use e.g. a binary heap to keep track of which the 
least recently seen one is. If we see the same connection (i.e. the same tuple) again, we 
update its timestamp and re-sort the heap. We periodically check the topmost node to 
see if its age exceeds a threshold and if so, we remove it (adjusting affected counters, 
which could be stored in hashes, as necessary). The connection hash could retain its 
former key, but a pointer into the heap could be added as a value; that way, timers that 
need to be updated could be found quickly in the heap. For timer updates, it may be 
faster to remove the existing entry from the heap and insert a new one for the current 
connection at the bottom, as we know that it’s the youngest entry. This enhancement 
would allow very slow-spreading worms to be detected as well, because connection 
attempts could be stored and counted for long periods of time; instead of expiring 
connections on the basis of age alone, a limit could be placed on the size of the data 
structure and the oldest recorded connection attempt discarded when the limit would be 
exceeded otherwise. 

A list of IP addresses with a suspiciously high number of connections could be 
maintained by having a hash with the IP as the key and the number of connections 
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associated with the IP as the value. Each time the value changes (as new connections are 
added to the connection hash or old ones time out), we compare the new value to a 
threshold, and if necessary, add the IP to the list of suspicious IPs, or remove it. If we 
anticipate many suspicious IPs, a hash can be used for them instead of a list. 

These modifications make the algorithm several times more complex and potentially 
increase its memory requirements greatly. I estimate that about 80 bytes may be needed 
per entry if all discussed enhancements were implemented; the simple version needs less 
than half that. 

The added complexity may pay off in terms of accuracy as well as make the 
processing time requirements more predictable. 

I estimate that a Pentium 1 class CPU (which is comparable to what a cheap router 
or firewall appliance contains) couldn’t perform more than a few thousand of the required 
hash and heap operations per second, which would however probably still be sufficient for 
an average campus subnet; and, as the algorithm doesn’t actually need to run on the 
firewall appliance itself, this is not a relevant bottleneck anyway. 

In a real implementation, the benefits would have to be carefully evaluated against 
the drawbacks and performance measurements carried out; however, I consider this to be 
the domain of engineering, not research. 

2.6.2 Operational changes 

A possible more complex variant of WANDA [10] could work as follows. 
Each internal IP has a counter associated with it that counts how many new nodes 

we added to the destination counting tree due to connections initiated by that particular 
node. This speeds up detection, as discussed below. 

Each detector has an alert level between 0 and 3. The behaviour associated with each 
alert level can be summed up as follows: 
• At level 0 alert, just track the aggregated connection attempts of the entire subnet. 

This saves memory and processing. (We should still track how many new IPs we had 
to add due to each source, because this is cheap to do.) 

• At level 1 alert, track the destinations of each source individually, but do not block 
packets or contribute votes towards raising the alert level globally. A level 1 alert 
expires after some time if no alert messages are received from the other detectors. 

• At level 2 alert, track the destinations of each source individually, and vote to raise 
the global alert level, but don’t yet block packets. A level 2 alert decays into a level 1 
alert after some time without the relevant thresholds being exceeded in the subnet. 

• At level 3 alert, track the destinations of each source individually, vote to raise the 
global alert level, and block packets of sources that are presumed infected. Only new 
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connections on the infection port (the one for which the thresholds were exceeded) 
are blocked. Level 3 alert doesn’t expire; it requires operator intervention to reset. 
Each counting tree is extended with an integer called unsucc_count that is increased 

each time a connection (tracked by this tree) to a new destination IP fails, because 
random scans can be expected to fail more often than legitimate connections. The 
number of nodes in the tree and its unsucc_count both contribute towards reaching the 
alert level thresholds. 

The algorithm then operates as follows: 
Each time a new connection from the monitored subnet to a monitored port is 

detected, we first check whether the source IP is presumed infected, a status only 
attainable at level 3 alert. If yes, we block the packet. 

Next, we check whether the source IP is quarantined, and if it is, and it has been 
quarantined for longer than quarantine_timeout, we remove it from quarantine. An IP 
becomes quarantined if it has recently been contacted by an IP we now presume is 
infected. Connection attempts by quarantined IPs are still tracked, but denied. A 
quarantine timeout longer than one minute is probably too harsh; for fast worms, even 
ten seconds should be sufficient (because they keep reaching the required number of 
connection attempts all the time, thus continuously refreshing their quarantined status). 

Next, we decay our level 2 and level 1 alert status; if we have been in one of these 
states for long enough without meeting the criteria for entering them, we decrease the 
alert level by one. Level 1 alert is reached if one of the other detectors notifies us of 
suspicious behaviour in its subnet. Level 2 alert is reached if we spot suspicious behaviour 
in our own subnet. Level 3 alert is reached if we spot highly suspicious behaviour in our 
own subnet OR if at least QUORUM number of detectors are at level 2 (or 3) alert. Level 
3 alert is a semi-permanent condition that requires operator intervention to remove. All 
changes in alert level are communicated to the other detectors. 

Next, we check whether the current destination IP is already in our counting tree. If 
yes, we age our tree (e.g. zero all counters, or drop it entirely if it exceeds no suspicion 
threshold). 

We also decay our unsucc_count, which increases each time a connection attempt to 
a new destination IP fails. An arbitrary decay function could be used; examples include 
decreasing it at a fixed rate (i.e. leaky bucket), or just zeroing it periodically. 

If the destination IP had no corresponding leaf in our tree, we add one. We decay the 
new-IP counter of the source IP along with its unsucc_count. We then increment the 
new-IP counter of the source IP (because it just contacted a destination IP no one else 
from the same subnet has yet contacted). 

If the new-IP counter of the source IP plus the unsucc_count of the source IP exceeds 
a port-dependent threshold, and we are at an alert level lower than 2, we go to alert 2 
and tell the other detectors that we did so (they record this information). 
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Next, we determine whether at least QUORUM number of detectors are at level 2 or 
3 alert, using our records of which detector is at what alert level. If yes, we also go to 
alert level 3 and notify the other detectors. 

If we are at alert level 3, and the source IP has exceeded the port-dependent new 
destination rate threshold, we presume that it is infected, set its status accordingly, 
prepare to block this particular connection, and tell the other detector-firewalls that any 
local targets recently successfully contacted by this source should be quarantined. The 
whole quarantine mechanism is optional; collateral damage can be minimized by disabling 
the quarantine. The distinction between successful and unsuccessful connections is 
important: we don’t want to quarantine a desktop computer that doesn’t run a webserver 
just because a worm probed it on port 80. 

If the port-dependent new destination rate threshold has been reached but we are not 
at alert level 3, we just note that the source IP might be infected (a status that should 
also decay after a few minutes), and notify the detectors responsible for the local targets 
recently contacted to go to alert level 1, i.e. start tracking individual sources. 

If the number of leaves in our tree plus our own unsucc_count exceeds the threshold 
for alert level 3, and we are not yet at alert level 3, we raise our alert level to 3 and 
inform the other detectors that we did so. 

If only the threshold for level 2 was reached, we go to alert level 2 and possibly to 
level 3 if the QUORUM is met, as described above. 

Next, if our alert level is at least 1, we commence tracking the destinations contacted 
by each individual source. 

If our alert level is 3, and the source is marked as possibly infected, we set it to 
presumed infected, have its destinations quarantined and block its connection attempt, as 
above. 

Then, we go through the steps of possibly adding a new destination IP to a counting 
tree, checking thresholds, adjusting alert values etc. as above, only now using the tree 
pertaining to this particular source IP. 

In the end, if we passed the packet16 and the connection was successful, we do 
nothing else. If the connection was unsuccessful and the destination IP was “new” (it was 
not yet present in our tree), we increase our unsucc_count by a constant (a value one to 
two orders of magnitude smaller than the level 3 threshold). 

It would be impractical to track the destinations of each source separately from the 
beginning because that would obviously require a lot more memory (recall that we need 
one instance of the data structures discussed above for each port we monitor). The idea is 

                                           
16 This variant of WANDA assumes that it is running directly on a connection tracking 

firewall that acts as the default gateway for the monitored subnet. 
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to only track individual sources if a particular port exhibits unusual behaviour. This is 
facilitated by alert levels 1 and 2. 

2.7 The future of WANDA 

Many aspects of WANDA remain to be investigated. My priority was to publish the idea, 
along with some supporting evidence that it would be worthwhile to pursue. However, 
after 2005, no new major worm outbreaks were recorded, and thus interest in worm 
detectors waned perceptibly. 

It is entirely possible that prospective malware authors have learned what they 
wanted to learn from these early exponentially multiplying worms (and the slew of papers 
analysing their performance and relative merits), and have been working on less 
obtrusive, stealthier worms; instead of the questionable and fleeting glory of having 
“0wned the Internet”, monetising infected systems may have become more appealing. 
Unobtrusive (and thus undetected) worms could keep working on behalf of their author 
for years. Indeed, the focus seems to have shifted from worms to botnets, some of which 
are used to generate revenue by sending spam, renting them out for distributed denial of 
service attacks, or “mining” Bitcoins [72] (Trojan.Bitminer, albeit not a botnet but a 
trojan, is one example of existing Bitcoin mining malware [71]). 

The advent of IPv6, with its vast address space, makes scanning worms less practical: 
a random scan wouldn’t stand a high chance of finding responsive addresses. When (and 
if) the IPv6 address space becomes relatively densely populated, scanning worms may 
reappear once more, but many of us may not live to see the day. 

Desktop operating systems have become much more secure by default since the early 
2000s: they typically don’t listen for incoming connections at all, which limits the ability 
of remote exploit based worms to infect them (other infection vectors, such as social 
networking websites, social engineering and exploiting client-side vulnerabilities are 
currently more promising). 

All of these factors contributed to making WANDA “obsolete” (at least from a 
research perspective) shortly after its publication: the problem it was designed to solve no 
longer appeared pressing, and it would apparently go away on its own, given a few years. 
Additionally, another, more urgent problem (that of botnets) had been identified. 

This doesn’t mean that nothing new has happened on the worm confinement front, 
just that research focus had shifted. It is interesting to note that at least two new 
detectors have been published or implemented years after WANDA was published that 
both work in ways similar to it. Cisco now implements an anomaly detector [109] that, 
while it is unclear whether it utilises WANDA-like data structures, detects “scanners”, 
defined as “a source IP address that generates events on the same destination port (in 
TCP or UDP) for too many destination IP addresses.” In a similar vein, Kamaguchi [110] 
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proposes a system for “Worm Detection Based on Anomaly Connection Tree” which is 
also based on connection destination counting. 

Nevertheless, for the sake of academic interest, better simulations using published 
simulators that mimic the scanning and infection behaviour of existing worms could be 
carried out (results could then be compared to those obtained with different detectors); 
the parameter space could be explored experimentally as well as analytically (similar to 
e.g. [38] or [64]); the effects of the proposed enhancements could be investigated more 
thoroughly than what was published in [10]; and, of course, WANDA could be put to the 
test in the wild. 

An interesting avenue of further research would be investigating the feasibility of 
internet-wide WANDA deployment on a voluntary basis, with no central authority, and 
a friend-to-friend network being established by detectors, all running in their distributed 
mode. This overlay network could be used to transmit alert status changes and detected 
infection ports. A similar system is proposed by Nojiri et al. in [73]. 
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3 The RESPIRE Algorithm 

RESPIRE stands for “Resource Efficient Synflood Protection for Internet Routers and 
End-systems.” 
Supporting Publications: 
[1] András Korn, Gábor Fehér: RESPIRE – A Novel Approach to Automatically Blocking 
SYN Flooding Attacks, Proceedings of Eunice 2004 (Advances in Fixed and Mobile 
Networks) 10th Open European Summer School and IFIP WG6.3 Workshop, June 14-16, 
2004, Tampere, Finland, pp. 181-187 
[2] András Korn, Judit Gyimesi, Dr. Gábor Fehér: Analysis of RESPIRE, a novel 
approach to automatically blocking SYN flooding attacks, Híradástechnika Selected 
Papers 2005/6, pp. 44-50 
[3] Gyimesi Judit, Korn András: A SYN-áradat-szűrő RESPIRE algoritmus analízise, 
HTE-BME diákkonferencia, 2004. május 18., Budapest 
[4] Gábor Fehér, Judit Gyímesi, András Korn: Analyzing RESPIRE, a Novel Defense 
against SYN Floods, Ericsson International High Speed Networking Workshop, Budapest, 
May 17-18, 2004, pp. 110-114 
[5] Judit Gyimesi, András Korn: The analysis of RESPIRE, a novel algorithm for Defense 
against SYN Floods, Polish-Czech-Hungarian Workshop on Circuit Theory, Signal 
Processing, and Telecommunication Networks, September 20-21, 2004, Budapest, 
Hungary 
[6] Gyimesi Judit, Korn András, Fehér Gábor: SYN-áradatok automatikus szűrése a 
RESPIRE algoritmussal, Híradástechnika 2004/9, pp.40-47 
[7] Korn András, Dr. Fehér Gábor, Gyimesi Judit, SYN-elárasztás elleni védekezés a 
RESPIRE algoritmus segítségével, NetWorkShop 2005, Szeged, 2005. március 30 – április 
1. 
[11] András Korn: Software Mechanisms to Combat SYN Floods, In: Thomas S Clary 
(ed.), Horizons in Computer Science Research. Volume 1, New York: Nova Science 
Publishers Inc., 2010. pp. 171-192., ISBN: 978-1-60876-972-8. 

3.1 Introduction 

The problem with filtering SYN attacks is that it is not even always readily apparent 
that a SYN flooding attack is taking place, and even if so, if normal traffic is also high, it 
may be difficult to determine what address(es) the attacker(s) use(s). Traditional wisdom 
held that it is possible to find the attacking addresses by looking at the output of the 
netstat UNIX command. The IPs that have many connections in the 
SYN_RECEIVED state associated with them are “obviously” the ones the offending 
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packets come from. Unfortunately, this heuristic is only good enough if the attackers 
don’t use spoofed addresses and if legitimate traffic is relatively low. 

A server has a plethora of useful information it can use to determine whether it is 
under a SYN flooding attack; for example, it might be if any of the following conditions 
are met: 
• the number of incoming SYNs per second exceeds a threshold (this can also happen 

during legitimate traffic peaks); 
• a TCP backlog queue gets filled, so it has to start sending syncookies (this can also 

happen during legitimate traffic peaks); 
• the number of half-open connections exceeds a threshold (this can also happen during 

legitimate traffic peaks); 
• the average age of half-open connections exceeds a threshold (this can also happen 

due to packet loss); 
• there is a disproportional difference between the number of SYN ACK packets sent 

out and connection-finalising ACK packets received. 
RESPIRE as described here relies primarily on the last heuristic, but using a 

combination of all of the above is possible with minimal modifications. 
Once we decide that we are indeed under a SYN attack, we need to isolate the 

sources of the fraudulent SYN packets. Historically, it used to be possible to forge just 
about any source address on a packet, so isolating the sources would not have been 
possible. By now, however, many networks have reverse path filters or are using other 
mechanisms to filter packets that are obvious fakes; therefore, an attacker can typically 
only forge addresses within one (or a handful of) class C network(s). I note and 
acknowledge that RESPIRE fails to filter the flood if the attacker can spoof any source 
address. 

The typical attack scenario today is that the attacker has access to a number of 
computers compromised previously and now under his control – commonly referred to as 
“drones”, “bots” or “zombies” – in several subnets around the world, and instructs all of 
them to launch an attack in concert, effectively mounting a distributed denial of service 
(DDoS) attack. To make filtering the packets more difficult, the drones use spoofed 
addresses, but every address is within the same netblock as the real address of the drone; 
otherwise, the edge router of the netblock would discard the packets. 

If the combined upstream bandwidth of the drones is not enough to mount a 
successful bandwidth depletion attack against the victim, a SYN attack is often 
attempted. The attacker hopes to disrupt service by forcing the victim to process each 
SYN packet, possibly allocating limited resources for each. He or she hopes that the 
victim won’t have enough resources left to deal with any/most/enough legitimate clients. 

Countering such an attack is possible by filtering the SYNs coming from the 
netblocks the drones reside in. Collateral damage, i.e. the number of legitimate clients 
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blocked, would be minimal for a global site; it is unlikely that many legitimate clients 
would reside in exactly the same subnets the attack is coming from. 

3.2 State of the art 

Several different ways of dealing the SYN attacks have been proposed. Before turning to 
them, I’d like to quote Schuba et al., who in [87] establish what criteria a SYN attack 
mitigation solution should fulfil: 
• “independence of operating system and network stack implementation of the 

protected end systems 
• no requirement for IP or TCP protocol modifications 
• capability to protect sets of machines, and not only a single machine 
• no special hardware requirements 
• portability 
• extensibility 
• configurability” 

With this in mind, let us turn our attention to the substantial body of related work. 

3.2.1 Sundry not-quite-solutions 

Some of the proposed solutions involve tuning the TCP/IP stack of the prospective 
victim so that it has a higher chance of weathering a flood; Burdach gives a good 
engineering overview of this approach in [74] while Schuba et al. go into greater detail in 
[87]. The goal here is not to filter SYN floods or otherwise render them harmless; it is 
merely to raise the bar, making it harder for the attacker to deny service to legitimate 
clients: “While SYN attacks may not be entirely preventable, tuning the TCP/IP stack 
will help reduce the impact of SYN attacks while still allowing legitimate client traffic 
through.” Typical, well-known tweaks Burdach reiterates include making the backlogs 
larger and reducing the SYN_RECV timeout as well as the number of SYN ACK 
retransmissions; the latter has the side effect of potentially making it harder for 
legitimate clients to connect to the server. Schuba also mentions disabling non-essential 
services in order to reduce the number of ports that can be attacked, which may have 
been acceptable in 1997 but is entirely out of the question today. 

CERT, despite the existence of better solutions by then, even recommended having 
hot spare servers, which can enter service if/when the primary servers are disabled by a 
DoS attack, on standby [77]. 

Reducing the memory footprint of a half-open connection is probably a good idea in 
any case; older versions of Solaris allocated as much as 600 bytes of memory for each 
backlog queue entry [78] whereas according to [79] better implementations make do with 
just 16 (which seems to be the absolute minimum, considering that in addition to the 
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source and destination port and IP, the 32-bit ISN must be stored as well). Since backlog 
queues should be several hundred entries long, the difference can be significant, especially 
if a server listens on many ports, as there is one queue per open TCP port; although 
BSDI came up with the idea of having a single shared “overflow queue” for half-open 
connections that no longer fit into the per-port queue [78]. 

Another approach involves the random early dropping of half-open connections, 
thereby never allowing the backlog queue to be filled; this was suggested by Ricciulli et 
al. in [75]. Srikant analyses the performance of RED schemes in detail in [76]; here, it 
should be enough to point out that RED, like all other solutions mentioned so far, only 
makes the attack more expensive for the attackers – they have to send their packets at a 
higher rate and/or from more apparent sources to stand a better chance of pre-empting 
legitimate clients. While complete resource depletion may not necessarily be possible in 
the face of RED, a sufficiently high ratio of attacking to legitimate packets can still cause 
severe service degradation. 

According to Farrow [78] as well as Schuba et al. [87], even reverse path filtering, now 
a common technique to prevent the most blatant types of address spoofing, grew out of 
an attempt to cope with spoofed SYN floods. The idea is to check, upon receiving a 
packet, whether the packet arrived on the interface we would use to send a reply out on; 
that is, whether the supposed source address lies in the direction where the packet came 
from, topology-wise. Obviously this isn’t useful when routing is asymmetric, or when the 
server only has one interface, or if the attacker is careful not to spoof addresses that 
could be identified as counterfeit by this primitive filter. 

3.2.2 Reaction from firewall vendors 

In the second half of the 1990s, commercial firewall vendors scrambled to come up with 
“solutions” to the SYN flood problem; as we shall see, not all of these were very well 
thought through. I’ll briefly introduce the approaches used in these “solutions” first, then 
analyse one specific vendor implementation in some detail. 

Some commercial security products try to detect SYN floods by monitoring traffic 
and applying various heuristics; if a flood is detected, they send RST (reset) packets to 
the server under attack to make it drop the half-open connections set up by the attacker. 
If the SYN flood uses sufficiently high bandwidth, the added packet rate of the flood of 
RST packets may actually make the situation worse for the server. 

Some router and firewall vendors sell devices that supposedly protect servers from 
SYN floods by proxying the TCP connections; that is, they only forward a SYN packet 
to the server if they themselves already received the corresponding final ACK (see e.g. 
[85] or [87]). Thus, the server only ever needs to deal with valid, legitimate connections. 
The drawback of this approach is that the firewall must keep proxying these connections 
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and rewriting the sequence numbers in all packets, because at the time it sent its own 
SYN ACK packet, it had no way of knowing what the initial sequence number on the 
SYN ACK of the server would be. Moreover, unless the firewall is equipped with real 
SYN attack protection, proxying merely shifts the attack from the server to the firewall. 

A specific example is CheckPoint’s Firewall-1, which, since late 1996, includes a 
feature called “SYNDefender” that can operate in one of several modes17. One of these, 
called “SYN Relay Mode”, is the full connection proxying described above. 

In “SYN Gateway Mode” the firewall, when seeing an outgoing SYN ACK packet, 
forges an ACK packet that finishes connection setup and sends it to the protected server 
in the name of the client. The firewall can easily do this because all properties of the 
missing ACK packet can be inferred from the header and contents of the SYN ACK 
packet. This reduces pressure on the backlog but has the side effect of causing all half-
open connections to actually be set up18; this transforms the SYN attack into a different 
kind of Denial of Service attack: a connection flood. Whether or not this is desirable 
depends on the specific server application and platform: if a new instance of a resource 
hungry server process is spawned for each incoming connection, this SYN attack 
mitigation scheme can cause large amounts of memory to be allocated on the victim. 
Moreover, as each new established connection corresponds to a socket, and each socket 
needs a file descriptor, the server may run out of file descriptors, which may cause more 
than just the attacked service to fail. [81], among others, describes a class of DoS attack 
based on establishing many connections to a server without tracking them on the client 
side; this is the attack “SYN Gateway Mode” turns a SYN flood into. On the other hand, 
it is entirely possible that the application platform is substantially better equipped to 
deal with many concurrent established connections than with many half-open 
connections, in which case “SYN Gateway Mode” may actually be useful. 

In any case, if the client does not send a real ACK packet, the firewall will reset the 
connection after a while. 

In the third mode, called “Passive SYN Gateway Mode”, the firewall keeps track of 
TCP session state and sends a forged RST packet, apparently from the client, to the 
server, if the client does not send the final ACK packet within a configured time window. 
This is analogous to decreasing the half-open connection timeout on the server and is 
primarily useful if the application platform does not allow this parameter to be 

                                           
17 Alas, at the time of this writing the original white paper, published by CheckPoint, 

that described these mechanisms, no longer seems to be available, so no useful citation can be 
provided. 

18 The ACK packet from the real client will be seen as a duplicate of the one transmitted 
by the firewall and the server will simply drop it. 
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configured. This was relatively often the case with closed-source commercial server 
operating systems in the ‘90s, but is no longer really an issue today. 

Neither of these schemes reduces the effectiveness of bounce flooding; in fact, since 
the servers thusly protected are less likely to become overloaded with half-open 
connections, they are actually more useful to bounce attackers because they can be used 
to send more SYN ACK packets. 

CheckPoint’s “SYN Gateway Mode” can make SYNACK bounce flooding attacks 
more harmful if it is used to protect a service that sends a protocol banner to new clients 
(such as SMTP, FTP or IRC). In this case, a spoofed SYN packet causes not only a SYN 
ACK to be sent to the victim, but also the protocol banner. By the time the victim’s 
TCP RST (indicating that it sees the SYN ACK as invalid) reaches the server, the 
protocol banner will probably already have been dispatched. 

Oliver Ross of Tech Mavens benchmarked devices implementing some of these 
mechanisms in 2001 [82]. In short, he found that almost all products in the test just made 
the attack more expensive; a higher flood rate (but still only using a fraction of available 
bandwidth) was needed to disrupt the service. In the case of one of the products, the 
attacking system was not powerful enough to produce a flood rate sufficient to saturate 
the firewall: in the test, a single computer was used to simulate the attack. A distributed 
attack can of course be almost arbitrarily powerful. 

The test described in [82] also demonstrated that a rate limit on incoming SYN 
packets, which was the “solution” offered by Cisco at the time, is almost useless because it 
also blocks legitimate SYN packets. 

Schuba et al., in [87], propose “synkill”, which, while not a commercial firewall 
product, works in a similar fashion to the CheckPoint firewall described above. It is a 
software agent that promiscuously listens for all TCP traffic. It uses a state machine to 
classify IP addresses into categories such as “new”, “good” and “bad” based on their 
behaviour (for example, an address that sends SYNs but no ACKs for a sufficient amount 
of time will be classified as “bad”). It also injects spoofed packets in response to the 
packets it sees: for example, it will reset connections from “bad” sources on their behalf. 
This approach is very straightforward, but has several drawbacks: for example, an 
attacker who establishes at least some connections may not be classified as “bad”; 
resetting the half-open connections of attackers exposes protected hosts to a flood of RST 
packets in addition to the flood of SYN packets sent by the attackers; also, “synkill” must 
keep separate state, including timers, for each source address it sees, which makes a 
memory exhaustion DoS against “synkill” itself feasible. Additionally, “synkill” sends 
spoofed ACK packets on behalf of “good” clients, so that a skilled attacker could first 
teach “synkill” that her address is “good” by sending some ACK or RST packets, and 
could then send a SYN flood which would result in many open connections being 
established on the server, potentially exhausting memory (e.g. if a new server process is 
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started for each established connection). Nevertheless, “synkill” can certainly extenuate 
many SYN floods. 

3.2.3 Syncookies and other cookie-based measures 

Bernstein proposed “SYN cookies” (or just “syncookies”) in [55]. These represent a 
breakthrough in SYN flood protection in that they allow a host to reply to an arbitrary 
number of incoming SYN packets without maintaining state for each, by choosing a 
carefully crafted, cryptographically strong initial sequence number, so that the ACKed 
sequence number in the final ACK packet is enough to validate the connection. 

This means that an ACK packet with a correct sequence number can establish a 
connection without the need for the SYN and the SYN ACK packet, which is a security 
hole (such connections could bypass primitive packet filters). Therefore, it must be 
practically impossible to guess a correct sequence number, or to re-use a recorded 
sequence number later. 

In order to prevent replay attacks, the cookies need to depend on time. The top 5 bits 
are computed as t mod 32, where t is a 32-bit time counter that increases every 64 
seconds. 

The next 3 bits encode the MSS (maximum segment size) that the server selects in 
response to the MSS specified by the client. 

The bottom 24 bits are obtained using a secret function, the client’s IP address and 
port, the server’s IP address and port, and t. 

When an ACK packet is received, the server checks that the secret function works for 
a recent value of t, and then rebuilds the SYN queue entry from the encoded MSS [55]. 

Syncookies ensure that, because no memory need be allocated until the final ACK is 
received, the server is able to reply to all incoming SYN packets with SYN ACK packets 
(CPU speed and upstream bandwidth being the only bottlenecks), and is thus able to 
continue serving legitimate clients even when under attack. 

While this is, in most cases, excellent from the perspective of the server operator, it is 
bad news for bounce flood victims. Thousands of incoming SYN packets per second mean 
thousands of outgoing SYN ACK packets per second. Moreover, if the server has 
asymmetric bandwidth, with significantly smaller upstream than downstream (e.g. an 
ADSL connection), an attacker need only send a SYN flood that would deplete the 
victim’s upstream bandwidth. The victim will deplete its own upstream bandwidth with 
its SYN ACK packets and thus be unable to transmit legitimate traffic. Common traffic 
policers/shapers will further exacerbate the situation by favouring ACK (and thus SYN 
ACK) packets in the upstream queue. 
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Therefore, even though syncookies ensure continued operation of a service even when 
under attack, it still makes sense to use a packet filter to prevent the offending SYN 
packets from reaching the server at all, which is what RESPIRE is designed to do. 

It is perhaps worth pointing out that Schuba et al., in [87], talk about syncookies 
without actually naming them or quoting Bernstein, but wrongly state that “This 
solution requires the modification of the TCP standard and consequently every TCP 
implementation.” This is false: a syncookie is just a particular choice of initial sequence 
number; and the TCP standard allows servers to choose arbitrary ISNs. Thus, servers 
can implement syncookies without the clients implementing them, and the TCP standard 
certainly need not be changed. 

Syncookies do nevertheless have some drawbacks: a connection established using 
syncookies cannot use large windows and can only use a fixed set of Maximum Segment 
Size (MSS) values. Bernstein’s (valid) reaction to such criticism is that these limitations 
only affect connections that would have been entirely lost without syncookies, which 
should only be used when the backlog queue is full. 

Another (in most cases, minor) problem with syncookies is that if the connection-
finalising ACK packet is lost, the client will think its socket is in the CONNECTED 
state, whereas the server will have no memory of the connection. The server will never 
retransmit the SYN ACK (because it didn’t allocate any state for it), and the client 
won’t retransmit the ACK (because ACK packets that do not contain data are not 
retransmitted). This problem only affects application layer protocols where the server 
speaks first (e.g. FTP, IRC, SSH or SMTP); the client will have to close its side of the 
connection after a potentially long timeout, which may degrade the user experience. 

Furthermore, it is important to note that syncookies take time to compute. Bernstein 
suggests using the Rijndael algorithm to generate the ISN, which may be too expensive 
for embedded systems. 

The computational overhead can be further increased if the attackers also send forged 
ACK packets; these must be validated individually, which also requires cryptographic 
operations. 

Syncookie support has been integrated into Linux and FreeBSD. 
Since the publication of [55], a number of similar but subtly different solutions have 

appeared; one of these is described in [54]. Another found its way into Microsoft’s family 
of Windows operating systems. 

Windows 2000 and 2003 have a registry setting called SynAttackProtect. When its 
value is set to 1, the number of SYN ACK retransmissions is reduced and the creation of 
a route cache entry is delayed until the connection is made. The recommended value of 
SynAttackProtect is 2, which additionally delays the indication of a connection to the 
Windows Socket until the three-way handshake is completed. During an attack, better 
performance in handling connections is achieved by disabling the use of a few parameters 
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(these parameters are usually used by the system during the process of creating new 
connections). The TCPInitialRTT parameter, which defines the time of the first 
retransmission, will no longer work. It’s impossible to negotiate the window size value. 
Also, the scalable windows option is disabled on any socket [74]. 

These limitations allow us to surmise that the mechanism at work behind the scenes 
must be very similar to SYN cookies, described above. Indeed, according to [54], 
“Windows 2000 and XP incorporate a form of adaptive encrypted token SYN spoofing 
immunity”, which is practically the same thing as SYN cookies. 

“Adaptive” in this context means that the protection is not active until a SYN attack 
is detected, which Windows does by checking whether any of the parameters 
TcpMaxHalfOpen, TcpMaxHalfOpenRetried or TcpMaxPortsExhausted have been 
exceeded (which could, it should be noted, theoretically also happen under heavy 
legitimate load). 

The TcpMaxHalfOpen registry entry defines the maximum number of SYN 
RECEIVED states which can be handled concurrently before SYN protection starts 
working. The “recommended” value of this parameter is 100 for Windows 2000 Server and 
500 for Windows 2000 Advanced Server. 

TcpMaxHalfOpenRetried defines the maximum number of half-open connections for 
which the operating system has performed at least one retransmission, before SYN 
protection begins to operate. The recommended value is 80 for Windows 2000 Server, and 
400 for Advanced Server.  

The TcpMaxPortsExhausted registry entry defines the number of dropped SYN 
requests after which the protection against SYN attacks starts to operate; Microsoft 
recommends a value of 5. 

3.2.4 Detecting SYN floods 

More than one way to detect a SYN flood in progress and isolate attackers has been 
proposed; one of the more recent ones is described in [83]. The idea is to install very 
primitive packet counters on every connection in the Internet and count the ratio of SYN 
to FIN packets going each way. If the ratio exceeds a threshold, SYN attack traffic can 
be assumed to be passing through the connection. Since every connection at every ISP 
would supposedly have this detector, they could very easily block the attack by turning 
on filtering at the detector closest to the source. As the detector is stateless, it can be 
easily fooled by sending spurious FIN packets along with the attack packets. 

The principal problem with this approach is that it depends on the flood detector 
being placed near the attacker, which, as noted above, effectively means that it would 
have to be deployed globally, at every ISP, in order to provide help in filtering the 
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attack. Placed near the victim, this technique only allows detection of the flood; the idea 
is nevertheless very useful for this purpose. 

In a similar vein, Mirković, in [86], points out that normally, TCP traffic involves 
similar packet rates in both directions, because the receiving side has to acknowledge 
incoming packets. If there is a large imbalance between TCP packets sent and received, 
we are probably witnessing attack traffic. 

Ohsita et al. propose a SYN flood detector that analyses the arrival rate of incoming 
SYN packets in [84]; they establish that statistical analysis can distinguish between 
normal traffic and SYN floods. Schuba et al. also hint at this possibility in [87], noting 
that “The obvious response of the attacker will be to vary the delay between successive 
SYN packets.” 

3.3 How RESPIRE identifies the attacker 

What follows is a textual explanation of how WANDA works. A pseudocode 
representation is provided in Appendix B. 

The problem the victim faces is deciding which netblocks contain the attackers. The 
netblocks with the highest number of incoming SYN packets per second can very well 
contain highly active legitimate clients. If syncookies are used, there need not be many 
half-open connections, so the number of half-open connections associated with each 
netblock can’t be referred to either. 

During a SYN flood, the ratio of the number of outgoing SYN ACK packets to the 
number of incoming handshake-finishing ACK packets is going to be much larger than 
one. Most SYN ACK packets that go unacknowledged are sent to the attacker; thus, we 
can identify the attacker by finding the subnets with the most outgoing SYN ACKs per 
incoming ACKs. 

A naïve way of doing this would be to count the SYN ACK and ACK packets going 
to and coming from each class C subnet in a large table with 224 (16.7 million) entries. It 
is easy to see that this would be grossly inefficient; most of the counters would be zero, 
and most of those that are positive would only indicate benign behaviour. Finding the 
attacker would require looking at every entry in the table. 

We can address this problem by storing the counters in an efficient, dynamically 
expandable hierarchical data structure that exploits the hierarchical nature of IP space: a 
256-ary tree, like the one MULTOPS[91] uses. 

The root of the tree contains two counters, initialized to zero, and 256 pointers, 
initialized to NULL (different actual realisations of the same principle are possible; e.g. 
dynamic arrays can and have also been used). 

One of the counters, ο, counts the SYN ACK packets leaving the system. The other 
counter, ι, counts the valid ACK packets (ones that finish TCP handshakes) entering the 
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system. Determining if the ACKs are valid or not does not introduce an overhead because 
it must be done anyway in order to complete the handshake. I will get to the pointers 
shortly; for now, let it suffice that every suspicious subnet will have a node with its own 
counters associated with it. 

After sending out at least μ SYN ACK packets19, the relevant counters are consulted 
after each ν1 SYN ACK packets are sent out. The tree structure makes this a cheap 
operation to carry out; therefore I recommend setting ν1 to 1. Sites with very large 
amounts of traffic can reduce the overhead by increasing ν1 at a small cost in flood 
detection speed and accuracy. 

If the ratio of ο to ι exceeds the value of the parameter ρ (a value of 1.5 or more is 
recommended), that means that in the last sampling period, the number of outgoing SYN 
ACK packets outnumbered the number of incoming ACK packets at least ρ to 1. This 
should not happen under normal circumstances: an attack is probably taking place. 

If we are under attack, we begin expanding the tree; let us call this operation 
“zooming”. For each ν2 subsequent outgoing SYN ACK or incoming ACK packets, we 
note the remote IP address A.B.C.D. If the root node pointer A is NULL, we allocate a 
new node with the same structure as the root node and link it to root→A. All SYN/ACK 
traffic associated with A.0.0.0/8 is from now on counted in both the root node and in the 
counters of root→A. 

If root→A already exists, we check whether A→Synack_Out ≥ μ[L1]20 and whether  
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If so, A.0.0.0/8 probably contains an attack source, as its traffic shows an unusual 
imbalance of SYNACKs to SYNs. We zoom in further by creating A→B if it doesn’t 
already exist and so on until A→B→C exists21. 

                                           
19 This assumes that syncookies are used, so that SYN ACKs can be sent in response to 

every SYN. If syncookies are not in use, incoming SYNs can be counted here instead of 
outgoing SYN ACKs. The μ threshold is needed to avoid overzealously blocking subnets that 
exhibit burstiness in establishing new connections. 

20 μ can be different for each tree level. Decreasing the limit on the lower levels makes 
attack isolation faster but slightly less accurate. 

21 Because we never allocate nodes under the class C level, memory can be conserved by 
using a different node type for C leaves that does not contain the 256 pointers. Alternatively, 
if memory is cheaper than processing power, the class B nodes can contain the 256 counter 
pairs for their class C networks directly. In fact, the performance/accuracy tradeoff can also 
be tuned by using different netmasks; for example /8, /14, /20 and /26 would make filtering 
more accurate at the cost of adding a new level to the tree. This does not seem worthwhile, 
however. 
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If A→B→C exists, has at least μ[L3] SYN ACK packets associated with it and the ratio 
of its counters exceeds ρ, A.B.C is assumed to be an attacking subnet and is blocked, i.e. 
no further incoming SYN packets are accepted from A.B.C.0/24. This does not in any 
way impact legitimate connections that have already been established. 

Some possible ways to block SYN packets from the presumed attackers include: 
• Adding the filter to the TCP stack of the OS kernel. 
• Using the built-in packet filtering mechanisms of the underlying operating system, if 

any. 
• Using a mechanism like Stephen Bellovin’s pushback[30] to request filtering from an 

upstream router. 
Naturally, attacking subnets should only be blocked temporarily. After δ seconds (in 

practice, a value of several minutes was found to work well), they can be removed. This 
value should be chosen so that it is slightly longer than the typical flood is expected to 
be; it is unwise to set it too high, because having too many packet filtering rules puts a 
strain on the device that does the filtering. Also, continuing to block a subnet after the 
flood is over could result in blocking legitimate clients. 

It should be noted that checking the number of SYN packets being blocked by the 
filter to determine if the flood has ended is almost useless, because a high number of 
SYNs can also indicate a high number of active but legitimate clients; however, analysing 
the time between packet arrivals (like proposed in [89] or [84]) could be useful in making 
the filter adaptive at the cost of increasing CPU utilisation. I believe this to be 
unnecessary: blocking a few legitimate clients for a few minutes even after an attack from 
their subnet stopped is probably acceptable in most cases. 

Once we find and block an attacking subnet, we remove its node from the tree; since 
we blocked it, we won’t be receiving any further packets from it anyway22, and we 
subtract its package counters from the counters in its parent nodes. 

This is done so that in the parent nodes the packet ratios more closely reflect the 
expected new distribution, where packets from the newly blocked subnet will no longer 
enter the system. This allows us to more accurately decide whether there still are other 
attacking subnets. 

                                                                                                                         
The existing Linux implementation actually stores the nodes in a sorted linked list, which 

takes up even less memory but is slightly more CPU-intensive. 
The choice of data structure does not change the fundamental behaviour of RESPIRE, so 

I do not deal with it here. 
22 Further fine-tuning of the algorithm is possible by re-adding these nodes when their 

filters expire to react more quickly if the flood still goes on. 
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Once every τ seconds (a value of 2-5 is realistic), we check if the tree contains 
suspicious nodes (ones with counter ratios in excess of ρ)23. If so, we zero their counters. 
We remove all non-suspicious nodes from the tree (except the root node). 

The non-suspicious nodes are removed to conserve memory; their content is not inte-
resting. Finding suspicious nodes is inexpensive because a node can only be suspicious if 
its parent is suspicious (if the parent node were not suspicious, the leaf node would never 
have been created in the first place), thus only a small fraction of the entire tree must be 
examined. 

It is assumed that if multiple subnets are attacking, some of them will often belong to 
the same class A or class B network. By only zeroing the counters of suspicious nodes 
instead of removing them, they can be isolated as attack sources faster in the next period, 
because tree zooming need not be performed for them. The child nodes are already there, 
so the parents need not accumulate μ packets before we zoom. 

We zero the counters because we are only interested in ongoing flooding activity; we 
do not want past suspicious behaviour of a subnet to bias our future decisions. 
Unfortunately, this means that an attacker with a high number of distinct class C 
networks under her control can insinuate a “slow SYN flood” into the protected system; 
i.e. she can send less than μ[L3]/τ packets per second from each subnet, so that none of 
them are identified as individual flood sources and blocked, but their cumulative effect on 
the service is detrimental nevertheless. 

To cope with this rather theoretical scenario, we can modify the algorithm as follows. 
We classify the tree nodes as “above suspicion”, “slightly suspicious” and “definitely 
suspicious”. Nodes are above suspicion if their counter ratio is smaller than a ρ0 value 
(just slightly more than 1, to account for lost and retransmitted packets). These nodes we 
can remove from the tree every τ seconds. Slightly suspicious nodes have counter ratios 
between ρ0 and ρ. We zero the counters of these nodes but don’t remove them yet. A 
node is definitely suspicious if its counter ratio exceeds ρ but it didn’t yet accumulate μ 
packets. We don’t even erase the counters of such nodes. If the attack is kept up, the 
attacking nodes will satisfy the criteria of filtering eventually. 

It should be noted that refinements similar to the ones described in chapter 2.6 would 
be possible for RESPIRE as well. As in the case of WANDA, ease of presentation and 
implementation were more important than finesse. 

                                           
23 Obviously, these would either be level A or level B nodes, or level C nodes where ο < 

μ[L3] – otherwise, they would be blocked already. 
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3.4 RESPIRE simulations 

In order to analyze the performance of RESPIRE, I simulated an SMTP server that 
served thousands of clients from all around the world. This server itself was presumed to 
use syncookies and thus be largely resilient against SYN attacks. 300 simulated terminals 
were used to represent the legitimate clients. Each of these terminals was based on a 
state machine. First, the terminal would choose a random IP address and establish a 
TCP connection to the server. The time the terminal would stay connected depended on 
the value of an exponentially distributed random variable with an expected value of 5 
seconds. After finishing the connection the terminal would deactivate and rest for a time. 
The inactive period was also random, with exponential distribution and an expected 
value of 25 seconds. After the inactivity timer expired, the whole process would start 
again. The server thus saw 62.8 active connections and 12.6 new connection requests per 
second on average, which is a relatively high connection rate for an SMTP server (for 
comparison: [88] considers SYN floods with more than 20 packets per second “heavy”). 
This scenario was chosen because the relatively high rate of legitimate connections makes 
identifying the attacking subnets harder. 

I also simulated 8 attackers that flooded the server with SYN packets in a distributed 
manner. The attackers used spoofed source addresses that were uniformly distributed 
across an entire subnet, the base address of which was a random value. The subnet mask 
was chosen randomly between 16 and 24 (note that attacks that use entire /16 subnets 
should be very uncommon in practice). Each attacker performed one prolonged SYN 
attack whose length was exponentially distributed with an expected value of 10 minutes. 
The rate of the forged SYN packets ranged from 160 (the approximate number of SYN 
packets that can be transmitted each second over a 64kbps link) to 100,000 per second. 

Table 1 summarizes the activities of the attackers. The first column shows the time in 
seconds, counted from the beginning of the simulation, when the attacker started 
flooding, and the second column shows when he stopped. The last column, flood rate, is 
the number of forged TCP SYN packets emitted by the attacker each second. 

First packet Last packet Subnet Flood rate 

80.780 357.949 171.85.128.0/17 41274 
239.046 254.177 92.221.110.0/23 91938 
764.754 903.272 96.0.112.0/20 58563 
890.803 2009.153 191.81.250.0/23 82013 
1229.573 2498.843 90.143.64.0/18 39586 
2039.08 3568.49 210.183.128.0/19 40932 
4060.253 4310.985 181.255.128.0/17 88895 
4729.277 4975.907 219.152.14.0/23 31267 

Table 1. Attacker activity 
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The attacks against the server lasted around 83 minutes, but I simulated 100 minutes 
in order to investigate the effects of the SYN blocking rules that only expired after the 
end of the last attack. 

Figure 4 shows the rate of the SYN attack messages that reached the server and 
successfully established half-open states there, while Figure 5 shows the rate of the SYN 
attack messages that were blocked by the server (firewall) after identifying the attack 
(note that the scales of the figures are different). The figures show that a new incoming 
SYN attack can succeed only for a short time period because RESPIRE always blocks it 
almost immediately (observe that there are no plateaus in Figure 4). Figure 5 is also 
proof that RESPIRE can resist and defend against SYN attacks with high packet rates 
(in excess of 140,000 pps). 
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Figure 4. Rate of unfiltered SYN packets vs. time 
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Figure 5. Rate of blocked SYN messages vs. time 

Figure 4 only shows the rate of the SYN messages; please refer to Table 2 for the 
exact start and end of the SYN attack, the number of SYN messages that got past the 
defence system, and the reaction time (the time needed to block the attack). All timing 
parameters are expressed in seconds. 

First packet Last packet Accepted SYNs Reaction time 
80.780 81.409 22191 0.629 
239.046 239.057 505 0.011 
764.754 764.799 1920 0.045 
890.803 890.814 505 0.011 
1229.573 1229.817 6766 0.244 
1790.814 1790.82 505 0.06 
2039.08 2039.189 3535 0.101 
2129.699 2129.864 6767 0.165 
2939.157 2939.270 3535 0.113 
4060.253 4060.446 13231 0.193 
4729.277 4729.298 505 0.021 

Table 2. RESPIRE filtering reaction time 

The simulation demonstrates that the proposed defence system has good reaction 
time even in the case of very distributed SYN attacks, coming from spoofed /17 subnets 
(1st and 10th row). Although during these periods the number of accepted SYN attack 
messages is so large that they certainly fill the server’s backlog, these half-open 
connections can be timed out immediately when the attacks are discovered: all half-open 
connections of to-be-blocked subnets can be dropped. During the time the backlog is full, 
the server may send syncookies. Legitimate connection requests will be repeated and the 
connection can be set up after we block the attack. In the simulation an average of 12.6 
legitimate connections are attempted per second, which means that the server needs to 
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send syncookies for at most 8 of them when its backlog is full for 0.629 seconds, which is 
the longest recorded reaction time. Since these connections were not lost, merely delayed 
(if the SYNACK was lost), I believe these numbers to be acceptable. 

Notice that Table 2 lists 11 attack times, while I only simulated 8 attackers that each 
performed only one attack. The reason for the three additional attacks (rows 6, 8 and 9, 
highlighted) is that the blocking rules expired before these attacks ended. However, just 
like in the case of the other attacks, the system reacted quickly and promptly set up the 
blocks; observe the inverse spikes in Figure 5. As noted above, longer filter expiration 
times are possible but run the risk of blocking legitimate connections; this never 
happened in the simulation but is conceivable in real life. I suggest that filter expiration 
time be adjusted based on observed attack statistics and local priorities (blocking all 
attacking packets vs. accepting all legitimate connections). 

I also carried out feasibility studies to estimate the resource overhead. Figure 6 shows 
the number of tree nodes that are allocated in the simulation to track the new connection 
requests. In the figure you can see 11 spikes at the moments the 11 attacks took place. 
Naturally, when the system was under attack, more and more nodes were created to 
isolate the source of the attack. When the attacks were identified, the allocated nodes 
were removed, and only the root node remained. 
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Figure 6. Number of allocated nodes vs. time 

Even in the case of the attacks with the large /17 subnets the number of allocated 
nodes did not exceed 166, which is insignificant. 

I also investigated the number of blocking rules that were installed to stop the 
incoming SYN attacks. Every time a SYN packet is received by the server (or the device 
that does the filtering), its source address must be checked against the active blocking 
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rules. This procedure slightly delays the connection setup24. Figure 7 shows the number 
of blocking rules activated in the simulated scenario as a function of time. 
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Figure 7. Number of blocking rules vs. time 

The number of blocking rules does not depend on the algorithm used to discover the 
attacks if all sources of the attacks are revealed; it only depends on the number and size 
of the subnets the attacks are coming from. Knowing the real attack sources and 
measuring the number of blocking rules is proof that the algorithm does not block more 
than the class C nets the attacks originate from. 

3.5 Mathematical analysis 

In order to avoid memory exhaustion attacks against RESPIRE, the total number of tree 
nodes must be limited. One node occupies around 2k on a 64bit architecture and 1k on a 
32bit architecture. The maximum number of nodes that could be created if no limit were 
enforced is 16777216 + 65536 + 256 25; thus, the total amount of memory used by the 
tree structure could increase to up to about 32.5 gigabytes (half this on 32-bit 
architectures), which is impractical to store and manage. 

The number of nodes to be created depends on the number of subnets that exhibit 
suspicious behaviour, i.e. the number of subnets under the control of an attacker. 

                                           
24 Rule aggregation and organizing the rules hierarchically can help reduce this overhead; 

however, these tweaks also require processing power to implement, so the trade-off must be 
carefully evaluated. 

25 Actually, less than this if we discount reserved IP address ranges that our edge routers 
should block anyway, such as 240.0.0.0/4 or 10.0.0.0/8. 
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Simulation results [1] showed what is also easy to arrive at analytically: more than 
150 nodes are seldom required even when the attackers command rather large address 
spaces. If we assume an unrealistic case where 200 different class C networks are used to 
flood the victim, and these all reside in different A blocks, only 600 nodes would need to 
be allocated, adding up to slightly more than one megabyte in size even if the memory to 
hold the pointers is statically allocated (which is the simplest and most wasteful 
approach). The linked-list implementation only needs about 150 kilobytes for 6000 nodes; 
thus, even extremely distributed attacks can be dealt with. Nevertheless, limiting the size 
of the tree is a wise precaution. 

If a new node is to be created after the limit has been reached, let us find the least 
suspicious node under the root node and remove it and its children. If the root node only 
has one branch, continue the search on level A; obviously the single A node must have 
more than one branch, or we could not have 500 nodes in total. (More sophisticated 
methods could be used to find nodes to delete, but they would be more expensive.) 

It can be shown easily that the reaction time of the algorithm decreases as flood 
intensity increases. Let Δt be the time the attack begins after the counters have been 
initialised. If we treat the flood as a Poisson process26 with parameter ψ and legitimate 
SYN traffic as a different Poisson process with parameter λ, then, in order for the attack 
to be detected, the following two conditions must be met: 

( )
ρ

λ
ψλ

≥
∆

+∆
t

t  and ( ) µψλ ≥+∆t . 

The first inequality is independent of Δt, thus the attack is detected as soon as at 
least μ SYN ACK packets have been sent. 

Hence, the time needed to find the attacking subnet for each tree level can be written 
as:  

[ ]
ψλ

µ
+

=∆
level

level
levelt  

Where levelλ  is the intensity of legitimate SYN traffic that is associated with level, i.e. 

that comes from the same class A, B or C network as the attack. 
Thus, the greater the attack intensity, the lower the reaction time. 

                                           
26 Due to the law of rare events, this approximation is valid: there are many flood sources that 

each individually send or don’t send a SYN packet in each instant; the network aggregates these into a 
single point process. 

If the flood intensity is so high that it amounts to a bandwidth attack, SYN packet 
arrivals can be almost uniformly distributed; but as the analysis only depends on the number 
of arriving packets being proportional to elapsed time, this need not concern us. 
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3.6 Improvements over syncookies 

As noted in 3.2.3, Daniel J. Bernstein proposed a partial solution to the SYN attack 
problem which he called “syncookies”. Recall that syncookies work by sending a carefully 
crafted, cryptographically strong ISN back to the client in the SYN ACK packet, so that 
the ACKed sequence number in the final ACK packet is enough to validate the 
connection. No state is established and no memory used until the final ACK arrives. 

I enumerated several problems with syncookies in 3.2.3; in this section I explain how 
RESPIRE (used along with syncookies) improves the situation. 
• Incoming SYN flood results in outgoing SYN ACK flood. RESPIRE filters the 

incoming flood, thus eliminating the outgoing flood. 
• SYN ACK generated using syncookies is not resent if connection-finalising ACK is 

lost. As RESPIRE filters the incoming SYN flood, the TCP backlog is not congested 
and thus syncookies needn’t be used; SYN ACKs can be resent as usual. 

• Connections established using syncookies cannot use large windows and can only use 
a fixed set of MSS values. The same comment as above applies. 

• Syncookies are relatively expensive in terms of CPU time. Benchmarks (cf. chapter 
3.7) demonstrate that enabling RESPIRE cuts down on the CPU usage of syncookies. 
Therefore, even though syncookies ensure continued operation of a service even when 

under attack, it still makes sense to use a packet filter to prevent the offending SYN 
packets from reaching the server at all. RESPIRE eliminates bounce floods because it 
filters the packets of SYN floods; it is thus an ideal complement to syncookies. 

3.7 Performance measurements 

Using a Linux implementation of RESPIRE, I compared the CPU cost of RESPIRE to 
syncookies by measuring the time the CPU spent in the “softIRQ” state (which includes 
the time spent processing received packets) under a SYN flood if a) no protection was 
enabled, b) if RESPIRE was used; c) if syncookies were used and d) if both RESPIRE 
and syncookies were enabled. Table 3 summarises my findings. In this experiment, the 
flood rate was about 16Mbps (around 32kpps), and there were 500 simulated attacking 
class C subnets. 

As long as traffic is insignificant, the kernel spends less than 10ms/s (10 milliseconds 
of CPU time each second of real time) processing packets. 

During a flood, without protections, backlog maintenance costs 45-75 ms/s because 
the kernel needs to try to insert each new connection into the backlog, determine if some 
existing entries should be evicted or SYNACKs resent, etc. 

Enabling RESPIRE but not syncookies results in a temporary SoftIRQ spike of 
approx. 50ms/s (this accounts for the time it takes to construct the tree structure). After 
a few seconds, the first batch of attackers is blocked; as we’re not using syncookies, not 
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all attacking subnets receive enough SYN ACKs to be blocked (cf. footnote 19 on page 
45). From this point on, SoftIRQ usage drops to about 20-25ms for the rest of the flood, 
mostly because the kernel needn’t assemble reply packets. 

Enabling syncookies but not RESPIRE saves about 10ms compared to the 
unprotected state, because – apparently, and this is surprising – generating the cookies 
costs less CPU time than maintaining the backlog data structure (which needn’t be 
performed now). 

Enabling RESPIRE as well as syncookies reduces the time spent in SoftIRQ to about 
20 ms/s, which is closer to the 8 ms/s baseline than it is to the 45 ms/s cost of facing the 
flood unprotected. 

No protection, during flood 45-75 ms 
SYN cookies, during flood 35-75 ms 
RESPIRE, during flood 25-50 ms 

SYN cookies + RESPIRE, during flood 20 ms 
No protection, no flood (baseline) 8 ms 

Table 3. Soft IRQ time, per second 

Using syncookies and RESPIRE at the same time makes sense because syncookies 
ensure continued operation of the service even under attack, whereas RESPIRE can 
quickly identify and block attacking traffic, so that bandwidth isn’t wasted and bounce 
flooding becomes impossible. 

Details of the experiments follow. 
The first experiment involved three computers launching a distributed SYN attack 

against a fourth computer on a switched network. For the first set of measurements, I 
optimised the victim system for attack response: I decreased the number of synack retries 
from the default of 5 to 2 (so that the kernel spent less effort trying to establish 
connections with the attackers) and decreased the backlog size from 768 to 512 to reach 
saturation (and thus start sending syncookies) sooner. I monitored several system 
statistics while the attack was in progress and tried all combinations of no SYN 
protection, RESPIRE and syncookies. The results are summarised in Figure 8: 
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Figure 8. RESPIRE and syncookies measurement results with victim optimised 

for attack response 

The x axis shows the time in minutes. I launched four 70-second attacks: one at 1:00, 
one at 3:00, and at 5:00 and one at 7:00. In the first case, the victim was unprotected. In 
the second case, RESPIRE was enabled and syncookies disabled; in the third case, 
REPIRE was disabled and syncookies enabled; and in the fourth case, both RESPIRE 
and syncookies were enabled. “Blocked” charts the number of blocked attacking subnets; 
“SIRQ” shows the amount of CPU time spent in “softirq” code (which includes code 
required to handle RESPIRE and syncookies), in milliseconds per second; “SYN_RECV” 
is the number of half-open connections the victim is keeping track of; and “IoWait” is the 
amount of CPU time the kernel spent waiting for hardware I/O to be completed (also in 
ms/s). 

The statistic where the impact of RESPIRE on CPU utilisation can be best seen is 
“SIRQ”. CPU utilisation is noticeably lower when RESPIRE is used than when 
syncookies are used; and even lower when both are used. It is also readily apparent from 
the “Bytes out” counter that RESPIRE indeed eliminates the outgoing SYN+ACK flood. 
“Bytes in” was decreased by RESPIRE because the counter only counted packets that 
weren’t dropped by the firewall. 



 57 

 
Figure 9. CPU load under attack; no defenses enabled. Average softirq load 

caused by each attack: 36ms, 60ms and 200ms respectively. 

I conducted additional experiments with different attack bandwidths and default 
network settings on the victim (as opposed to the slightly optimised settings used in the 
first experiment); the results are summarised in Figures 9 through 12. Attack bandwidths 
increased from ca. 8Mbps (ca. 16 kpps) to ca. 16Mbps (ca. 32 kpps) and then to ca. 
32Mbps (ca. 64 kpps). The charts now again show the time spent in softirq code (in 
milliseconds) and also the percentage of idle CPU time. Table 4 summarises the results 
numerically. 

It is immediately apparent that these results are qualitatively as well as 
quantitatively similar to the ones obtained in the previous experiment. 

 
Figure 10. syncookies enabled, RESPIRE disabled. Incurred average load was 

38ms, 44ms and 190ms respectively. 
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Figure 11. RESPIRE enabled, syncookies disabled. Incurred average load was 

18ms, 34ms and 119ms respectively. 

 16kpps 32kpps 64kpps 
RESPIRE+syncookies 14 29 100 

RESPIRE 18 34 119 
syncookies 38 44 190 

no protection 36 60 200 
Table 4. Average SoftIRQ CPU usage (ms/s) vs. flood intensity 

I believe that the high and seemingly periodic variance in CPU usage during the 
64kpps flood with only syncookies enabled (cf. Figure 10) is due to the cycle of the 
backlog filling up, cookies being enabled, then many backlog entries being evicted 
simultaneously, again freeing some space in the backlog, which then fills up again, 
causing syncookies to be sent once more. 

 
Figure 12. Both RESPIRE and syncookies enabled. Incurred average load was 

14ms, 29ms and 100ms respectively. 

What these results also show is that up to a point (at about 70% CPU utilisation), 
softirq load increases linearly with attack bandwidth. However, if the intensity of the 
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attack is increased further, the kernel is unable to keep up with the interrupt rate and 
CPU load increases at a much greater rate than attack bandwidth. The computer used as 
a victim in these experiments couldn’t cope with attack bandwidths much larger than 
35Mbps (ca. 76 kpps – indeed, the attack began to interfere with monitoring, so no 
further readings could be obtained). 

Based on these measurements, I was able to draw the following conclusions: 
• Somewhat unexpectedly, the largest amount of softirq time was needed when no 

protection was enabled; additionally, the TCP service under attack becomes 
unavailable while the flood lasts. The high CPU usage can be explained with the need 
for many backlog maintenance operations. 

• RESPIRE scaled well. Enabling it resulted in substantial CPU time savings in the 
steady state (after the attacks were filtered). The service was reachable again after 
about 10-20 seconds into the attack. 

• Syncookies guarantee service availability even under attack, but require a significant 
amount of CPU time because they involve cryptography. The maximum attack 
bandwidth this specific victim could cope with was around 33Mbps with syncookies 
and 38Mbps with RESPIRE. 

• Enabling both syncookies and RESPIRE resulted in the lowest average load and 
guaranteed service availability while eliminating the outgoing SYN+ACK flood that 
would otherwise have reduced the useful upstream bandwidth of the victim. 

3.8 Recent advances 

In this section, I point out some interesting new research results concerning SYN floods 
that were published after the initial RESPIRE paper[1]. 

The first of these is Al-Duwairi and Manimaran’s idea [89], which co-opts greylisting 
(commonly used to fight spam in SMTP) to TCP. They realised that since legitimate 
clients retry connections that time out anyway, a simple way of filtering floods is to drop 
the first SYN packet of every connection (when a flood is in progress), then see how 
quickly it is retransmitted. If the retransmission occurs sooner than about 3 seconds, the 
client is likely flooding and its subsequent packets can be dropped; if the client waits an 
appropriate amount of time, it is probably legitimate and its second SYN can be 
forwarded to the server. This filter requires per-connection state (just like RESPIRE), 
but potentially cuts off naïve attackers earlier. Sophisticated attackers can bypass the 
filter by timing their packets appropriately, but this reduces their effective attack rate. 

Kompella et al., in [88] (published just a few months after RESPIRE [1]), improve on 
the SYN-FIN ratio counter idea ([83]) and propose “partial completion filters”: “A Partial 
Completion Filter (PCF) consists of parallel stages each containing hash buckets that are 
incremented for a SYN and decremented for a FIN. […] It is easy to see that the expected 
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value of each of these counters is 0. Thus, if a destination (or source) hashes into buckets 
with large counters in all stages, it seems plausible that the destination is being 
attacked.” In simpler terms, PCFs avoid keeping separate state (counters) for each source 
or destination IP and instead aggregate the SYN/FIN traffic of several sources or 
destinations. If this is not coupled with real connection tracking (and it is unclear why it 
should be, as the memory savings achieved by the aggregation would have to be foregone 
then), then the attacker can still evade detection by also sending fake FIN packets. 
Kompella et al. note that it would also be possible to observe the traffic flow in the 
opposite direction; that is, count the SYNs sent by the clients and balance them with the 
FINs sent by the server. This avoids the FIN spoofing problem because the attacker 
cannot cause the server to send FINs without actually establishing and then closing 
connections. 

While the idea of PFCs has merits, it suffers from some practical problems: for 
example, SYN retransmissions occur more frequently than FIN retransmissions; also, 
some TCP connections are terminated by RSTs, not FINs. This (as the authors note) 
causes occasional false positives. In the experiment described in [88], the false positive 
rate was only slightly higher than 1% (that is, about one alert in every 100 was a false 
positive), which is quite good. Due to its use of real connection tracking, RESPIRE has a 
false positive rate of almost zero, at the cost of higher resource usage; that is justified by 
RESPIRE aiming to be deployed on or near the prospective victim, where connection 
tracking is being performed by a stateful firewall anyway. PFC, on the other hand, is 
stateless and can be expected to scale well to wire speeds of several gigabits per second. 

The PFC detector is not aimed at actual SYN flood defense but merely scalable, 
high-speed detection. It doesn’t identify the attacking source(s), nor does it filter bad 
traffic; however, it does indicate with fair precision whether an attack is in progress. 
Knowing which hash bucket indicates an attack, it’s possible to flag new packets as they 
are hashed into the misbehaving bucket; this can help find the actual attackers with 
further, individual analysis of each matching flow. Thus, a PFC based detector could be 
used to reduce the resource requirements of RESPIRE: instead of full connection 
tracking, it would be sufficient for RESPIRE to track the connections flagged by the 
PFC detector (which can even be implemented in hardware). 

Interestingly (and surprisingly), Kompella et al. describe SYN attack flows of more 
than 20 packets per second as being “heavy”. In my experiments, RESPIRE withstood 
attacks involving tens of thousands of SYN packets per second. 

Nandivada and Palsberg describe a timed automata based abstraction that can be 
used to validate SYN defense mechanisms semi-formally [90]; that is, it is possible to 
determine whether a SYN flood (which is also modeled using a timed automaton) can 
cause the timed automaton representing the TCP implementation of the server to enter a 
“bad” state (one where it drops connections). 
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4 The lobby index, a novel centrality measure for 
graphs 

Supporting publications: 
[12] András Schubert, András Korn, András Telcs: Hirsch-type indices for 

characterizing networks, Scientometrics 78:(2) pp. 375-382. (2009), DOI: 10.1007/s11192-
008-2218-1 

[13] A Korn, A Schubert, A Telcs: Lobby index in networks, Physica A - Statistical 
Mechanics and its Applications 388:(11) pp. 2221-2226. (2009), DOI: 
10.1016/j.physa.2009.02.013 

4.1 Introduction 

A network (or graph) is a set of nodes (or vertices) optionally connected by edges. The 
size of the network can be measured by the number of nodes, n. The degree of a node, d, 
is the number of edges that are adjacent to the node. The average degree of nodes, ρ = 
e/n (where e is the total number of edges) is a measure of network density (or 
connectivity). Several characteristic features of a network (diameter, centrality, clustering 
properties, etc.) are determined by the degree distribution, of which ρ is the simplest 
statistic. 

Centrality measures are statistics that characterise individual nodes numerically and 
are often more expressive than their degree. Many such indices can be constructed. For 
example, the original Hirsch index [57] is based on a graph model of author to paper and 
paper to citing paper links. The Hirsch index of an author is defined as the largest integer 
h such that the author has at least h papers with at least h citations each. (The gentle 
reader is kindly asked to graciously bear with me for a few paragraphs more; I shall be 
getting back to computer science shortly.) 

It is easy to see that the Hirsch index captures an essential and very interesting 
property in a way that is more expressive than either the total number of citations an 
author has (this number can be high if he or she has many papers, with 1-2 citations 
each) or the citation count (i.e. degree) of his or her most cited paper (which can be high 
if the author was involved in just one well-known paper). If we’re looking for scientists 
with high “impact”, which we intuitively understand to mean authorship of a high 
number of well-cited papers, we need but look for authors with a high Hirsch-index. 
Hirsch found a single number that is relatively easy to compute and that expresses our 
intuitive notion of scientific accomplishment rather accurately. 
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While this metric is very useful in scientometrics, it doesn’t readily transfer to other 
fields of study where graphs are involved, because the model is too specific. It can be 
generalised in at least two ways; the first of these is the degree h-index, published in [12]. 

Definition: A network has a degree h-index of h, if h is the largest integer such that 
there exist at least h nodes in the network that have a degree of at least h. (An 
equivalent but differently phrased definition was given in [12].) 

This index measures to what extent a network exhibits the so-called rich-club 
phenomenon, which is one of the hallmarks of preferential attachment networks: there is 
a “core” of densely interconnected nodes, with the rest of the nodes being significantly 
more sparsely interconnected. In a graph with a high degree h-index, this core is large. 
The relative size of the core is given by the h-fraction, h/n. 

I examined the interrelationship between the degree h-index and other graph 
properties in [12] in the context of scientometrics. While the results presented in that 
paper have no direct bearing on network security, they serve to illustrate that 
generalising the Hirsch index can be useful. 

Another generalisation of the original Hirsch index [57], yielding a per-node statistic 
instead of a global one, is also possible: let the lobby index l of a node be the highest 
integer x such that the node has at least x neighbours whose degree is at least x [13]. 

This is a centrality measure not unlike closeness [101], betweenness [97][98] or 
bridgeness [99] or Google’s PageRank [100]. 

In this chapter, I introduce these centrality measures; the lobby index; the 
motivations that led to its introduction; some of its potential applications; and some of 
its properties that I have already investigated. 

This is research in progress, thus, many questions are still open; however, the line had 
to be drawn somewhere, and I felt that the results obtained so far were mature enough to 
be included in my dissertation. 

4.2 Related work27 

The study of graphs and specifically centrality measures is not a new field; important 
results have been published as early as the 1940s (e.g. [97]). 

Especially centrality measures have proliferated since then, to the point where 
Freeman said [101] “Over the years, a great many measures of centrality have been 
proposed. The several measures are often only vaguely related to the intuitive ideas they 
purport to index, and many are so complex that it is difficult or impossible to discover 
what, if anything, they are measuring” as early as 1979. Borgatti warns [98] that “the 

                                           
27 I hesitate to say “state of the art” here, as my contribution is not an improvement over 

what existed but something new. 
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most commonly used centrality measures are not appropriate for most of the flows we are 
routinely interested in.” (The interested reader is kindly referred to [98] for citations 
related to lesser-known centrality measures, such as “information centrality” or the “rush 
index”.) 

4.2.1 The meaning of centrality 

Borgatti explains that “What is not often recognized is that the formulas for these 
different measures make implicit assumptions about the manner in which things flow in a 
network. For example, some measures, such as Freeman’s closeness and betweenness 
(Freeman, 1979), count only geodesic paths, apparently assuming that whatever flows 
through the network moves only along the shortest possible paths. Other measures, such 
as flow betweenness (Freeman et al., 1991), do not assume shortest paths, but do assume 
proper paths in which no node is visited more than once. Still other measures, such as 
Bonacich’s (1987, 1991) eigenvector centrality and Katz’s (1953) influence, count walks, 
which assume that trajectories can not only be circuitous, but also revisit nodes and lines 
multiple times along the way. Regardless of trajectory, some measures (e.g., betweenness) 
assume that what flows from node to node is indivisible (like a package) and must take 
one path or another, whereas other measures (e.g., eigenvector) assume multiple “paths” 
simultaneously (like information or infections).” 

Clearly, the assumptions underlying any measure of centrality, new or old must be as 
fully understood as its properties in order for it to be meaningful and useful. 

Borgatti, in [98], classifies flows along a network (or graph) based on their 
characteristics. This classification is relevant to our interests because it affects the way 
we look at centrality measures. According to Borgatti, fundamental attributes of flows 
include the following: 
• Does diffusion occur via replication or simple transfer? That is, if an item moves from 

node A to node B, does node A retain a copy of it, or can A send copies to B and C 
simultaneously, regardless of whether A retains a copy? For example, giving someone 
a book is a transfer (B will have the book while A loses it); infecting someone with a 
disease is replication (both persons will be infected); an Ethernet broadcast is 
replication without necessarily retaining the original. 

• If diffusion occurs via replication, is duplication serial (i.e. one copy at a time, like 
“giving” several people a hug in succession28), or simultaneous (parallel, like sharing a 
story with all acquaintances on Facebook)? 

                                           
28 I assume that every hugged person can be said to have received the same hug; and I 

deliberately leave open the question of whether the person who does the hugging retains a 
copy of his or her original hug or not. 
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• Does traffic flow deterministically? For example, getting a package from A to B via a 
pre-planned route involving interim acquaintances would be deterministic; the path 
(technically, a graph walk) a typical coin traces through society (with people being 
the nodes of the graph and edges existing between any two people capable of giving 
each other coins) would be nondeterministic. Anything that follows an “optimal” 
route travels deterministically: this includes (in almost all cases) IP packets as well as 
water through a system of pipes. 

• Can traffic involve the same link more than once? I.e. is it, from a graph theoretical 
point of view, a walk or a trail? For example, gossip typically doesn’t travel along the 
same link more than once (people don’t share the same piece of gossip with someone 
they’ve already shared it with), but a coin could. 

• Can traffic involve the same node more than once? I.e. is it, from a graph theoretical 
point of view, a trail or a path? E-mail routing between mail transfer agents typically 
avoids loops by recording the path a message has taken; if the same MTA receives 
the same message a second time, it will bounce it instead of forwarding it. Thus, e-
mail routing with loop detection represents traffic where the flow ends on 
encountering the same node a second time. A traveling salesman will completely 
avoid visiting the same address twice; however, a coin can return to a previous owner 
and then be traded on. 

Borgatti notes that other dimensions can be invented: for example, does a transfer 
involve a two-way effect? That is, if a flow travels from A to B, does something related 
always and necessarily travel from B to A? (This would be the case with every network 
protocol that uses acknowledgements, as well as basic commerce where goods are always 
exchanged for money, other goods or services.) I would add another: does a transfer from 
A to B incur a cost to A and/or to B? For example, sending paper mail or advertising via 
billboards incurs a cost to A; sending e-mail incurs a cost to both; wiring money can 
occur in a way that incurs a cost to B but not to A. 

4.2.2 Well-known centrality measures 

As defined by Freeman [101], the closeness centrality of a node is the sum of its distances 
from all other nodes, where the distance between two nodes is the length (in links) of the 
shortest path between them. This measure can be used to estimate the expected time it 
takes for a flow to arrive at a node, provided that the flow travels along shortest paths 
(or via parallel duplication) and that it can originate from any node with equal 
probability. Borgatti adds [98]: “In the case of information flows, we normally think of 
nodes with low closeness scores as being well-positioned to obtain novel information early, 
when it has the most value. Thus, organizations with low closeness in an R&D 
technology-sharing network are able to develop products sooner than others. In contrast, 
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individuals with low closeness scores in a sexual network are positioned to catch 
infections early, possibly before treatments are available in the case of new diseases.” 

In the same 1979 paper [101] Freeman defines betweenness centrality as the share of 
times that a node i needs a node k (whose centrality is being measured) in order to reach 
a node j via the shortest path; formally: 

kji
g
g

i j ij

ikj ≠≠∑∑ , , 

where gij is the number of shortest paths from i to j, and gikj is the number of shortest 
paths from i to j that pass through k. Borgatti [98] notes that “betweenness is 
conventionally thought to measure the volume of traffic moving from each node to every 
other node that would pass through a given node. Thus, it measures the amount of 
network flow that a given node ‘controls’ in the sense of being able to shut it down if 
necessary. What are the assumptions built into this measure? […] First, it is clear that 
the measure assumes that the traffic is indivisible. When confronted with several equally 
short paths, it chooses exactly one at random and proceeds. Thus, the traffic seems to 
literally move or transfer from node to node, rather than being copied or broadcast from 
a node. Second, the traffic travels only along shortest paths. Rather than diffusing 
randomly, it has a target and knows the best way(s) to get there. In fact, by taking all 
pairs of nodes, the measure systematically takes into account traffic moving from all 
possible origins to all possible targets.” 

This is not true of e.g. a computer virus which travels by copying (and can thus pass 
along several links simultaneously) and has no fixed destination (so that the concept of a 
shortest path doesn’t even arise). Therefore, betweenness is not a meaningful centrality 
measure when considering the “importance” of a node for the spreading of an infection 
(biological or otherwise); it is still being used thusly nonetheless, for example, by Chen et 
al. in [104]. 

Eigenvector centrality [102] is also popular; it counts the number of walks of all 
lengths, weighted inversely by length, which emanate from a node [98]. It is defined as 
“the principal eigenvector of the adjacency matrix defining the network.” Intuitively, we 
expect a node with a high eigenvector score to be adjacent to nodes that also have high 
scores. Eigenvector centrality belongs to the family of “influence measures” [98]. “The idea 
is that even if a node influences just one other node, who subsequently influences many 
other nodes (who themselves influence still more others), then the first node in that chain 
is highly influential. At the same time, we can see eigenvector centrality as providing a 
model of nodal risk such that a node’s long-term equilibrium risk of receiving traffic is a 
function of the risk level of its contacts. Hence, a person A in a sexual network may have 
sex with just one person, but if that person is having sex with many others, the risk to A 
remains high.” Eigenvector centrality is meaningful in networks where all nodes affect or 
influence all of their neighbours simultaneously. 
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Borgatti, still in [98], laments that “there are no measures appropriate for infection 
and gossip processes, which I would regard as extremely important.” This comment was 
one of the motivations for the lobby index to be formulated. 

4.2.3 The Hirsch index 

In his original article [57], Hirsch introduced the h-index as a performance measure. Most 
of the literature derived from this paper (nearly 200 citing items until the end of 2008; for 
a review, see e.g. [92]) studied the concept in the same or similar context. Even the 
predecessor of the index – the story goes back several decades as far as to Sir Arthur 
Eddington [93] – was intended to measure performance; as it happened, not in scientific 
achievements but in cycling prowess. 

Among the rare exceptions, Glänzel [45] analyzed the mathematical properties of the 
h-index irrespective of its utility aspects. Using Gumbel’s extreme value theory, he 
concluded that in the class of distributions obeying an asymptotical power law 
(“asymptotically Paretian distributions” – the most typical class of distributions in 
scientometrics, among other fields) the h-index can be approximated by a power function 
of the sample size and the sample mean. A refined version of this theoretical result gained 
later empirical support based on the example of h-indices of journals [94][95]. 

This is particularly interesting in light of Barabási’s work [96]; he introduced the 
concept of preferential attachment to describe the evolution of a class of networks. The 
concept proved to be rather fruitful in modelling physical, biological and social networks. 
One of the key properties of the model is that the degree distribution has a power-law 
upper tail; in other words, the distribution is asymptotically Paretian. 

Thus, a Hirsch-type index could apparently be approximated using Glänzel’s 
approach in a Barabási graph. 

4.3 Distribution of the lobby index 

Recall that the lobby index is defined for each node as the largest l such that the node 
has at least l neighbours with degrees of at least l. 

Theorem. If the node degrees are independent and α−≈≥ kkxP ))(deg(  for all nodes 

x (as in Barabási-Albert graphs) then 2α−≈≥ kkxlP ))(( . 

Proof. Let us use the notation lk=P(l(x)=k) for the distribution of the l-index, and 

let Gk=P(deg(x)≥k)=1-Fk. Let c be an arbitrary positive constant. 
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Using partition of unity and conditional probability. We now have to investigate the 
probability of a node having k links such that the corresponding neighbours have a degree 
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≥ k and l other neighbours whose degrees are < k (given that it has k + l neighbours in 
total). This is a restatement of l(x)=k. 

Let us first develop a lower estimate for lk. 
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The Stirling formulas have been used for ( )α−Γ k  and k!; 0 < Θ < 1. 

Considering the upper estimate: 
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Introducing a new variable we obtain 
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where the Stirling formulas have been used as in the case of the lower estimate. 

4.4 Empirical results 

I determined the distribution of the lobby index in generated as well as a real-life scale-
free graph: the Internet AS graph. I also determined the Spearman rank correlation 
between the lobby index and several established centrality measures. 

Generated scale-free networks. I generated 50 20,000-node Barabási (BA) graphs [41] 
with 10 new links each step, starting with 10 initial nodes. The degree distribution passed 
the preliminary test and has α = 1.96, i.e. a 1.96-fat tail. As Figure 14 shows, the 
empirical distribution of the lobby index has 145.ˆ =η  while the theory predicts η = 5.76. 
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Figure 13. log-log plot of l-index distribution in BA graph 
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Figure 14. log-log plot of l-index distribution in GBA graph 
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I used the generalized Barabási model (GBA) [42] which can provide an arbitrary α > 
1. I generated 50 graphs of 10 000 nodes each with the proposed algorithm and obtained 
networks with an average α of 1.9186, which would imply η = 5.60; I observed 285.ˆ =η . 
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Figure 15. log-log plot of l-index distribution in AS graph 

The Internet AS graph. The graph created by the interconnections between the 
various Autonomous Systems of the Internet has already been investigated thoroughly by 
others (see e.g. [43] and its bibliography). It turned out that it not only has a scale-free 
degree distribution but displays the rich club phenomenon as well: high degree nodes are 
more densely interlinked than expected in a BA graph. I obtained AS graph data from 
CAIDA[44] and determined the exponent of the tail of the degree distribution and 
compared it with the exponent of the tail of the empirical distribution of the l-index. I 
found that α = 1.61; additionally, η = α (α + 1) = 4.21 and 144.ˆ =η  is estimated from 

the empirical distribution of l. 
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Figure 16. log-log plot of l-index distribution in IG graph 

The IG model. Mondragón et al. proposed[43] a modification of the Barabási network 
model, the Interactive Growth (IG) model to generate scale-free networks which exhibit 
the rich club behaviour. In each iteration, a new node is linked to either one or two 
existing nodes (hosts). In the first case the host node is connected to two additional peer 
nodes using the preferential attachment scheme, while in the latter case only one of the 
involved (randomly chosen) hosts is connected to a new peer. I implemented this 
algorithm and again compared the exponents extracted from sample data. In this case the 
network size was 3000; the probability of one host was 0.4 and that of two hosts was 0.6. 
The log-log fit of the degree distribution tail yielded α = 1.23, η = 2.74 and 452.ˆ =η  

given by the empirical distribution of l. 
The place of the lobby index among other centrality measures. The lobby index lies 

somewhere between the closeness, betweenness and eigenvector centralities. A strong 
correlation with degree centrality is out of the question in the light of Glänzel’s 
observation29 [45]: 

( ) ( ) 1
1
+≈ αxcxl deg .  

In order to gain a better picture of the behaviour of the lobby index I determined the 
Spearman rank correlation between these centrality measures in the AS graph. 

 l closeness betweenness eigenvector 

                                           
29 This formula can be used to estimate the lobby index of a node based on its degree; it 

also provides us with a way to assess whether its known actual lobby index is “high”, 
“medium” or “low”. 
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l 1 0.652 0.768 0.604 
closeness 0.652 1 0.500 0.972 
betweenness 0.768 0.500 1 0.479 

eigenvector 0.604 0.972 0.479 1 

Table 5. Spearman rank correlation between centrality measures 

The correlations in Table 5 indicate that the l-index contains a well-balanced “mix” of 
other centrality measures: it is slightly closer to the three “classical” centralities than they 
are to each other (the quadratic mean of the three correlations in bold is 0.638 while the 
quadratic mean of the correlations in italic is 0.678). 

For biological networks the Spearman correlation between the closeness and 
eigenvector centrality is high [46]; high Pearson correlation can be observed in other 
networks as well [47]). One centrality measure can sometimes be used to approximate the 
other, which is not the case with the l-index for the AS graph, but has happened in other 
types of networks (see above). This can potentially save copious amounts of computation 
time given the simplicity of the calculation of the l-index. 

4.5 Future work 

While uses for the lobby index have already been found (see Chapter 5), its usefulness for 
its original purpose has yet to be firmly established. 

The lobby index assigns high numbers to nodes that are well-connected, thus in a 
good position to distribute an immunising agent as well as to prevent an infection from 
spreading through them, thereby protecting the parts of the graph that are reachable 
through them. One challenge in immunising scale-free graphs is that once the infection 
reaches the very well connected “rich club”, containment is next to impossible. There are 
proportionally fewer nodes with a high lobby index than nodes with high degrees, but 
these are mostly “gateways” into the rich club; hence, immunising them is promising. 

The particular scenario I have in mind is the following. Let us consider a piece of 
malware that propagates along the edges of a social network, e.g. via email or Facebook 
(for example, by sending a link to a malicious website that exploits a security hole in a 
browser). Let us assume that the goal of the malware is to achieve the highest possible 
infection rate in the shortest possible time; this is reasonable because its author can 
reasonably expect the malware to be detected at some point and countermeasures put in 
place. It is obvious that sending the infected message incurs a cost (of time and 
bandwidth). After infecting each node, the malware has to decide in what order to 
exploit the new links that have become available to it. I believe that it will be possible to 
show that it is a good strategy to propagate towards nodes with a high lobby index first; 
conversely, when immunising such networks (especially using self-replicating 
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immunisation agents), immunising nodes with high lobby indexes first will likely prove 
effective. 

While in the case of the email worm, the worm may not be able to assess the lobby 
index of neighbouring nodes, this is possible on sites like Facebook where the number of 
“friends” a node has is typically available and the friendship graph can often be followed 
to a distance of more than one link. 

Friend-to-friend (F2F) file-sharing network also pose an interesting challenge for 
malware as well as immunisation; the same reasoning applies. If F2F file-sharing were as 
ubiquitous as peer to peer (P2P) file-sharing, co-opting a F2F file-sharing network to 
distribute an agent that immunises nodes against a worm spreading (exponentially) via a 
social network could be worthwhile. Work on simulating such a scenario has already 
begun30. 

                                           
30 It should be noted that the idea of targeted immunisation in scale-free computer 

networks is not new; cf. [106]. 
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5 Applicability of Results 

In this work, two new network defence algorithms and a new graph centrality measure 
(the lobby index or l-index) are proposed. 

The first algorithm, WANDA, is an effective measure against network worms that 
rely on remotely exploiting software flaws in order to spread. Such worms need to 
connect to a large number of remote computers and try to infect each; this is the network 
behaviour the algorithm identifies. 

The algorithm can be implemented directly and used to combat network worms 
immediately. Its simplicity makes it particularly appealing for embedded devices like 
firewall appliances; more complex variants (discussed in Chapter 2.6) could be deployed 
on commodity PCs acting as firewalls. A compelling feature of WANDA is that it can use 
NetFlow data to analyse traffic. NetFlow, or something similar, is generally available in 
every large network; thus, WANDA could be deployed without placing additional 
equipment in the traffic path. The existing routers and switches could provide one or 
several WANDA monitoring nodes with NetFlow data, which WANDA would process 
and then cause appropriate traffic filters to be installed by way of an arbitrary remote 
management protocol the switches or routers support. 

The distributed version of WANDA is appropriate for large campus networks where 
centralised traffic analysis would be prohibitively expensive; in addition to making it 
possible to use WANDA at all, the distributed version can even prevent infections from 
spreading from one campus subnet to the other. 

In addition to stopping worm outbreaks, WANDA can be adapted to discover and 
identify portscans, which are often the sign of potentially malicious behaviour. 

The RESPIRE algorithm helps servers and firewalls defend against SYN floods by 
identifying the source address blocks of the floods. SYN floods are a type of DoS attack; 
they can be used to temporarily disable TCP based network services by exhausting 
limited resources on the server. 

The existing Linux implementation of RESPIRE had been deployed on hub.irc.hu, 
then one of Hungary’s busiest IRC (Internet Relay Chat) servers, between 2005 and June 
2007. IRC is notorious for attracting the attention of attackers, and indeed, during the 
time RESPIRE was used, several SYN floods were detected and filtered. One of the most 
distributed attacks logged occurred in early February 2007; the attacker used 70 class C 
subnets and sent approximately 52,000 SYN packets each second. In contrast, the server 
normally saw an average of about only 150 legitimate connection attempts per second 
(not all of which were related to IRC). None of the SYN floods succeeded in making the 
IRC service unavailable to legitimate clients. 
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In 2007, RESPIRE had to be disabled on hub.irc.hu because the existing 
implementation wasn’t SMP safe and the server received an additional CPU. Work on an 
improved version is pending. 

As with WANDA, the simplicity of the algorithm allows it to be run on even the 
simplest SOHO routers (provided they have stateful packet filters; nowadays many do). 
Coupled with syncookies, RESPIRE can make TCP servers highly resilient against SYN 
floods while avoiding most drawbacks (e.g. flood bouncing or the computational cost of 
cryptography) of syncookies. 

The lobby index represents an interesting new way of discovering “special” nodes in 
graphs, especially scale-free graphs. It quantifies how “important” a node is (in the sense 
of its ability to reach many other nodes quickly); its most compelling feature is that it 
only requires local information to compute, whereas other useful centrality measures 
typically require the entire graph (or a large part of it) to be known and processed. 

Since the publication of [13], other researchers have found uses for the lobby index 
that I hadn’t anticipated; for example [48] states that in vehicular ad-hoc networks 
(VANETs), the lobby index and betweenness centrality are useful in identifying “quality 
nodes” that are eligible for special roles; however, computing the lobby index of a node 
doesn’t require global knowledge of the graph, which Pallis et al. note is a significant 
advantage. 

In [49], Loulloudes et al. go on to say that “for geocasting applications, nodes with 
high lobby index are ideal for carrying out the rebroadcasts so as to spread the message 
to many recipients with as few rebroadcasts as possible.” 

Others have found uses for the lobby index in the field of search result ranking (for 
WWW pages as well as, perhaps surprisingly, yeast proteins) [50]. Significantly, it was 
found that the lobby index is similarly or even better suited for search result ranking 
than eigenvector centrality, but, as it is a local metric, it is much easier to compute. 

Applications in scientometrics have also been found (see e.g. [51] and Error! 
Reference source not found.). 
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6 Conclusion 

In this dissertation, I introduced two network security algorithms and a new graph 
centrality measure. 

Both algorithms use variants of the MULTOPS [91] data structure to efficiently track 
the behaviour of IPv4 hosts and networks with adaptive granularity. 

The first algorithm, WANDA (discussed in detail in Chapter 2) allows networks to 
autonomously or collaboratively detect outbreaks of scanning worms. Its most compelling 
features are ease of implementation, resource efficiency, the very low number of false 
positives (thanks to per-service suspicion thresholds) and the ability to work from 
NetFlow data, which routers and better switches can provide out of the box. Thus, 
deploying WANDA requires no changes to either the physical network infrastructure or 
to router firmware; this distinguishes it from other proposed worm detectors and 
containment systems that often envision global cooperation and/or specially instrumented 
routers. A thorough review of related research can be found in Chapter 2.2. 

While, due to the simplicity of the algorithm, the fact that WANDA as proposed 
would work is self-evident to anyone with a network engineering background, I did 
implement it in a call-level simulator in order to be able to quantify its effectiveness. In 
simulation experiments (whose results were published in [9]), WANDA was able to 
contain the worm outbreak before more than a handful of systems were infected. 

The second algorithm, RESPIRE (cf. Chapter 3) leverages existing TCP connection 
tracking features of firewalls to quickly detect SYN floods, identify the attack sources and 
enact appropriate filtering rules. In contrast to other proposed SYN mitigation solutions, 
it is sufficient if RESPIRE is deployed on or near the victim. It avoids the drawbacks of 
syncookies (cf. Chapter 3.2.3), has a small memory footprint and relatively low CPU 
usage. 

I used simulations (Chapter 3.4), mathematical analysis (Chapter 3.5) and real-world 
measurements using a reference implementation for Linux (Chapter 3.7) to prove the 
effectiveness of RESPIRE. 

A good summary of all results appears in [11]. 
Finally, I proposed a new graph centrality measure, called the lobby index (cf. 

Chapter 4) and determined its distribution in various kinds of generated as well as real-
world graphs. Centrality measures try to capture numerically the “importance” of a graph 
node from the perspective of network flows with certain properties. Several established 
centrality measures exist, but most of them require global knowledge of the entire graph 
to compute (e.g. closeness, bridgeness or eigenvector centrality); additionally, none of 
them seem to be really applicable to how an infection spreads through a scale-free 
computer network [98]. 
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Computing the lobby index of a node only requires local knowledge (specifically, the 
degrees of all neighbours) and can be performed very cheaply. 

It is my hope that the lobby index will prove useful in immunising scale-free 
networks; while this still remains to be established, others have already found interesting 
applications. For example, Pallis et al. in [48] state that in vehicular ad-hoc networks 
(VANETs), the lobby index and betweenness centrality are useful in identifying “quality 
nodes” that are eligible for special roles; in [49], Loulloudes et al. note that “for geocasting 
applications, nodes with high lobby index are ideal for carrying out the rebroadcasts so as 
to spread the message to many recipients with as few rebroadcasts as possible.” 

Uses for the lobby index in the field of search result ranking are considered in [50]. 
Significantly, it was found that the lobby index, while being orders of magnitude cheaper 
to compute, is similarly or even better suited for search result ranking than eigenvector 
centrality, which is what Google’ PageRank algorithm is based on. 

It is conceivable that the lobby index will prove useful in random walk based searches 
in unstructured peer to peer networks as well. 

The lobby index (and the related degree h index) was published in [13] and [12] 
respectively. 
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Appendix A: WANDA pseudocode  
global array of array of bool whitelisted; // indexed by destIP and destPort 
global array of countingtree dsttrees; // indexed by destPort 
global array of array of countingtree src_dsttrees; // indexed by srcIP and destPort 
global alert_level array of enum { GREEN, YELLOW, RED }; // indexed by destPort 
global array of int THRESH_RED; // indexed by destPort 
global array of int THRESH_YELLOW; // indexed by destPort 
global array of int THRESH_INDIV_RED; // indexed by destPort; could also be extended to be by-source 
global array of int last_suspicion_time; // indexed by destPort; when suspicious activity was last seen 
global array of int prune_interval; // indexed by destPort; how often to drop trees 
 
void change_alert(destPort, newlevel) { 
 if (alert_level[destPort] != newlevel) { 
  alert_level[destPort] := newlevel; 
  notify_peers(); 
  if (newlevel == GREEN) { 
   foreach tree in src_dsttrees[*, destPort] { 
    destroy(tree); 
   } 
  } 
 } 
} 
 
void add_to_tree(tree, IP) { 
// creates tree if necessary and sets timestamp property to gettimeofday() 
// if the tree was just created; just adds node otherwise 
// leafcount is set to zero 
} 
 
bool should_block_connection(srcIP, destIP, destPort) { 
 block_conn := false; 
 if (whitelisted[destIP,destPort]) goto out; 
 if (have_quorum(destPort)) { // checks locally stored state of peers 
  change_alert(destPort, RED); 
  last_suspicion_time[destPort] := gettimeofday(); 
 } 
 if (presumed_infected[srcIP,destPort]) then { 
  block_conn := true; 
  goto out; 
 } else { 
  if (alert_level[destPort] == YELLOW) 
   && (gettimeofday()-last_suspicion_time[destPort] > YELLOW_TIMEOUT) 
   && (dsttrees[destPort].leafcount < THRESH_YELLOW[destPort]) { 
    change_alert(destPort, GREEN); // no alert 
   } 
  } 
  if (alert_level[destPort] != RED) { 
   if (!exists_in_tree(dsttrees[destPort], destIP)) { 
    add_to_tree(dsttrees[destPort], destIP); 
    if (dsttrees[destPort].leafcount >= THRESH_RED[destPort]) { 
     change_alert(destPort, RED); 
    } elif (dsttrees[destPort].leafcount >= THRESH_YELLOW[destPort]) { 
     if (have_quorum(destPort)) { // checks locally stored state of peers 
      change_alert(destPort, RED); 
     } else { 
      change_alert(destPort, YELLOW); 
      last_suspicion_time[destPort] := gettimeofday(); 
     } 
    } 
   } 
  } 
  if (alert_level[destPort] in { YELLOW, RED }) { 
   if (!exists_in_tree(src_dsttrees[srcIP, destPort], destIP)) { 
    add_to_tree(src_dsttrees[srcIP, destPort], destIP); 
    if (src_dsttrees[srcIP, destPort].leafcount >= THRESH_INDIV_RED[destPort]) { 
     change_alert(destPort, RED); 
     presumed_infected[srcIP,destPort] := true; 
     block_conn := true; 
    } 
   } 
  } 
 } 
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out: 
 if (gettimeofday()-dsttrees[destPort].timestamp > prune_interval[destPort]) { 
  prune(dsttrees[destPort]); // removes all nodes but root 
  dsttrees[destPort].lastinit := gettimeofday(); 
 } 
 foreach tree in src_dsttrees[*, destPort] { 
  if (gettimeofday()-tree.timestamp > prune_interval[destPort]) { 
   destroy(tree); 
  } 
 } 
 return block_conn; 
} 
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Appendix B: RESPIRE pseudocode 
struct IP { 
 unsigned short int a, b, c, d; 
} 
countingtree root; 
 
void process_SYNACK(IP dstIP) { // called when we reply to a SYN 
 a=dstIP.a; b=dstIP.b; c=dstIP.c; d=dstIP.d; 
 root.synack_out++; 
 if ((root.synack_out/root.ack_in) > RMAX) && (root.synack_out >= SYNACK_MIN) { 
  if (!exist(root.a)) create root.a; 
  root.a.synack_out++; 
  if ((root.a.synack_out/root.a.ack_in) > RMAX) && (root.a.synack_out >= SYNACK_MIN) { 
   if (!exist(root.a.b)) create root.a.b; 
   root.a.b.synack_out++; 
   if ((root.a.b.synack_out/root.a.b.ack_in) > RMAX) && (root.a.b.synack_out >= SYNACK_MIN) { 
    if (!exist(root.a.b.c)) create root.a.b.c; 
    root.a.b.c.synack_out++; 
    if ((root.a.b.c.synack_out/root.a.b.c.ack_in) > RMAX) && (root.a.b.c.synack_out >= SYNACK_MIN) { 
     block_subnet(a<<24+b<<16+c<<8); 
     root.a.b.synack_out-=root.a.b.c.synack_out; 
     root.a.b.ack_in-=root.a.b.c.ack_in; 
     root.a.synack_out-=root.a.b.c.synack_out; 
     root.a.ack_in-=root.a.b.c.ack_in; 
     root.synack_out-=root.a.b.c.synack_out; 
     root.ack_in-=root.a.b.c.ack_in; 
     destroy(root.a.b.c); 
     if(!exist(root.a.b.*) { // the currently destroyed c was the last leaf of this b 
      root.a.synack_out-=root.a.b.synack_out; 
      root.a.ack_in-=root.a.b.ack_in; 
      root.synack_out-=root.a.b.synack_out; 
      root.ack_in-=root.a.b.ack_in; 
      destroy(root.a.b); 
      if(!exist(root.a.*) { // the currently destroyed b was the last leaf of this a 
       root.synack_out-=root.a.synack_out; 
       root.ack_in-=root.a.ack_in; 
       destroy(root.a); 
      } 
     } 
    } 
   } 
  } 
 } 
 if (gettimeofday()-tree_stamp > prune_interval) { 
  prune(); // removes all, or all non-suspicious nodes (see text) 
  tree_stamp := gettimeofday(); 
 } 
} 
 
void process_ACK(IP srcIP) { // called when a connection is finalised 
 a=srcIP.a; b=srcIP.b; c=srcIP.c; d=srcIP.d; 
 root.ack_in++; 
 if ((root.synack_out/root.ack_in) > RMAX) && (root.synack_out >= SYNACK_MIN) { 
  if (!exist(root.a)) create root.a; 
  root.a.ack_in++; 
  if ((root.a.synack_out/root.a.ack_in) > RMAX) && (root.a.synack_out >= SYNACK_MIN) { 
   if (!exist(root.a.b)) create root.a.b; 
   root.a.b.ack_in++; 
   if ((root.a.b.synack_out/root.a.b.ack_in) > RMAX) && (root.a.b.synack_out >= SYNACK_MIN) { 
    if (!exist(root.a.b.c)) create root.a.b.c; 
    root.a.b.c.ack_in++; 
    } 
   } 
  } 
 } 
 if (gettimeofday()-tree_stamp > prune_interval) { 
  prune(); // removes all, or all non-suspicious nodes (see text) 
  tree_stamp := gettimeofday(); 
 } 
} 


