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Géza Bohus (Morgan Stanley), Zsolt Lakatos and Csaba Vulkán (Nokia
Siemens Networks).
I thank my German teacher, Gyula Dancsok for the excellent preparation
for the language exam.
Greetings to my fellow PhD students; good luck!
I thank the flexible and helpful attitude of the PhD school’s staff I experienced; in the first place for Mária Vida the friendly handling of deadlines
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Chapter 1

Introduction
In the recent years, a new scientific field got into spotlight, the research of
complex networks. In a couple of years, dozens of popular books were published, including some bestsellers [1]-[10]; moreover, it became a regular topic
in the leading scientific journals. It even started a wave of founding companies (e.g. Maven7, PrediNet). The key of its popularity is the prevalence
and obvious importance of networks in all walks of life. It is also easy to understand the timing: it was the end of nineties when large datasets became
available on the Internet, and the performance of desktop computers proved
to be sufficient for handling them. These datasets, with the network-based
approach, allowed an insight to the overall structure of cells’ metabolisms,
the Internet, society of whole countries, etc.
The discovery that networks are so abundant and the encouraging initial
results raised very ambitious hopes – both in the researchers and in the curious public. The diversity of occurrences held out the hope that significant
advancement is expectable soon in the understanding of such important and
complicated issues as self-organising infrastructures (infrastructures without
global blueprint), cascading failures, spreading of epidemics and news, operation of the cell, operation of ecosystems, hard-to-treat diseases, human brain,
human societies, business life, structure of languages. Correspondingly, solutions for numerous significant problems seemed to got much closer, e.g.
the planning of failure-resistant infrastructures, correcting malfunctions in
the cell, efficient treatment of diseases considered invincible till now (AIDS,
cancer), stopping epidemics, protecting ecosystems, designing optimal structure for large institutions (e.g. for effective information flow), making the
economy and business world more efficient, shaping new military strategies.
In short, a public belief about complex networks started to form that they
provide a useful tool for the understanding and managing of most complex
systems [1].
In these matters, an important role was played by the fact that a number
of apparently universal features were discovered very fast in diverse networks
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[11, 13], like the small average distance or the distribution of the number
of neighbours a node has. The universality held out promises of two very
appealing possibilities. The first is the existence of a comprehensive, unified theory behind the very different problems mentioned above. The second
is the simultaneous applicability of any results in several fields, and consequently faster advancement than if all subfields were treated individually.
Here should be noted the high proportion of researchers coming from statistical physics. On the one hand, they had been interested in the above
mentioned complex systems for decades, and at this point the possibility
of a unified, mathematics-based theory appeared, which of course proved
to be very attractive. On the other hand, they were very susceptible to
the appearance of universal properties1 , especially regarding the power-law
functions obtained for the distribution of the number of neighbours, because that suggested a direct connection to one of the great success stories
of statistical physics, the theory of second-order phase transitions. Moreover,
second-order phase transitions had already been tried to connect to complex
systems (under the term “self-organised criticality”), so the suspicion that
complex systems have to do something with phase transitions and statistical
physics grew stronger. Consequently, complex networks gained much popularity among statistical physicists, and held out promises of fast successes.
For the past decade, the rich details and substantial differences of the
investigated systems have become apparent gradually. This implied realising that strong universal statements are substantially harder to make than
expected. There are important differences between biological, social, engineered, etc. systems, even inside subfields. Besides, networks indeed play
an important, even unavoidable role in several areas. Considerable results
were achieved, in which the approach practised by the physicists had an
important role, although the investigated problems formally belong to other
disciplines.
In the first time, networks were mostly investigated by measures defined
for individual nodes, like the number of neighbours, and then the whole
network was characterised by these quantities. But the question what structure the empirical networks have on the mesoscopic scale soon arose. Here
mesoscopic structure means in the first place clusters of nodes having outstandingly large number of links inside. The expectation was that these “locally dense” groups show, e.g. circles of friends in social networks or proteins
serving the same cell function in protein-protein interaction networks. However, a number of important facts quickly became clear: first, the problem
of clustering is very old. Second, it is quite universal, different variants are
known by computer scientists, biologists, sociologists, mathematicians, even
physicists2 . Third, the problem is hard, several papers were published in the
1
2

In fact, the universal features were found mostly by statistical physicists.
See the Superparamagnetic Clustering [66], which is built on the Potts model from
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preceding decades on this topic, but neither discipline was able to provide a
satisfactory solution. It may contributed that the primary motivation of biologists, sociologists and computer scientists is obviously to solve the actual
biological, sociological or computing-related problem, in which the appearing
variant of the clustering problem may be just a subtask. Correspondingly,
the previously invented methods contain strong constraints. On the other
hand, the widespread nature of the issue highlights its relevance and the
need for investigation from a more abstract point of view. The appearance
of the “complex networks” field gives a good opportunity for such research,
taking a step back from the discipline-specific details and accessing huge
datasets from diverse fields as well as building abstract mathematical models. Indeed, the issue got more and more attention from network researchers.
During the past 9 years, significant progress was made, for example in the
testing procedures. There is systematic development, but the problem is not
yet resolved. There are numerous open questions, like the behaviour of several newly developed methods on real networks, the correct characterisation
of empirical networks, especially large ones, and even as fundamental ones
as the precise definition of “cluster”. These questions inspired the work of
this thesis.

statistical physics.

Chapter 2

Complex networks in general
2.1

Definition and reach

The subjects of “complex networks” or “network science” are real-world problems where the topology has an important and nontrivial role, especially the
cases of complex topology1 . The first part of the original name of the field
(“complex”) emphasises the latter phrase. Usage of the word “networks” instead of “graphs” emphasises the real-world origin of the problems against
mathematical origin. It is an arbitrary interpretation to some extent, but
the plural can be taken as a reference to the diversity of the application
areas. Thus, the field of complex networks investigates the topology. Its goal
is to find the important features and typical characteristics, then to reveal
the consequences of the topology for the individual problems.
In other wording, the field of complex networks could be called geometrical statistical physics. Statistical physics aims at studying systems in which
the interesting behaviour is due to the large number of the elements. In the
case of complex networks it is complemented by the geometry of the connections (interactions), as a relevant factor. Large size is important, too, the
interesting properties on a small graph may not manifest themselves clearly
enough. Furthermore, statistical methods can have significant uncertainty on
small systems, while using simpler means may be adequate. So, the research
of complex networks investigates the role of topology in collective phenomena. Tracing back phenomena to geometry is an old thought, for example
it can be found behind general relativity. It should be noted that geometry
has a role even in conventional statistical physics: it is well known that the
Ising model in 1 dimension does not show any phase transitions, while in
2 dimensions it does. Consequently, the existence of the phase transition
depends on the connectivity pattern of the atoms.
In the light of the previous paragraph, it is clear why did the new subject
evoked serious interest from statistical physicists. However, within the tradi1

Topology is understood as the pattern of connections between the constituents.

2.2. Anatomy of complex network research
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tional fields of physics, problems for which the topology of large graphs have
an important role are rare, the relevant geometry is usually associated with
vector spaces. Although these continuous spaces can also be modelled by lattices – moreover, this is a common practise –, but the structure of lattices is
very simple, and does not have much variations beyond the dimensionality.
E.g. long-range connections are totally absent in lattices, while a number
of interesting properties depend on their existence. On the other hand, in
problems outside of traditional physics, it is very common that the relevant
geometry is a graph having several nodes. These problems are typically very
interesting and very important from a practical point of view. Of course,
the geometry is not always sufficient to their full description, therefore biological, sociological, etc. knowledge is frequently required. Nevertheless, the
assumption behind complex network research is that in several cases, huge
advancement can be made with the help of geometry to the understanding
of the specific problem.
In summary, the appeal of network research comes from two factors: first,
from the idea that complex systems can be traced back to geometry, at least
in part, second, to the importance of problems with networked structure in
broad fields of science and practical life.

2.2
2.2.1

Anatomy of complex network research
Fields of applications

Systems which can naturally be modelled by networks are abundant in several fields of research. Ironically, physics is an exception, although some
examples can be found. A non-exhaustive list is following.
Biology
Cells contain several types of networks. There is the metabolic network
of the chemical reactions providing energy and building material for the cell
[14], the network of genes regulating each other through protein expression
[15], or the network of interacting proteins [171], the cell signalling
network [16]. On the level of organs, the human brain is the largest
network mentioned in this thesis, built from O(1011 ) neurons [10], most
probably giving work for researchers at least for numerous further decades.
The relationship of species is represented by a phylogenetic tree, which,
due to recently discovered processes like horizontal gene transfer, begun to
grow loops. Ecological relationships, like food webs also correspond to
networks [17]. Diseases can also be associated with each other on the basis
of co-occurrence or similar genetic background [18]. Most probably it does
not require further reasoning to perceive the importance of advancement in
the understanding of the aforementioned examples.

6
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Figure 2.1. Biological networks. Top: schematic picture of a food web (figure
is from cougarbiology.pbworks.com). Bottom left: schematic tree of life
(from tolweb.org). Bottom right: network of interactions of a subset of
genes from Drosophila melanogaster (from [56]).

Sociology
For a simplified picture, society consists of peoples and links between them
[64]. These links serve as an infrastructure for the propagation of news,
rumours, information, diseases, habits, or for formation of opinions and col-

2.2. Anatomy of complex network research
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laborations. As can be seen, several types of connections are possible, and
consequently several different networks can be defined. Although it might
belong to the previous paragraph, sociological relationships (networks) of
animal groups can also be studied [19]. Other half-sociological example is
the “social network” constructed for the figures appearing in the ancient
Greek mythology [30]. To add a final loosely related example, networks of
words are quite often investigated [29, 74]. Links can be defined in very different ways, like co-occurrence in one sentence, synonyms, or by frequency
of association.

Infrastructure
Most of our infrastructures are networks: roads, railways, air flights connecting cities, telecommunication systems, electric power lines, water and sewage
systems are all networks, on which our civilisation depends. A particularly
interesting line of study in this topic investigates the cascading failure of
power lines, leading to country-wide blackouts [20].

Computer science
The world of informatics is similarly full of networks as physics with vector
spaces. Function calls within source codes or dependencies between software
packages [23] are quite visible even to outsiders. Integrated circuit design
also utilises graphs [24]. The World Wide Web is one of the largest and
most prominent networks, although it also has strong associations beyond
computer science.

Physics
Though physics usually works with vector spaces, graphs do appear a few
times. Spin lattices (Ising model) were already mentioned, and a prominent
example of a complex network in physics is a spin glass where the nontrivial
way in which the spins are coupled gives rise to a surprisingly complicated
behaviour. Another example is the network of adjacent local minima of e.g.
a cluster of particles interacting by a Lennard-Jones potential [160], which
was applied to the description of glass transition [25]. The force network of
static granular matter was also studied [26], and graphs were applied to the
domain patterns of multiferroic materials [27]. The synchronisation of semiconductor laser arrays also depend on their connection pattern [28]. Finally,
even climate issues, which arise from laws of physics, were investigated by
graphs [32].

8
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Figure 2.2. Infrastructural networks. Top: network of air transport. Figure
is from [21]. Bottom: network of Internet connections (from chrisharrison.net). Note that there is no map outline on the bottom figure.
Economics
Networks are common in the world of commerce and finance: the international trade can be viewed as a network of flowing goods [31], inside a country
the production of industrial or agricultural goods depends on other products [63], companies are linked to each other by business activities, common
board members or by financial activities.

2.2.2

Lines of research

There is a purely geometrical line of research for important topological features. At the beginning, there are empirical studies aiming to find new features, as was with the degree distribution [13], clustering [11], small average

2.2. Anatomy of complex network research
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Figure 2.3. A computer-related network – function call network of the seL4
microkernel. Figure is from http://ertos.nicta.com.au/.
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Figure 2.4. Network of adjacent local minima of an energy landscape (from
[161]).

distance [11, 45], error/attack tolerance [46], [22], searchability [43], fractality [52], motifs [29] or community structure (see the next section for details).
After a new feature is found, quantities to describe it are constructed. Then
usually a lot of work goes into developing and analysing models to reproduce
and extensively understand the empirical observations.
Furthermore, there are dynamical models which can be placed on graphs
and the consequences of different topologies (like lattices of different dimension, small-world graphs, scale-free graphs, clustered graphs) can be investigated. Examples are numerous: percolation [33], Ising and Potts models [34],
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random walk [35], epidemic models [36], synchronisation [150], self-organised
criticality models [37], models for cascading failures [20], Boolean dynamics
[38], chaotic dynamics [39], game theory’s models [40], ecological models [41].
This line of research reflects one of the basic questions in network science:
how does the topology influence the function of the network?
As can be seen from the above lists, the research on complex networks is
strongly tied to applications, because “important topological feature” has a
meaning only if there is some real-world context in which it has consequences.

2.3
2.3.1

Important concepts and results
General results

It follows from the nature of complex networks research that it tries to find
universal features which appear over a wide range of fields, independently
from much of the discipline-dependent details. The statistical physics background of several researchers makes this ambition even more pronounced.
Even the first findings about complex networks had a very strong universal nature. Three features were identified in the first years:
Small average distance the average distance between a pair of nodes in
most empirical networks were found to be much smaller than the network size (“small world” phenomenon) [42, 10, 43]. E.g. for a network
of coauthorships in biology-related articles, the average distance was
slightly less than 5, while the network contained more than one and a
half million of nodes. Typically, the average distance was below 10 for
networks ranging from hundred to millions of nodes, and was always
less than 20. Further analysis revealed that networks can easily have
average distances growing logarithmically (or even slower [45]) with
the network size. On regular graphs, even a small amount of shortcut
links is enough to produce the effect [11].
Clustering the so-called clustering coefficient denotes the number of triangles in a specific node’s neighbourhood, divided by the number of
possible triangles. This quantity measures a kind of correlation between the links. For several real cases the average clustering coefficient
turned out to be quite high, orders of magnitude higher than for a
similarly-sized random graph2 [11, 42, 10, 43]. This suggests that links
are generated locally in many types of networks.
Broad degree distribution the distribution of the number of neighbours
of the nodes, the degree, was found to strongly deviate from those of
the (Erdős-Rényi) random graphs in most cases [13, 42, 10, 43]. The
2
More specifically, “random graph” refers to the Erdős-Rényi stochastic graph model,
in which all node pairs are connected by a constant probability. [12]
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degree distributions were stretched such that “hub” nodes with very
high degrees (like the square root of the network size) were present.
In fact, the degree distributions were approximated in most cases by
a power law, with exponents between −2 and −3, although there are
warnings that these distributions may not be power laws [50, 51]. The
slowly decaying degree distribution has a profound effect on most geometric and dynamic features. A notable exception is the class of social
networks, for straightforward reasons – no one can have thousands of
friends.
These findings triggered the definition of new types of graph models,
which provided new topologies for existing dynamical models. Furthermore,
building on the above findings, other results soon appeared. Resilience against
random or targeted node removal (modelling failures/attacks) turned out to
depend heavily on the degree distribution: graphs with power-law degree distributions are very robust to random node removal and sensitive to targeted
node removal [46].
Other interesting facts were found in connection with epidemic spreading
models. Conventional wisdom stated that a disease’s fitness should pass a
certain threshold in order to infect a macroscopic portion of the population.
It turned out that on graphs with broad degree distributions3 the threshold
vanishes4 , meaning that arbitrarily incapable diseases can make an epidemic
[47]. This applies both to biological and computer viruses. For the latter case,
viruses persisted in the Internet several months after the antivirus softwares
got their updates [47]. Although the absence of the threshold may not hold
in all real-life cases, it clearly signs the effect of the topology.
Sticking to the degrees, it was observed from the correlations of degrees
of neighbouring nodes that there is a so-called rich-club phenomenon in a
scientific coauthorship network: nodes with large degrees are disproportionally well connected to other large-degree nodes [48]. It was hypothesised that
other social networks may also show this effect.
Single-node and two-node characteristics were not the only statistical
features considered. The occurrence of different small connection patterns,
sized of just a few nodes, was compared to occurrence frequencies in random
graphs, for various networks [29]. It turned out that real-world networks
had some connection patterns overrepresented (these were called motifs),
and some other ones underrepresented (antimotifs). Very interestingly, the
motif-antimotif profiles were classifiable into a few family, networks of similar
type appearing in the same family. E.g. the represented language networks
(English, French, Spanish, Japanese, and a language model network) all
had the same motifs and antimotifs. For some cases, especially in biological
networks, motifs can be associated with specific functions [49].
3
4

To be precise, for which the variance of the degree diverges.
In the infinite network size limit.
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The term “scale-free network” originated from the finding that several
empirical networks have a broad degree distribution, strongly resembling to
a power law function, at least on an interval. Power law functions do not have
a characteristic scale, hence the name. However, the “scale-free” status was
questioned from two directions. First, the initially assigned power laws of the
empirical degree distributions were disputed in a number of cases [50, 51].
Second, and this is a much more interesting direction, it was far from clear
whether the investigated networks show any kind of self-similarity under
renormalisation or not. The generally found logarithmic average distance
suggested a negative answer. Instead, after properly defining a renormalisation method for networks, it turned out that several empirical networks
are fractals5 [52]; in the sense that the number of boxes needed to cover
them grows as a power of the box diameter. On the other side, the most
widespread network models, some of them having a true power law degree
distribution, turned out to not being fractals. Later, models reproducing
fractality were invented [53, 54].
Finally, it should be noted that much work have been devoted to networks
that are more complicated than just set of nodes and edges: nodes can
have properties (like tags [55]), edges can be directed or can carry weights
(like bandwidth) [44, 43]. Some networks have a special structure called
bipartiteness: nodes can be coloured by two colours such that each edge
connects nodes of different colours [43].

2.3.2

Some application results from complex networks in
general

Drosophila segmentation
The embryonic pattern formation of the fruit fly Drosophila melanogaster
was modelled by gene interactions networks [56]. As an insect, the body of
Drosophila is segmented, and the cell types in the segments are determined
by a network of genes. In the model, neighbouring cells’ networks were coupled to each other. The interactions were known from experiments. A properly chosen Boolean dynamics modelled these interactions, the steady states
corresponding to observable patterns on the flies. It turned out that only 6
steady states exists, 3 of them were experimentally observed earlier, and the
others requiring very improbable conditions. It was also discovered that the
steady state corresponding to the normal fly is very robust to biologically
relevant perturbations of the initial state.
5
Fractals are geometrical objects being similar to themselves after magnification. This
feature is closely tied to the appearance of power law functions.
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Industrial development
The possibilities for developing new industrial products from existing ones
can be modelled as moving on a graph of products. A reconstruction of
the product proximity network from observed production data was done by
[63]. The reconstructed network looked very different from the ones implied
by the current economical models, showing a core-periphery structure with
modular units. The modular structure corresponds well to previous classification of products (e.g. garments, animal agriculture or electronics). The
strong links tend to be in the core, and in a few peripheral modules. It was
also confirmed that countries typically develop new products which are close
to already existing ones. These findings imply that countries with different
current product profile are in different positions for future development, e.g.
countries having products on the periphery possessing much more restricted
development possibilities than countries being active in the core or in a
module. Indeed, different regions of the world occupy different characteristic regions in the product proximity network, the richness of the countries
strongly correlating with the centrality of their product in the network.
Synthetic rescues in metabolic networks
Deletion of a metabolism-regulating gene damages the metabolic pathways,
reducing the productivity of the cell, e.g. its growth rate, in some cases to
a non-viable level (essential genes). However, lethal gene deletions may be
turned to non-lethal by the deletion of additional genes [57]. The mechanism is the following. After a gene deletion, the cell tries to adapt by a
minimal amount of metabolic flux rearrangement, leading to a far-fromoptimal state. Meanwhile, a global rearrangement of the fluxes can result in
much more optimal state, comparable to the one of the unharmed cell. The
global flux rearrangement can be triggered by further gene deletions. The
idea was applied to organisms as Escherichia Coli, Helicobacter pylori and
Saccharomyces cerevisiae, revealing dozens of potential rescue combinations
for each. Although the approach is based on computations applied to known
metabolic systems, reanalysing previous experiments showed evidence that
the method works in real life. It is interesting to note that inspiration came
partly from a proposed method to stop cascading failures on electric networks.
A similar approach was also applied in connection with ecological networks
[58].
Confirmation of the weak ties hypothesis
In sociology, Granovetter hypothesised that acquaintance networks contain
clusters of people densely interconnected with strong links, while the clusters
are hold together by weak links. In spite of the fact that this “Strength of
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Weak Ties” hypothesis became one of the most influential ones in sociology,
empirical evidence had not been available beyond small-scale surveys, until
recently. In the last years, a few databases of mobile phone providers became
accessible, providing insight into the communication habits of macroscopic
parts of entire societies. Using the frequencies of mobile phone calls as link
strengths, it was possible to obtain an approximation of the underlying social network [59]. It turned out that the overlap between a link’s two ends’
neighbours is monotonically increasing with the link strength (except for the
strongest 5% of the links), verifying the weak ties hypothesis on a sample
containing millions of people, and – not less importantly – applying an objective link strength measure. The weak ties hypothesis is just one example,
other sociological hypotheses were also tested or even formed by the analysis
of large empirical networks [151].

2.4

Tools

In fact, thinking in networks is very old, presumably is of the same age as
humanity (see e.g. social connections). Science also has been dealing with
networks for a long time: in mathematics, the beginning of graph theory is
considered to be the proof of Euler about the problem of the Königsberg
bridges in 1736 [60]. Chemistry often models molecules by graphs. In sociology, investigations of networks were conducted already in the first half of
the 20th century. In connection with power transmission lines planning, an
up-to-date widespread applied algorithm was designed in 1926 [61].

Figure 2.5. The bridges of Königsberg and their abstract representation by
a graph (from Wikipedia). Euler’s question was whether it is possible to find
a path crossing each bridge exactly once.
What is new is the analysis of large networks: neither data, nor means
for processing them was accessible earlier. Our globalised and IT-filled world
gives the first, computer science (including computers) and mathematics
give the second. It is not a coincidence that coming into prominence of
the networks happened at the end of the nineties: large datasets became
easily available through the Internet at this time, on the other hand, desktop computers’ performance for analysing the data reached a suitable level.
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Accessible data kept expanding: in biology, high throughput methods, in
sociology, the online activities and mobile phones are producing new data
at such rates that processing them is possible exclusively by computers.
Importance of the new data is high. The number one example is sociology, for which totally new possibilities opened up, because earlier it had
only small-scale surveys, often carrying very subjective content. Therefore
checking hypotheses and making empirical observations was very strongly
restricted. Compared to this, today it is possible, using mobile phone calls,
to reconstruct an approximate acquaintance network of millions of people,
based on objectively measured data [151, 59, 62].
Beyond the large number of constituents, these networks have another
important feature: they do not possess an easily understandable structure,
contrary e.g. to the lattices. Usually they are generated by very complex
processes, so the easiest way of modelling them is to use stochastic models.
For that reason, they offer a large scope for the application of probability
theory and statistical methods. Due to the large number of constituents and
the stochastic character, application of the methods of statistical physics,
like mean-field theory, is an obvious idea. For the same reason, application
of computer simulations also arises naturally, e.g. for investigation of models.

Chapter 3

Introduction to community
detection on complex
networks
A natural question about a network is whether it has dense regions, denser
than the average. These regions, if present, correspond to mesoscale structures in the network – larger than the individual nodes, but smaller than the
whole network. Common sense suggests that such subgraphs should carry
relevant information, like people having a common interest in a social network, or biochemicals belonging to the same pathway in metabolic networks.
It is not surprising that the question of dense subgraphs appeared in
complex networks research; in fact, currently it is the one of the most actively
investigated topics [65], under the term “community detection”.

3.1

Historical overview

The clustering of objects is a much older problem than the activity about
community detection among network researchers. Classification can be traced
back to Aristotle. In biology, the modern systematic grouping of creatures
was introduced by Carolus Linnaeus in the eighteenth century, and clustering
problems still occur in our days, e.g. in DNA sequence analysis. Sociologists
have talked about cliques, clans, LS-sets, etc. all being some quantitative
definition for “cohesive subgroups”, for decades [64]. The same is true for
blockmodelling, i.e. decomposing a (social) network into classes of nodes
with common properties [65]. In computer science, graph partitioning has
been applied for load balancing in parallel computing, or in integrated circuit design, also for decades [65]. Even statistical physicists built clustering
methods previously, e.g. the famous Superparamagnetic Clustering method,
which is based on the Potts model [66].
In connection with networks, the concept of clusters appeared first in
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Figure 3.1. Illustration of dense subgraphs in a network. Figure is from [119],
showing a realisation of the LFR benchmark (described in Sec. 3.4).
2001 [67, 68, 69, 70]. At the beginning, techniques were based on the traditional hierarchical clustering methods [69, 71], along with some approaches
building on physical phenomena [72]. For choosing the optimal partition (the
optimal number of clusters), a quality function termed modularity was soon
introduced [73]. Later it was realised that the quality function can be directly
optimised, resulting in an exploding number of methods, most of which either applied a new heuristic or some modification to the quality function [65].
Meanwhile, more and more alternative methods based on entirely different
principles appeared, one using percolating cliques [74], other one based on
information compressing [76], yet another one applying elementary physical
dynamics [77], etc.
During this method fabrication championship, it was discovered that
modularity (probably the most widespread method) suffers from an intrinsic resolution limit problem, i.e. it is unable to resolve clusters under a
quite large, network-dependent size [78, 79]. It motivated the researchers
to develop multiresolution and hierarchical methods. Multiresolution methods (e.g. [81, 82, 83]) contain a tunable parameter influencing the size scale
on which the methods looks for communities. One of them also helped to
understand the theoretical background behind modularity [83]. Hierarchical
methods (e.g. [84, 85, 86, 88]) try to iteratively find clusters inside clusters,
or taking a bottom-up approach, to build clusters of clusters.
The sea of emerging methods naturally rose the question how to test
them. The problem is that the methods are designed to run on large net-
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works, and no large empirical network with known cluster structure was
known (which still holds). Therefore, testing in the first times was done on
a few small empirical networks, with some a priori information about suspected communities. Later, artificial benchmarks appeared and gradually
improved.
Another critical question is to decide how meaningful the results are. It
was realised soon, that modularity (which measures the quality of a partition) takes quite high values on random graphs without cluster structure
besides statistical fluctuations [89]. Later it was discovered that modularity
– and other methods too – has several local optima, having similar quality values but corresponding to rather different clusterings [90, 91, 92]. A
promising way for choosing the correct clusters is checking the statistical
significance of the found clusters, for which methods have begun to appear
recently [93, 94].
Besides the theoretical considerations, more practical aspects were addressed, too. It was proven that optimising modularity is an NP-complete
problem [95], and there is no reason to assume that for other measures the
situation is substantially better. This makes clear the importance of developing good heuristics. A significant amount of work was put in the reduction
of required time. Some algorithms required O(N 3 ) running time (N is the
number of nodes), which is intractable for large – say, N ≥ 104 – networks1 .
Now more algorithms with low time requirement are available, surprisingly
with very good test results [96]. E.g. a network of 5 million of nodes and 11
million of edges was processed in 2 days by a very precise algorithm, and in
less than 5 minutes by 2 other ones [91].

3.2

Relation to statistical physics

The basic models for networks, although differ in their global structure, have
locally homogeneous edge densities, up to statistical fluctuations. This is a
symmetry, although in a statistical sense, similar to the (statistically) homogeneous density of a gas. It is very natural to ask whether this symmetry does
hold for real-world networks, or local condensations of edges are observable.
Such type of questions immediately raise the interest of physicists. On the
other hand, there are important differences to traditional physical systems:
experiments are rarely possible (think e.g. on social networks), even data on
the evolution of systems is not always accessible, so usually only individual
instances of the networks are observable. Furthermore, in traditional statistical physics, appearance and disappearance of a symmetry can be usually
tuned by a single parameter, like temperature – it is not evident whether
1

The networks of interest are usually sparse, the number of links being proportional to
the number of nodes. Therefore, dependency of the running time on the number of links
can be conveniently expressed by the number of nodes.
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such a parameter can be found for the inhomogeneity of the edge density in
networks.
Despite the complications, ideas from statistical physics were borrowed as
soon as the issue emerged. Researchers began to talk about hierarchically
embedded structures, which are of central importance in spin glass theory.
Furthermore, the so-called multiresolution methods also lean on a picture
originating from statistical physics. They sequentially look for clusters while
changing a resolution parameter, resulting in cluster structures having different typical cluster sizes. It is assumed that for a network with a real cluster
structure, the found clusters will not change continuously while tuning of
the resolution parameter, instead the real clusters will be found again and
again over an extended parameter range. This is in contrast to the picture
of second-order phase transitions, where clusters exist on all scales, neither
scale being more dominant than the others – a symmetry, expected to be
broken for real networks.
If there are locally dense subgraphs in a graph, they should manifest
themselves in various physical processes which take place on the graph. Observing the inhomogeneities in such processes opens a way to the detection
of clusters. This is what a physicist tend to think when presented with the
problem of community detection. The presence of several elementary units
(network nodes) and the stochastic nature of the interconnections directs
naturally to statistical physics, which already had previous experiences with
some kinds of clusters.
For example, it is expected that a diffusion on a clustered graph will reflect the cluster structure. Diffusion can be modelled in mathematical terms
by random walks. A random walker should spend long times inside the clusters, so identification of sets of nodes from which the random walker does not
escape easily provides our target. This picture attracted recurring attention
[97, 98, 83], leading to remarkable methods.
Besides diffusion, one can expect that a Potts model defined on the graph
in question should also reflect the dense clusters. The problem is that the
most natural configuration, the ground state at zero-temperature, is trivial,
consequently does not provide any information about the clusters. The first
idea to circumvent this problem was to use finite temperature, this lead to
the Superparamagnetic Clustering method [66] in 1996, a few years earlier
than networks came into fashion. Some years later, it was proposed to avoid
the trivial solution by introducing antiferromagnetic couplings (“negative
links”), transforming the Potts Hamiltonian to a frustrated spin glass-type
one. Several different definitions for the new couplings are known (see e.g.
[81], [119]). As a third approach, a simple dynamics equivalent to finding
the zero-temperature higher local minima of the original Potts model was
also proposed [77], [92].
Beyond the Potts model, statistical physics also knows clusters from percolation problems. Correspondingly, percolation-based community detection
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methods appeared [74].

3.3

Definition of the problem

Probably the most important problem of the community detection subfield
is the lack of a generally accepted precise definition of communities. Defining the term “cluster” in a mathematically precise way is a nontrivial task.
So nontrivial that no widely-agreed definition exists. The most precise term
currently is “nodes having more edges among themselves than to the rest
of the graph”. Clearly, it is not enough to unambiguously build a detection
method. On the other side, when hearing about clusters, everyone immediately has a conception about it. This stress between the naturality of the
intuitive picture and the difficulty of the precise definition is one of the major
motivation factors behind the research.
A cluster can have different meanings for different fields. E.g. in sociology,
a community of people is expected to have very small average distances, and
a lot of triangles. In metabolic networks, a pathway can be a much more
elongated subgraph. In computer science applications, any subgraph which
is well separated and not very small might be a good cluster. Furthermore,
clusters may be defined on the basis of some activity of the nodes in real
life, which is not necessarily reflected in the topology of the network [75]. So,
“cluster“ usually has more or less different meanings in different contexts,
and correspondingly, different detection methods are required.
In spite of the above difficulties, it seems that behind the huge amount
of papers labelled as community detection, there is a certain type of objects
for which the researchers look for. It may be called locally dense subgraph.
What is important not the exact term, but the properties which it is aimed
to reflect: first, our objects are determined solely by the graph topology, not
by functions performed by the network. Second, clusters are defined on a
local basis – they should be recognised considering only the cluster and its
local neighbourhood, without taking into account the whole graph or distant
regions of it. Third, nothing is imposed on the clusters regarding the sizes or
number of the clusters, allowing e.g. broad size distributions. Finally, clusters
are not restricted to form a partition, i.e. nodes may belong to zero or to
multiple clusters – such a set of clusters is called a cover. Consequently, the
problem of community detection is more general and also more difficult than
finding a partition or finding clusters with the aim of some constraints, like
a fixed number of clusters or other information originating from a source
external to the graph topology. As no specific features are supposed for
the clusters, it is hard to imagine a more general version of the clustering
problem. The lack of formal definition, mentioned in the first paragraph of
this section, partly stems from this generality, but just partly: setting e.g.
the expected cluster sizes does not solve the question of definition.
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Most current methods hypothesise that the community structure of a network corresponds to a partition, i.e. all nodes belong exactly to one community. However, life can be more complicated. For example, there can be a
hierarchy of communities: large clusters may contain smaller clusters, which
can contain even smaller cluster, . . . Although this is a familiar situation
for the ones with spin glass theory background, it is even more familiar from
everyday life: from the organisation of institutions and firms, or from biology (cell-tissue-organ-organism). Beyond the discrete levels of hierarchy,
networks may have a cluster structure which changes more or less continuously with the scale of investigation, like zooming in on a map reveals more
and more details.
Furthermore, in many networks it is natural to assume that nodes can
belong to multiple communities. E.g. in a social network, one can have a family, friends, colleagues, sports team, etc. – or in unfortunate cases, he/she
can live lonely, without any close community, which translates that nodes
not necessarily belong to communities. Generalising the overlapping communities, nodes may belong to different communities to a different degree,
requiring fuzzy or ”soft“ memberships from the real interval [0.1].
Beyond problems with the communities, additional features of the network, like weighted or directed edges, or bipartiteness also raise further complications.
A different kind of complication comes from a much more practical aspect. The networks to be analysed are usually large (current record is at
least 6.5 · 108 nodes [108]). Sizes of this magnitude require the applied algorithms to be fast, being essentially linear in CPU time as function of the
size of the network.
Beyond the question of definition of communities, the other very important problem with community detection is how to decide whether a proposed
method is good or bad. There are two approaches for testing methods: either on empirical networks or on artificial ones. Empirical networks with
known community structure tend to be small (< 150 nodes), because larger
networks are very hard to oversee and annotate the clusters by eye. Even
for small enough networks, known cluster structure is usually deduced from
some source outside the network topology, questioning the appropriateness
of comparing them to topology-deduced communities. For quite a long, most
methods were usually examined only on a few empirical networks, like the
Zachary karate club (34 nodes) [101], which was split into two during the
observation, due to a dispute. The other frequently occurring test cases are a
social network of bottlenose dolphins (62 nodes), and a network of American
football teams (115) nodes. Naturally, one does not expect to gain a comprehensive picture about a method’s capabilities, based on such a testing.
The other possibility is to use artificial graphs with built-in community
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Figure 3.2. Illustrations of more complex situations than Fig. 3.1. Top: hierarchically embedded communities, denoted by colours. Sub-communities
have shades of red, green and blue, according to the higher-level community.
Figure is from [137]. Bottom left: overlapping communities, from the preprint
version of [143]. Bottom right: schematic illustration of a graph simultaneously possessing clustered and unclustered regions (from the preprint version
of [91]).

structure. The first test of that kind appeared as early as 2002 [69], and
consisted of 128 nodes arranged in 4 groups of 32 nodes, each node having
16 links. The ratio of inside and outside links can be tuned. The test is quite
restricted, both by the number of its applications and its capabilities. Most
importantly, the networks are small, the node degrees and the cluster sizes
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are homogeneous, although both are known to have broad distributions in
empirical cases.
The next generation of benchmarks, due to Lancichinetti et al. [102, 103],
addressed exactly these questions. The networks can be of arbitrary size and
have arbitrary edge density (meaning the ratio of the number of links and the
maximal possible number of links), the degree distribution and the cluster
size distribution both follow power laws with tunable exponents. Communities are again defined by prescribing the nodes a given fraction of their links
to lay inside their communities. These LFR benchmarks were applied to a
variety of important methods, discriminating much more between methods
than the previous GN benchmark [96].

Figure 3.3. Illustration of the LFR benchmark (unweighted and undirected).
Figure is from [102].
Although the LFR benchmark is a much more realistic test than the
previously used ones, there are several important features which are still
lacking. First, the edge densities of the clusters are not defined explicitly
to be inhomogeneous (differing from cluster to cluster) such a way that
during the detection process, parameters learnt for one cluster cannot help
detecting the other ones. Second, instead of covers, partitions are built into
the benchmark graphs. This means that all nodes belong to exactly one
cluster. Enforcing partitions is a major drawback of several current methods [116, 91, 117, 139], excluding the possibility of overlapping clusters and
forcing sparse “clusterless” regions into communities [91, 148]. The set of
communities should be very far from a partition, e.g. by simultaneously
having clusterless regions and strongly overlapping nodes, even with high
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numbers of memberships [143, 125] – which is not a widespread practise
currently. A further possibility is creating different ”orthogonal“ partitions
overlaid on each other [118], as shown on Fig. 3.4. Finally, communities are
currently defined solely on the basis of separation (ratio of in-degrees and
out-degrees), which is a serious shortcoming. E.g. a known weakness of the
LFR benchmark is that the number of triangles is very low [96], not to talk
about larger cliques, although it contradicts one of the first important observations about the empirical networks [11, 42, 43], thus misrepresenting
them. Consequently, features like cohesion (see Sec. 5.1) should be included.

Figure 3.4. Illustration of “orthogonal” partitions (from [118]). Edge colours
denote communities. The graph can be partitioned in 2 natural ways.
Another important aspect of community detection is the significance of
the identified clusters. Indeed, even the definition of communities in Sec. 3.3
may go like “statistically significant locally dense subgraphs“. Most methods
simply forget this issue, and anyone using them has no information about
the significance of the results – so must suppose that all results are (equally)
significant. Although measures for this purpose were developed recently [93],
and even a community detection method was built around it [94] by the same
authors, they did not spread wide till now.
Probably the most serious current challenge is the presence of a very high
number of proposed partitions (or covers). It was published for modularity
[90] and label propagation [92] that the corresponding fitness functions have
several similarly good local optima, and there is no reason to assume that
other fitness optimising methods are free from the issue, irrespectively of the
actual form of the fitness. The source of the problem is that locally dense
subgraphs, ”building blocks“, can be combined in several (at least exponentially many) ways to form objects which are still locally dense, and therefore
can be found by the algorithms. Unfortunately, the decrease in the fitness
functions induced by, for example, merging two real communities is usually
very small, so the fitness of the solution presented by the algorithm cannot
be taken as a good measure of distance from the true solution. Consequently,
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algorithms are expected to end up in one of the several suboptimal cluster
structures, even if being run several times (then most probably returning
several different suboptimal partitions).

3.5

Other fields’ methods

Various clustering methods had been developed before the term ”community
detection“ was born. In contrast with the methods discussed in the next
section, they usually require the number of clusters as input, which is a
major drawback.
Probably the most well known is the k-means clustering [104], which
requires a metric space. The idea is to find k clusters such that the variances
of the clusters (sums of squared distances from centres) are minimal. k is
an input. The common solving algorithm goes as follows: initially k cluster
centres are chosen somehow (e.g. randomly), and nodes are assigned to the
nearest centre. Then the centre of each cluster is recalculated (this time
as the centre of mass), and nodes are reassigned. The steps are iterated
until convergence. The method implicitly assumes sphere-like, similarly sized
clusters.
Another method is the Principal Component Analysis (PCA) [105]. In
fact, it is not strictly a clustering method, instead a dimension reduction
technique. Given a similarity matrix (e.g. a correlation matrix), PCA projects
the matrix to a k dimensional subspace which basis vectors have the largest
variances from all possible k dimensional subspaces, k being an input parameter. This way, the maximal variability possible in k dimensions is preserved.
If there are clusters in the data, they are expected to show up in the projected data, and can be directly observed if k = 2 or 3. PCA can be done by
eigenvalue decomposition. It is known that PCA and k-means clustering are
related: the principal components give the optimal solution of the k-means
problem.
A different approach is the family of hierarchical clusterings [106]. Given
a similarity matrix, the hierarchical clustering successively merges elements
with the highest similarity, until the whole dataset belongs to a single cluster.
The merging process can be described by a tree, called dendrogram, which
leaves are the original objects, and the internal branching points correspond
to clusters. To obtain a cluster structure, the dendrogram should be cut at
some point, the choice depending on the user. For example. prescribing the
number of cluster defines a cutting point.
An alternative form of the hierarchical clustering is the Maximal Spanning Tree [61], which is a graph built from the objects and their similarities,
such that the resulting graph has no loops (“tree”), reaches all nodes (“spanning”), and has maximal sum of similarities from all possible spanning trees
(“maximal”). Branches in the MST are expected to correspond to clusters.
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It can be shown that the MST gives the same clusters as the hierarchical
clustering of the so-called single linkage type, where similarity of two clusters
is defined as the similarity of their most similar members.
Other methods also exist, applying e.g. neural networks or support vector
machines [107].

3.6

Overview of the current methods

Here a representative but not exhaustive list is presented – important methods from both theoretical and practical point of views are mentioned.

3.6.1

Random walk-based methods

Random walk is the mathematical model for diffusion, which is one of the
first phenomena showing the presence of clusters that a physicist would
name. Correspondingly, several attempts were made to attack the clustering
problem from this side. Getting information about clusters by using random
walks belongs to the class of nontrivial problems for which it can be said
that we know how to solve it [83], [98].
In the following, the most important attempts will be described.
Eriksen et al’s method
Consider the adjacency matrix (A) of a graph, which ij element is 1 if nodes
i and j are connected and 0 otherwise. It is easy to see that to describe a
random walk, the required transfer matrix T is obtained by normalising the
Aij entry of the adjacency matrix by the degree of node j,
Tij = Aij /kj

(3.1)

This matrix has an eigenvalue 1 corresponding to the stationary state2 , in
which the random walker density on each node is proportional to its degree.
One suspects that if the investigated graph has clusters in which the random
walker can be trapped, slowly decaying modes (i.e. eigenvalues close to 1)
appear. In 2003, Eriksen et al [97] used the eigenvalues and eigenvectors
of T to show that there are indeed slowly decaying eigenmodes for the
Internet graph, associated with different countries. It was further argued that
nodes belonging to the same cluster behave similarly in different eigenmodes,
i.e. the ratio of eigenvector components corresponding to one node is the
same within a module. Consequently, plotting two eigenvectors’ components
should result in straight lines with different slopes, corresponding to different
clusters.
2
The multiplicity of this eigenvalue equals to the number of connected components in
the graph.
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Although being usable only on a very easily recognisable community
structure, the method demonstrated that diffusion indeed contains information about the clusters.
Infomap
After some further attempts involving random walks [109, 110, 111], a really
usable method came in 2008 by Rosvall and Bergstrom [98]. It tries to compress the description length of a random walk, by using clusters. The idea is
that a node ID should be unique only for the cluster of that node, therefore
introducing clusters makes it possible to use short node IDs. As the clusters
also have IDs, too much clusters or large cluster-crossing probabilities increase the description length. The best partition is a trade-off between too
many small clusters (short node IDs but long & frequently used cluster IDs)
and too few large clusters (short and infrequent cluster IDs in the random
walk path, but long node IDs). A clever effective heuristic was also presented, which allows the analysis of graphs of millions of nodes. The method
performed rather well in the (state-of-the-art) LFR benchmark, actually
beating all of its rivals. Till now, only one very recent method [94] was able
to reach its performance on the LFR test. Recently, Infomap was extended
to handle hierarchically structured communities [86] and overlapping nodes
[87], as well as to overcome its susceptibility to overpartitioning in certain
situations [99].
Markov autocovariance method
Consider a random walk on a graph. If we first wait till the process reach its
stationary state, i.e. probabilities of nodes are proportional to their degrees,
and let the walker to take t steps, the probability that we started at node
i and arrived at node j is [T t ]ij · ki /2L, L being the number of links in the
graph. For a graph with similar node degrees but without cluster structure –
all nonstationary eigenmodes of the transition matrix decaying very rapidly
– we expect that the same probability Pij (t) that at time T = t0 the walker
is at node i and at time T = t0 + t is at node j is Pij (t) = ki /2L · kj /2L.
Consequently, the quantity
R̂ij (t) = [T t ]ij ·

ki · kj
ki
−
2L (2L)2

(3.2)

describes the deviation of the transition probability from its counterpart on
a clusterless graph with similar node degrees. For a given partition P in
which node k is in cluster ck ,
Rαβ (t, P) =

X
i,j

R̂ij (t) · δ(ci , α)δ(cj , β)

(3.3)
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measures the accumulated deviations for starting in cluster α and ending
in β. The trace of this matrix can be used to indicate the quality of a
partition. Consequently, communities can be obtained by maximising the
trace of R(t, P) over P by a suitable heuristic, as proposed by Delvenne et
al. [83]. The name of the method follows from the fact that R(t, P) gives
the autocovariance matrix of the random walk observed at the cluster level.
The method has one free parameter, the timescale at which the random
walk is evaluated. Both intuition and actual results tell us that small t
gives very small clusters and large t gives large clusters. The original work
[83] proposed to search for partitions that are optimal over a large range
of timescales; the most robust ones corresponding to the most significant
partitions of the network on different scales. This way, the time parameter
is effectively handled as a resolution parameter for the cluster size. This was
marketed as a strong point of the method, in contrast to modularity (see a
few paragraphs later) with its resolution limit.
Interestingly, several formerly known measures for clustering turned out
to be some limiting cases of this method. The largest surprise was that
modularity is the t = 1 special case of trace R(P). The surprise was due
to the fact that modularity was proposed in a static framework without
any reference to random walks, and classified as a special type of spin glass
problems. The basic multiresolution variant of modularity [81] turned out to
be the linearised t < 1 version of the Markov autocovariance method. The
other proposed multiresolution variant for modularity [82] is also related in
a similar way.
Some older quantities like diversity index, cut and normalised cut are
also related to this method.

3.6.2

Potts model-related methods

The second large group of methods is based on the Potts model: starting
from the original network, place spins on the nodes, define couplings somehow between them and construct a Hamiltonian such that couplings between
nodes of the same cluster (“spin state”) are summed. Then look for the partition that optimises the Hamiltonian. The main problem, which should be
answered by any Potts model-based method, is to avoid the trivial solution
(putting all nodes in the same cluster). We will see that different approaches
exist. A very recent analysis of Potts model-based methods can be found in
[115].
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Modularity
One of the first propositions for community detection was due to Newman,
and uses a classic hierarchical clustering3 [69], which produces a dendrogram,
a “family tree” with N − 1 hierarchical levels. In order to decide at which
level to split, a function evaluating the quality of a partition was introduced.
This was modularity. The construct is the following:


ki kj
1 X
Q=
Aij −
δ(ci , cj )
2L
2L

(3.4)

i6=j

i.e. sum up the number of links inside each community and subtract some
“expected” number of links. Subtraction is required to avoid the trivial solution. It was argued that the subtracted term equals to the probability
that nodes i and j are connected in a graph that is totally random except
with the constraint that the node degrees
are fixed4 . Actually, this is not
P
true (e.g ki kj /2L > 1 can occur, or j ki kj /2L 6= ki unless self-loops are
allowed) unless for an infinitely large network for which self-loops and multiple links are negligible, but in the lack of any better formula it made enough
sense (and was convenient enough) to gain widespread usage. Years later it
was discovered that this heuristically introduced null-model term represents
exactly the expected probability of a 1-step random walk [83]. In fact, a
possible way to the discovery of the Markov autocovariance method5 is to
get suspicious by the 1/2L · ki kj /2L factors, and rewrite modularity as

X  Aij kj
ki kj
Q=
−
kj 2L 2L 2L

(3.5)

i,j

from which the Markov autocovariance method follows. Consequently, modularity is related to random walks. Its appearance under the Potts model
subsection is for historical reasons, described below.
Before the appearance of the random walk framework, Reichardt and
Bornholdt [81] interpreted modularity as the Hamiltonian of an infinite range
spin glass:
H({σ}) = −

X

Jij δ(σi , σj )

(3.6)

i6=j

Jij = Aij − γpij

(3.7)

3
Actually, the hierarchical clustering was done according to the betweenness centrality
of the links, which was an invention.
4
In fact, it is the second version of that null-model term, in spite of that it was claimed
to be equivalent to the first version, which is not true. Nevertheless, using the first version
would not solve modularity’s main weaknesses.
5
[112] supports the hypothesis that indeed this was the path followed.
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Modularity is recovered for γ = 1 and pij = ki kj /2L, up to a constant factor.
Eq. 3.7 extends modularity in two directions. First, γ can be interpreted as
a resolution parameter: large γ allows only very strong clusters, which are
expected to be small in the usual sparse graph setting, and small γ permits
large clusters – γ = 0 would put the whole graph in a single cluster. In the
framework of Markov autocorrelation, it turned out that γ = 1/t. Second,
the null model term pij can be chosen in the way that best fits the actual
application, e.g. it can be set to the Erdős-Rényi random graph connection
probability pij = p = 2L/N (N − 1) – although in practise pij = ki kj /2L
was mostly used till now.
For the sake of completeness the work of Arenas et al. [82] should also
be mentioned. It introduced a parameter similar in role to γ to modularity
in a different way: a weighted self-loop was added to each node, the strength
of the weight being the tunable parameter.
After modularity became a well-known method, it was discovered that
it cannot detect clusters smaller than roughly the square root of the system
size [78, 79, 80]. First, it was shown that two clusters, each having l links,
are merged by modularity optimisation if
r
L
l<
(3.8)
2
even if the two clusters are fully connected cliques inside, attached by a
single link. Later, it was generalised, such that for any null model on sparse
graphs modularity optimisation merges two same-sized clusters if
p
n . N l1−2 /γ
(3.9)
where l1−2 is the number of links between the two clusters. The reason behind is that for sparse graphs, any null model generates a pij ∼ 1/N , which
is small. Even the addition of a single link can increase modularity unless
the cluster is large enough to accumulate several pij terms. Putting it into a
more physical picture, a photograph of a diffusion cannot show clusters for
which the timescale of the diffusion is smaller than the timescale at which
the photograph was taken. It was shown recently that even by tuning the
resolution parameter γ, large clusters can be split in very counterintuitive
ways [113]. Even more recently, it was also shown that depending on the
parameters of the communities, there may not exist any resolution at which
at least some well defined communities are neither merged nor split [114],
hinting that the whole tunable-resolution concept might be a dead end,
along with the practical trick of rerunning methods inside the found clusters
(which assumes that the method only did excess mergers, and did not split
proper communities). Besides critics, [115] gave an exact theoretical analysis
of the resolution issue (an extremely missed approach in the field), including
describing resolution-free methods.
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A practical workaround to this resolution problem, originally aiming to provide a very fast modularity optimisation, called Louvain method, was introduced by [62]. It applies a renormalisation-like technique: initially all nodes
are placed in separate communities, and a fast greedy (downhill) optimisation finds a locally optimal solution. Because the optimisation allows only
single-node movements, the formation of large clusters is avoided. Then,
communities are merged into super-nodes and the optimisation is applied
again. This procedure is iterated until ending up in a single cluster containing all nodes. This way, a hierarchy of communities is obtained, and
low levels can contain communities below the resolution limit of modularity.
The result depends on the order of the nodes, thus the method should be
considered a stochastic one. Consequently, several runs may be required for
reaching a deep local optimum. Although it does not resolve the theoretical
problems of modularity, it is a notable method: it provided early a practical
workaround to the resolution limit, along with very short running times and
it is the best performer on the current benchmarks among modularity-based
methods [96].
Link partitioning by modularity
Usually, methods try to partition the nodes in the network. However, as
Evans and Lambiotte [117] pointed out, it may also worth to partition the
links instead. This way, overlaps between clusters can be obtained easily. For
partitioning, modularity was proposed with proper modifications, especially
in the null model term.
Method of Ronhovde & Nussinov
Another Potts model was proposed by Ronhovde and Nussinov [119]. It
suggested
H({σ}) = −

1X
(aij Aij − γbij (1 − Aij ))δ(σi , σj )
2

(3.10)

i6=j

For unweighted graphs aij = bij = 1. The Hamiltonian optimises for link
density inside the clusters. Due to the lack of any global parameters in H,
it has no resolution limit problem tied to the system size, in contrast to
modularity. Still, it has a resolution parameter (again called γ), regulating
how strongly the missing links are penalised (compared to the reward for
existing links). As for sparse graphs the large communities have lower edge
densities than the small ones, γ tunes the size scale of the found clusters.
For finding the most relevant γ values, [119] proposed a spin glassinspired method. The Hamiltonian should be optimised several times, and
the found local optima should be compared using some similarity measure.
The ansatz is that the graph has a single well-defined partition, and at the
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resolution fitting to that true partition the different runs all give the same
answer. Therefore, one should look for the γ value for which the similarity
of the found partitions has a peak.
It should be noted that well before [119] appeared, Nepusz et al. developed a method for detecting fuzzy communities, i.e. clusters for which the
membership of the nodes can be arbitrary real number between 0 and 1
[120]. It is easy to show that when the fuzzy memberships are replaced by
the conventional 0-or-1 type and the network is unweighted, the method is
equivalent to eq. 3.10, using γ = 1, aij = bij = 1.

Stochastic blockmodels
Stochastic blockmodels are usually not inspired by Potts models or spin
glasses, however they usually do correspond to the optimisation of a function
consisting of couplings between nodes in the same/different clusters. As an
illustrative example, the blockmodel of Hofman and Wiggins [121] describes
a multinomial distribution for the cluster assignments of the nodes and
Bernoulli distributions for the presence/absence of the links, the intra-cluster
and inter-cluster links having different probabilities. In other words, the
model builds a random graph of K clusters with prescribed sizes by rolling
a K sided die, biased by the cluster sizes (denoted by the K-component
vector ~n), to determine the node memberships. Then all intra-cluster links
are drawn with probability ϑc and all inter-cluster links with probability ϑd .
Then the total probability of a particular graph with a particular cluster
structure is

d

p(A, ~σ |~n, ϑc , ϑd ) = ϑcc+ (1 − ϑc )c− ϑd+ (1 − ϑd )d−

K 
Y
nµ nµ
µ=1

c+ =

X

c− =

X

Aij (1 − δσi ,σj )

Aij δσi ,σj

d+ =

(1 − Aij )δσi ,σj

X
d− =
(1 − Aij )(1 − δσi ,σj )

i>j

i>j

X

N

=

(3.11)
(3.12)

i>j

(3.13)

i>j

Now the community detection method consists in finding the cluster configuration ~σ which maximises eq. 3.11, or alternatively, which minimises the
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Hamiltonian
K
X
X
H = − ln p(A, ~σ |~n, ϑc , ϑd ) = −
(JL Aij − JG )δσi ,σj −
nµ ln(nµ /N ) =
µ=1

i<j

=−

X

[(JL − JG )Aij − JG (1 − Aij )] δσi ,σj −

K
X

nµ ln(nµ /N )

µ=1

i<j

(3.14)
1 − ϑd
1 − ϑc
ϑc
JC = ln
+ JG
ϑd
JG = ln

(3.15)
(3.16)

which is indeed a K-state Potts Hamiltonian equipped with chemical potentials. Interestingly, the Potts model of Ronhovde and Nussinov [119] is a
special case, without the chemical potential terms.
Several other blockmodels exist. E.g. the one of Hastings [122] is also a
special case of the Hofman-Wiggins model. The “mixture model” of Newman
and Leicht [123] uses soft (fuzzy) memberships and a finer set of couplings
defined for node-cluster pairs, also including the inter-cluster links. Only
existing links are taken into account. Wang and Lai [124] improved the
Newman-Leicht model by incorporating terms for the missing links. The
model of McDaid and Hurley [125] also applies soft memberships, in order to
detect strongly overlapping clusters. The blockmodel of Karrer and Newman
[126] counts only for the existing links, but takes into account the intercluster links also. A quite similar object was proposed by Bickel and Chen
[127], without naming it a blockmodel. Interestingly, this latter method can
potentially used for detecting bipartite structures also, i.e. classes within
which links are very rare.
Label propagation
A route different from the above ones was taken by Raghavan et al. Instead
of a function to be optimised, they defined a simple intuitive dynamics on
the graph: initially all nodes have different “labels“ (or colours or spin states
. . . ), and turn-by-turn, each node adopts the label most frequently occurring
among its neighbours. Ties are broken at random. Communities are defined
by the labels in the stationary state in which no node’s label changes. The
method is local (no global parameters are used), parameter-free and works
very fast, essentially in linear time – it was reported that 5 turns are usually
enough, independently of the network size.
As we will see in Sec. 4.1, the dynamics above is equivalent to the finding of a local optimum of a zero-temperature Potts model [92]. While being
trapped in a higher local minimum is usually regarded as a problem which
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should be avoided, here it is applied as an alternative way to escape the trivial ground state of the Potts model associated with a graph. In fact, a deep
local minimum close to the ground state in energy is in fact undesirable,
because it most probably just splits a handful of nodes off from the huge
cluster containing all the other nodes. Apart from this observation, the energy of a local minimum itself cannot be used to characterise the quality of a
clustering. Which leads us to the real problem of the method: unfortunately,
the number of higher local minima is very high, rendering the method less
stable than desired. E.g. a network of 34 nodes has at least 518 different
solutions [92].
Nevertheless, the method proved quite popular, and different variations
appeared: overlapping clusters by allowing more labels for a node [128],
introducing simple constraints [129], and attenuating hops with distance
from the origin [130].

3.6.3

Percolation-related methods

Although the word ”cluster“ is strongly associated with percolation for statistical physicists, the plain percolation problem in itself is unsuited for
community detection – percolation clusters are stochastic objects, and it
is not trivial how to relate them to dense subgraphs. Nevertheless, there
are some methods related to percolation. Note: it also means that proposed
community detection methods cover the possible parameter values of the
Fortuin-Kasteleyn formalism [133], q = 1 by percolation and q > 1 by Potts
model.
Clique Percolation
A radically different approach (from quality functions like modularity) for
community detection was introduced in 2005 by Palla et al. [74]. It defines
communities as connected components/percolation clusters, but not on the
actual graph. Instead, it builds a graph of adjacent k-cliques of the original graph. Adjacency of two k-cliques are defined by sharing k − 1 nodes.
k is a parameter for the method, usually set just under the critical point
for percolation, i.e. k is minimal with the restriction that there is no percolating k-clique cluster. The method has important advantages: it is totally
deterministic, in contrast to the heuristic optimisation methods e.g. for modularity; it is fast in practise; and it naturally allows for overlapping clusters.
Clique Percolation does not force necessarily all nodes to belong to any cluster – later it was realised that it can be an important feature [91]. However,
its applicability depends on the edge densities in the network. Furthermore,
the requirement of rolling cliques seems to be too restrictive in some cases.
Clique Percolation was also extended to weighted and directed graphs as
well [134, 135].
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Thresholding
Although requiring weighted graphs, a very simple method is to define a
threshold, remove edges having weights below the threshold, and define the
communities as the connected components. Being very straightforward to
implement, the choice of the threshold is far from trivial [136]; it may happen that different clusters have different individual thresholds. Furthermore,
thresholding defines clusters on the basis of the single weakest outside link,
which is quite an oversimplification.
Hierarchical random graph fitting method
A more sophisticated thresholding-like method was introduced by Clauset
et al. [137]. It builds a dendrogram, which lowest level nodes or “leaves”
are the nodes of the real network, and higher level nodes are subsets of
real nodes. These higher level nodes in the dendrogram have an associated
probability which tells us the probability of a link being present between
two real nodes which has the actual internal dendrogram node as the lowest
common ancestor. Setting a threshold probability value cuts the dendrogram
at the corresponding level, splitting the network into connected components,
which can be interpreted as communities. The difficulty is the same as with
the standard thresholding procedure, one should decide the threshold value
somehow.

3.6.4

Other

There are several other methods outside the ones based on the traditional
models of statistical physics. Most of them are just heuristic ideas without
supporting background (like the Label propagation was originally), other
ones has more or less theory behind.
Weak & strong definition of Radicchi et al.
For defining communities, Radicchi et al. [138] proposed two possibilities.
The subgraph C is a community “in the strong sense” if
i
i
kin
> kout

∀i ∈ C

(3.17)

Alternatively, the subgraph C is a community “in the weak sense” if
X
X
i
i
kin
>
kout
(3.18)
i∈C

i∈C

An interesting heuristic was also provided: start from the whole graph, and
sequentially remove links in decreasing order of their betweennesses. If removing a link would result in a split such that the new clusters does not obey
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both the weak or strong community criterion, skip that edge. Behind that
stopping criterion is a calculation showing that for a random (clusterless)
graph it is extremely improbable that any split can result in two clusters
both fulfilling the weak or strong criterion. Such a distinction between clustered and nonclustered graphs is a rare property of detection methods.
LFK method
Lancichinetti et al. proposed [116] a heuristic fitness function of the form
fC =

C
Kin
C + K C )α
(Kin
out

(3.19)

C and K C
where C refers to the subgraph under investigation, having Kin
out
in- and outdegrees, respectively. The α value is a resolution parameter, tuning how strongly are the outlinks penalised. Values between 0.5 and 2 are
suggested.
Beyond the new fitness function, probably an even more important invention was the heuristic for finding the communities. Instead of optimising
eq. 3.19 for the whole graph, several independent clusters are grown from
seed nodes. Initially a cluster consists of a single node, and it grows by successively incorporating the neighbouring node by which the fitness of the
cluster increases the most. Removal of nodes is also possible after each addition, if that can improve the fitness. The growth finishes when no addition
or exclusion can yield a better fitness. Clusters may be grown from different
seeds until the whole graph is covered. Such way, clusters are truly local,
not depending of far away parts of the graph in any ways. Moreover, overlapping clusters can occur naturally, without the strict requirements of the
clique percolation method. The method is quite fast usually, the running
time being quadratic in the size of the clusters, and linear in the number
of them, so the whole procedure cannot be worse than O(N 2 ). There is
an advanced version of the method [139], which uses cliques as seeds for the
growing clusters. Another modification on the heuristic was applied by [140].
Although the resolution parameter α can be tuned continuously, [116]
suggested that the relevant community structures should be identified by
robustness to changes in α, i.e. which have the longest interval for α values
without change. Changes in the community structure were detected by monitoring the mean fitness of the communities, evaluated at a reference value
α = 1.

Infomod
An information theoretical approach was taken by Rosvall and Bergstrom
[76], which look at clustering as a compression problem. The task is to
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maximise the mutual information between the original graph and its approximation, such that the information available for the approximation the
cluster assignments for the nodes and number of links inside and between
the clusters. To this point, the trivial solution is the best (take each node
to its own cluster), therefore the maximisation of the mutual information is
complemented by the requirement that the compressed information should
be as short as possible. The overall function to be minimised is



Y
Nc 
Y
1
N
(N
−
1)/2
N
N
i
i
i j 
D = N log Nc + Nc (Nc + 1) log L + log 
Lij
2
Lii
i=1

i>j

(3.20)
where Nc is the number of clusters, Ni is the size of cluster i, Lij is the
number of links between clusters i and j.
Method of Estrada & Hatano
It is reasonable to assume that within a community, there are more paths
between two vertices than they were in distinct communities. On the basis
of this idea, Estrada and Hatano [141] introduced the quantity “communicability”, for nodes i and j being
Gij =

∞
X
(Ak )ij
k=0

k!

= (eA )ij

(3.21)

where we made use of the fact that (Ak )ij is the number of k long paths
between nodes i and j. In order to separate node pairs with better-thanexpected and lower-than-expected communicability, G is decomposed according to its eigenvalues and eigenvectors, the contribution of the first
eigenvalue-eigenvector duo is subtracted, and a “filtered” ∆G is constructed
from the remaining of the spectral decomposition. Subtraction of the first
eigenvector is done because it is known from the Frobenius-Perron theorem
that the first eigenvector’s elements are of the same sign, in contrast to all
other eigenvectors, thus it represents some kind of centrality, not division of
nodes. At this point, there is a new matrix ∆G containing both positive and
negative elements. Clusters are identified as maximal sets of nodes such that
(∆G)ij > 0 for all node pairs i, j within the cluster. Although the method
looks quite intuitive, due to the fact that paths between two nodes of a
cluster are not restricted to stay inside the common cluster, the rest of the
graph can influence the definition of a cluster. Furthermore, it is expected
to produce a lot of clusters (much more than the real ones).
Method of Chauhan et al.
A heuristic proposition was taken by Chauhan et al. [142], who observed that
the first eigenvalue of the adjacency matrix of the graph plays an important
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role in synchronisation and percolation phenomena. They proposed to partition a graph such that the product of the first eigenvalues of the clusters,
as separate graphs, should be maximal. Unfortunately, the behaviour of the
first eigenvalue of the adjacency matrix is not well understood, and it is not
guaranteed that clusters produced this way will conform human intuition.
Link partitioning by Ahn et al.
Link partitioning can be done in different ways. Ahn et al. [143] used a
hierarchical clustering technique on the links, defining the similarity measure
as the overlap between end nodes of the two links plus their neighbours. For
deciding at which stage of the process is the cluster structure optimal, they
applied the average density of the clusters as quality measure. The method
is very fast, and is able to produce overlapping nodes.
Modularity-based hierarchy
A method dedicated to find hierarchical community structures was constructed by Sales-Pardo et al. [84]. It builds on modularity, but does not
look for its global optimum. Instead, it sweeps through the local optima
of modularity (which may include the global one as well), and records the
co-occurrence of node pairs in those optima6 . This way, a new “adjacency”
matrix is obtained, which is expected to have a block diagonal form. Toplevel communities are identified by fitting such a block diagonal form to
the new matrix. As a control, the average modularity of the local optima
are compared to the average modularity of local optima obtained from a
corresponding random graph. If the average of the real local optima is not
significantly better than the random average, it is concluded that the network has no further community structure. If the significance test is positive,
the blocks are accepted as communities, and the whole process is re-applied
to each community as a separate graph, forgetting about the rest of the
network. This way, finally a hierarchically nested set of communities can be
obtained, which can e.g. overstep the resolution limit of standard modularity
optimisation.
ModuLand
Clusters can be envisioned as hills of properly defined quantity over the
graph. E.g. running an LFK-type cluster growing method from all nodes as
starting points, a link deep inside the core of a real cluster should appear in
as many communities as nodes are there in the cluster. Links closer to the
cluster periphery may occur in less clusters, and links between different clusters are not expected to show up anywise. Thus, defining height for the links
6

In fact, the co-occurrences are weighted by the basins of attraction of the local optima.
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as the number of occurrences in the grown clusters, a landscape of clusters
should emerge, the hilltops being the cluster cores and valleys separating
the clusters. Based on this idea, Kovács et al. [88] described a flexible community detection method, allowing the implementation of arbitrary primary
cluster finding process, and multiple definitions for communities. Overlaps
and hierarchical structure can be easily obtained, too.
OSLOM
As it was pointed out earlier in Sec. 3.4, the statistical significance of the
dense subgraphs is a very important aspect. Lancichinetti et al. [94] built a
whole community detection method around it, called OSLOM. In a fashion
similar to the LFK method, they grow clusters by optimising the statistical
significance of the separation of the subgraph. Results on the LFR benchmarks proved that the method is very capable, scoring similarly to the previous winner, Infomap. The method is also able to assign a node any number
of communities from beginning from zero. Hierarchical output is possible,
too. However, it should be noted that the fitness and statistical significance
of a subgraph as a community are not synonyms. Statistical significance tells
us the probability of the subgraph, while fitness talks about how close is it
to the ideal community.
Dynamical method in real space
The dynamics applied for generating graph layouts for pictures can also be
utilised for clustering. Usually, the dynamics consists of placing strings on
the edges, electric charges on the nodes, and damping forces which stop the
motion. Naturally, subgraphs in which several links exist are contracted by
the strings. This is what the method of Gudkov et al [144] exploits. However,
the dynamics is placed in a N − 1-dimensional space instead of the 2 or 3 in
the visual layout applications, and the starting positions of the nodes are on
the vertices of a symmetric simplex, in order to set the distance to 1 between
all node pairs. After the system reaches a stable state, the communities are
identified as sets of nodes not being farther from each other than a predefined
threshold.
Synchronisation-based methods
Synchronisation is a further phenomenon which is expected to be influenced
by clusters. Indeed, a few methods appeared. Arenas et al. [145] placed
Kuramoto oscillators on the nodes of the graph, and constructed a new
“adjacency” matrix from the correlations between the oscillators. To detect clusters, the correlation matrix was thresholded (correlations below a
threshold value were set to zero), and the connected components remaining
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were declared as communities. As a function of the threshold, a hierarchical
structure was obtained.
Boccaletti et al. [146] defined a similar model with some modifications,
most importantly the couplings between the oscillators were weighted by the
corresponding edge betweennesses. From the resulting hierarchy of communities the optimal partition was selected applying modularity.
Li et al. [147] used a different oscillator model, but also constructed a
correlation matrix for the oscillators. The correlation matrix was clustered
using k-means clustering.

3.7

Results & applications so far

After almost a decade of research, the problem of finding locally dense subgraphs is clearly not solved, but very significant advancements were achieved.
Most importantly, the ambition to handle the clustering problem in a very
general setting appeared, any application-specific information being cut off.
In certain scenarios, very good answers were already found (Infomap for
partitioning). For harder problems (overlapping clusters, hierarchy, etc.), we
are in the brainstorming stage, with lots of different ideas.
Another very important issue is the demand for testing. Clustering methods
have been appearing for decades, but really useful methods to judge their
performance were lacking. The fact that the research community is not satisfied with this situation7 , as well as the appearance of the LFR benchmark
family are significant steps forward. Although there is a lot to do (see Sec.
3.4), the improvements are promising. Similar is true for the question of
significance of the results.
Till now, most of the effort has been concentrated on the development of
methods, and a generally accepted definition of communities is still lacking.
Therefore it is not surprising that meaningful applications are very scarce.
However, attempts exist. E.g. [148] investigated various statistical features of
empirical community structures for different types of networks (biological,
infrastructural, etc.), using multiple detection methods for robust results.
The effect of topological inhomogeneities on spreading processes [149] and
synchronisation [150] was also examined, signing that all problems for which
the separation of time scales is important are potential applications.
Concerning social networks, applying clique percolation to a huge mobile
phone call network in consecutive months showed an interesting difference
between the dynamics of small and large groups [151]. Small groups tended
to have long lifespan if their members remained the same, in contrast to large
groups which tended to persist when members changed more frequently. The
crossover size was around a few dozen nodes. Another study [152] focused on
school friendship networks from the US, revealing the mixing preferences of
7

which is very comfortable, since new methods can be published unboundedly
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different ethnic groups. Clusters of similarly voting members were identified
in the United Nations General Assembly (1946-2008) [153] and in the US
Senate (1789-2008) [154].
In biology, community detection was applied to predict functions of proteins and also new functional clusters [155], to characterise different proteinprotein interaction networks [156], to identify functional groups in metabolic
networks [157], and to understand certain features of food webs [158]. Clusters of biology-related articles in the journal Proceedings of the National
Academy of Sciences of the USA were also analysed, in order to propose a
better article classification scheme [159].
Community detection was also applied to potential energy landscapes of
Lennard-Jones clusters [160], and to the identification of structures in glasses
and amorphous materials [162, 163]. Sound propagation in granular material
was connected to the cluster structure of force networks [164].
Beyond academic research, various companies experiment with the application of clustering, like telecommunication equipment manufacturers to
achieve more effective network designs (see chapter 6), or financial investment companies to diversify better their portfolio in terms of risk [165].
Even spin-off firms appeared, providing network analysis (community
detection in the first place)-based services to customers (Maven7 by Tamás
Vicsek’s group, PrediNet by Péter Csermely’s group).

Chapter 4

Analysis of a few community
detection methods
In this chapter, a few community detection methods are investigated, especially from the point of view of application to real networks. First, some
interesting properties of the label propagation method are presented. Then,
eigenvectors of a financial correlation matrix are investigated. Finally, empirical comparison of some influential methods are made.

4.1

Properties of the label propagation method

Raghavan et al. suggested a method for detecting communities called label
propagation [77]. It defines a community as a set of nodes such that each
node has at least as many neighbours in its own community as in any other
one. In the initial stage of the method, all nodes form a distinct community
(each node has its own “label”). Then, at each timestep, the nodes join
that community to which the largest fraction of their neighbours belong,
by adopting the corresponding label. If there are multiple choices, a random
decision is made with uniform distribution. The method produces a partition
very fast: the algorithm is linear in the number of nodes on sparse graphs,
and it was found that in most cases, 5 iterations are enough to reach almost
full convergence, irrespective of the size of the graph.
Because of its conceptual simplicity and speed, the label propagation
method proved popular [128]-[131]. To “conceptual simplicity”, it will be
shown in the next paragraphs that label propagation is correspond to a
well-known model in statistical physics, i.e. it is equivalent to finding the
local minima of a zero-temperature kinetic Potts model. To “speed”, it will
turn out that the method should be run several times, possibly much more
than the number of nodes.

4.1. Properties of the label propagation method

4.1.1

43

The zero-temperature kinetic Potts model

Consider a q-state ferromagnetic Potts model on a graph G, placing spins
on each vertex,
X
H(G) = −
Aij δσi σj
(4.1)
ij

where Aij is the adjacency matrix: Aij = 1 if nodes i and j are connected,
0 otherwise. The Potts variable σi at node i takes values from 1 . . . q. Let
q = N where N is the number of nodes in the network. Define a zerotemperature kinetics in the following way. Lets start from a configuration
where each spin is in a different state. Then, the spins are ordered into a
random sequence. Following this sequence, each spin is aligned to the state,
which contains the largest fraction of its neighbours; in case of ambiguity
a random choice is made (see Fig. 4.1). After the last spin was considered,

Figure 4.1. Illustration of the dynamics: the centre node has 3 black and 2
white neighbours, so it moves to the “black” state.
a new random sequence is established. The ground state is ferromagnetic,
i.e., all spins are in the same state. However, the configuration may freeze
into a metastable state, where more than one states are present. The latter
depends on – besides the adjacency matrix – the random updating sequence
and on the choices made in ambiguous cases. The criterion for the local
minima is
(σ )
(σ )
ki i ≥ ki j , ∀j, i
(4.2)
(σ )

where ki j is the number of neighbours of node i which are in the spin state
of node j (denoted by σj ). Finally, the communities are identified as sets
of nodes in the same state. Note that this approach avoids the problematic
issue of choosing a proper null-model.
Clearly, this kinetic Potts model is the same as the one proposed by [77].
So the solutions of the label propagation method are the same as the local
minima according to eq. 4.1.
Note that there is a related method, the Superparamagnetic Potts Model
[66], which uses a Hamiltonian similar to eq. 4.1. However, there the temperature should be chosen well above zero in the superparamagnetic regime.
The correlations between spins are measured, and blocks in the correlation
matrix are found by a simple thresholding procedure. In case of hierarchical
organisation or different average correlations in different communities, an
elaborate investigation on different temperatures is needed.
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It is straightforward to extend the method for weighted graphs, where the
weights can be based on e.g. traffic/capacity, betweenness centrality [167],
or other measures.

4.1.2

Analysis of the label propagation method

The zero-temperature kinetic model was investigated earlier on lattices [168],
[169], [170]. It was reported that such dynamics may also end up in metastable
states, instead of the ground state. In the q = 2 (Ising) case on the square
lattice, the systems freezes in parallel stripes, with different alignment of
spins in neighbouring stripes, with probability p ≈ 1/3 in 2D. On lattices
with odd coordination number, finite frozen islands are also possible. In
higher dimensions, the system will circulate forever over equienergetic configurations (“blinking” states), with p → 1, as the number of spins diverges.
Similar observations were made for q > 2. So on regular graphs, the dynamics described in the previous subsection also leads to communities which are
clearly irrelevant.
Although the high degree of symmetry makes the regular lattices very different from complex networks, regarding the possible metastable states, these
findings indicate that it is important to check the relevance of the results,
e.g. by comparing the outcomes of runs with different random number sequences.
The kinetic Potts method described in the previous subsection was applied to 2 real-world network, the Zachary karate club [101] and the protein
interaction network [171]. As there may be many local minima, the algorithm was run several times on both datasets. In such situations, one should
decide whether the actual local minimum was already found earlier. In order to save time, instead of comparing directly the two community sets, the
quantity Q̃ = 4L2 · Q for the two configurations were compared, where Q
is the modularity [172], and L is the number of links in the network. If the
Q̃ values were exactly the same, the two configurations were judged as being identical. Although improbable, it is theoretically possible that different
configurations have the same modularity value. Thus the obtained numbers
are lower bounds of the numbers of the visited different local minima.
The most prominent feature of the results is the proliferation of the local minima: the algorithm found 518 different local minima (excluding the
global one) out of 106 runs for the karate club network (consisting of 34
nodes), and 129691 out of 2.2 × 105 runs for the PIN (2111 nodes). As the
last new local minima were found in the 990767th and in the 219999th runs,
respectively, most probably the limit has not been reached.
The phenomenon that usually there are more local minima was also noticed
by [77]. However, the solutions they found were quite similar the majority of the networks, therefore the fact that there are more than one was
judged as unimportant. Moreover, it was not realised how large the num-

4.1. Properties of the label propagation method

45

ber of the solutions is. However, such a huge number of possible solutions
suggests an exhaustive exploration, which requires much more CPU time
than the O(number of links) time of a single run. The analysis of the results
obviously requires a systematic and algorithmic investigation, which is not
a straightforward task.
Reference [77] also proposed an aggregation method for checking the similarity of different solutions. It consists of assigning the same ‘aggregated’
label to nodes which appeared always in the same community in n different
solutions. Then a different aggregate should be made from n another solutions. Finally, a similarity measure should be calculated between the two
sets of aggregate labels. Such aggregates were reported to be quite similar,
therefore using an aggregate instead of an arbitrarily chosen single solution
was suggested.
However, for the Zachary network, combining the solutions gives a result
very close to the initial state of the label propagation method, i.e. placing
each node into a different community (3 communities of 2 members and 1 of
3 remained). A similar tendency was observed on the PIN – by aggregating
all solutions, 94% of the nodes belong to communities not bigger than 10
nodes (and there is only one community larger than 14 nodes). So one should
decide how many solutions to aggregate, which in turn determines the sizes
of the communities, or the scale of the investigation, in other words, such
that aggregating more solutions gives smaller communities.

4.1.3

Conclusions

I have shown that the label propagation method is equivalent to finding the
local energy minima of a simple zero-temperature kinetic Potts model. The
number of local minima of two real-world networks turned out to be very
large; it exceeds considerably the number of the nodes in the networks. This
feature suggests that the configurations corresponding to the local minima
need further investigation. Aggregating the configurations tends to deconstruct the communities into very small units, depending on the number of
the aggregated configurations. Therefore, serious questions arise about the
applicability of the label propagation method; for which there are a few
attempts to answer [129], [131], [132].
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4.2
4.2.1

Communities in financial correlation matrices
Introduction

The network approach is a natural one for several complex systems. For
many systems, however, the nature of interactions is hidden and only some
activities of the nodes can be measured, e.g., in the form of time series.
For such systems, the natural network representation is a complete graph
with weights corresponding to the elements of the correlation matrix determined by the nodal activities. Then the task is to filter out from the noisy
correlation matrix the groups of closely related elements. This problem is
quite general and it appears in many fields of research ranging from the
evaluation of micro-array data to portfolio optimisation. In this chapter,
correlation matrices of stock returns are studied.
Correlations between time-series of stock returns serve as one of the main
inputs in the portfolio optimisation theory. In the classical Markowitz portfolio optimisation the correlations are used as measures of the dependence
between the time series and the variance as the measure of risk [180].1 As
the empirical time series are always finite, the resulting correlation matrix
is noisy. This brings up the need to reduce the noise, for which the most
frequently applied tool in the financial literature is principal component
analysis [105].
Previously, correlation matrices of stock return time series have been
studied from the network point of view, e.g., by using maximal spanning
trees (MST). The maximal spanning tree of a network is a tree containing all
the N nodes and N −1 links such that the sum of the weights is maximised. It
was introduced in the study of financial correlation matrices by Mantegna
[182], who was able to identify groups of stocks that make sense from an
economic point of view. It was discovered that often, the branches of the
MST correspond to business sectors or industries. Moreover, this method
enables to describe the hierarchical organisation of the market and has been
applied to monitor the effect of the time dependence of the correlations
[186] Later, MSTs of diverse financial correlation based networks have been
studied, e.g., by Bonanno et al. [183, 184, 185] and Onnela et al. [186, 187].
Indeed, the MST method is simple and gives reasonable results. However, it
is too restrictive and thus other, complementary methods are needed.
In the so called asset graph approach, one ranks the links according to the
values of the corresponding correlation matrix and considers only a fraction
p of the strongest ones as occupied. By using this method for low values of p
Onnela et al. [188] and Heimo et al. [189] found clear evidence of strong intrabusiness sector clustering. It has also been suggested that planar maximally
filtered graphs yield a natural extension to the MST approach [190]. Other
interesting approaches include methods based on the Superparamagnetic
1

There are conceptual problems with this approach, which are not addressed here [181].
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Potts model [66] and on the maximum likelihood optimisation [191]. Several
financial markets have been studied from the above points of view.
Based on these approaches a following picture about the organisation of
the correlation network of the stocks emerges: i) There is a dominant correlation among most of the stocks reflecting the overall behaviour of the market
(this is the basis of the one factor model [181]); ii) The stocks are organised
hierarchically in clusters, which mainly correspond to industrial branches (as
assumed in the multifactor models) [181] iii) There are systematic deviations
from this oversimplified picture, partly because of the ambiguous nature of
any classification scheme and partly because of inter-cluster relations; iv)
In spite of considerable robustness in the correlations during the time of
”business as usual”, major events like crashes cause dramatic changes in the
network structure [186].
All information on the network structure is encoded in its adjacency
matrix, or, for weighted networks, in the weight matrix. Likewise, all information on the structure of correlations of stock returns is to be found
in the correlation matrix. Consequently, this information is also inherited
by the eigenvalues and eigenvectors of such matrices. If the data is structured in terms of clusters and communities that these matrices represent, it
should also be reflected in the eigenpairs. For financial correlation matrices,
it has been shown that most eigenpairs correspond to noise accessible by
random matrix theory and thus the information about the cluster structure
is contained in a few non-random eigenpairs [192, 193, 194] (see [195] for
an overview). It was also suggested that clusters of highly correlated stocks
could be identified by studying the localisation of non-random eigenvectors.
Here the eigenvectors of the weight and diffusion-related matrices derived
from stock price time series are investigated, from the point of view of cluster
structure.
The correlation matrix studied in this chapter is constructed from the
logarithmic returns of New York Stock Exchange (NYSE) traded stocks.
The data consists of the daily closing prices of 476 stocks and ranges from
2-Jan-1980 to 31-Dec-1999.
The chapter is organised as follows. Section 4.2.2 gives a short introduction to stock price-related matrices and their spectra. In Section 4.2.3,
results corresponding to the first eigenvector of the weight matrix are presented, and Section 4.2.4 analyses the intermediate eigenvectors of some
matrices.

4.2.2

Basic notions

Matrices related to weighted networks
A simple undirected and weighted network can be represented by a weight
matrix W in which an element Wij = Wji (≥ 0 in this chapter) corresponds
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to the weight of the link between the nodes i and j and the diagonal elementsPare zero. Note that Wij = 0 signifies the absence of the link. The sum
si = j Wij is the strength of node i [196]. Here, the analysis is restricted to
irreducible networks, i.e., networks consisting of just one connected component. In this case the Frobenius-Perron theorem states that W has a largest
positive eigenvalue and the components of the corresponding eigenvector are
non-zero and of the same sign.
Diffusion process in terms of random walks can be used as a tool for
studying the structure of a network [97, 203, 204]. At each time step a
walker moves at random from its current node j to node i with probability
Tij = Wij /sj . If we denote the walker density at node i by vi (t), the average
dynamics of the process is described by
~v (t + 1) = T ~v (t)

(4.3)

~v (t + 1) − ~v (t) = D~v (t),

(4.4)

or equivalently by
where ~v (t) = (v1 (t), . . . , vN (t))T and D = T − I. Here, T denotes the
transfer matrix and D the diffusion matrix. These matrices have clearly the
same eigenvectors and the spectrum of D is identical with the spectrum of T
shifted to the left by unity. The matrix T can be mapped into a symmetric
−1/2
1/2
matrix by the similarity transformation diag(si
)·T ·diag(si ) and therefore its eigenvalues are real. Furthermore, the walker density cannot diverge
at any node, so the eigenvalues of T must lie within the interval [−1, 1]. The
strength vector ~s = (s1 , . . . , sN ) is an eigenvector of T with eigenvalue 1
and due to the Frobenius-Perron theorem this eigenvalue is non-degenerate.
Thus
lim ~v (t) = ~s,
(4.5)
t→∞

unless the network is bipartite, in which case −1 is also an eigenvalue.
In addition to walker densities vi (t), the diffusion process can also be
analysed by studying the walker densities per unit strength defined by
ci (t) =

vi (t)
.
si

(4.6)

It is straightforward to show that
~c(t + 1) = N~c(t),

(4.7)

where N = T T is called the normal matrix. Clearly the only difference
between the governing equations for the densities and the densities per unit
strength is that T is replaced with N . From Eq. (4.5) we see that
lim ~c(t) = (1, . . . , 1)T .

t→∞

(4.8)
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Modular structure and eigenvectors
Evidently, the weight, transfer, normal, and diffusion matrix representations
of a modular network carry information about the modules in their eigenvalues and -vectors. In the case of diffusion, it is tempting to assign to the
eigenvalues and -vectors a direct physical interpretation [97, 203, 204]. If a
random walker enters a module with dense internal connections and sparse
connections to the rest of the network, it gets, on average, “trapped” for a
long time. This phenomenon is reflected to the spectral expansion of the
random walker density at time t,
X
vi (t) =
cj λtj · [~ej ]i
(4.9)
j

~c = E −1~v (0),

(4.10)

where E contains the eigenvectors ~ej of the transfer matrix in its columns.
If convergence to the stationary state is slow, Eq. (4.9) should contain some
terms with eigenvalues close to 1 or −1. Eigenvalues close to −1 indicate that
the network is almost bipartite. On the other hand, large positive eigenvalues
are consequences of modular structure and the corresponding eigenvectors
can be expected to carry information about the structure of communities.
The interpretation of the eigenpairs of the weight matrix is more difficult.
However, one can naturally iterate a vector ~v (a “phantom field” on the
nodes of the network) by the weight matrix, and study its properties. Eq.
(4.9) still applies, and Eq. (4.10) can be written in a simpler form cj =
~ej · ~v (0) due to the symmetry of the weight matrix (of course, ~ej are now
eigenvectors of the weight matrix).
P Here a convenient initial condition is
vj (0) = δij , and as va (t + 1) = j Waj vj (t), the new value of this quantity
on node a will be a weighted sum of the (old) values on a’s neighbours.
If the spreading of this quantity starts from node i, located in a densely
interconnected module, during the first time steps only the other members
of this module get significant contribution, as i and its neighbours have most
of their links within the module. The phenomenon resembles the “trap”behaviour of the modules in the case of diffusion. Noticing that2
~v (t)
W t~v (0)
=
−−−→ ~e1 ,
t→∞
λt1
λt1

(4.11)

where λ1 is the largest eigenvalue of W , we see that the ratios vi /vj approach to constants. The speed of the convergence depends naturally on the
magnitudes of the other eigenvalues.
The fact that eigenvalues close to the largest one slow down the convergence, suggests that the corresponding eigenvectors can carry information
2

Here, we must assume that ~v (0) is not perpendicular to ~e1 .
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about the modules, similarly to the eigenvectors of the diffusion matrix. In
conclusion, it seems to be reasonable to interpret the eigenvectors of the
weight matrix similarly to the eigenvectors of the diffusion matrix, at least
from the point of view of network modularity.
Now, let us turn shortly to the interpretation of eigenvector components,
both for diffusion and weight matrices. Consider a case in which the eigenvectors are ranked in descending order and λ2  |λ3...N | ≈ 0. Assume that the
second eigenvector is localised on two sets of nodes, such that the eigenvector
components corresponding to the first set are positive, and the components
corresponding to the second set are negative. Then, the second term in Eq.
(4.9) gives a slowly decaying correction for both sets of nodes, but with different signs. This means that the random walker or the “phantom field” gets
trapped for a while in one set, and is held back from entering into the other
set. So the first set of nodes can be thought of as a community. Changing the
initial condition such that c2 changes its sign, and applying the above arguments shows that the other set can also be thought of as a community. Both
of these cases show that the two communities are far from each other with
regards to the average travelling time of a random walker between them. It
should be noted here that using absolute values or squares of the eigenvector components (e.g. [165], [197]) is clearly inappropriate, as an eigenvector
may be localised on two extremely distant communities, having eigenvector
components of the same magnitude but different sign.
As mentioned in the previous subsection the diffusion process can also
be analysed by studying the time evolution of the walker densities per unit
strength ci (t). Simonsen et al. have suggested that the eigenvectors of the
normal matrix N corresponding to the largest eigenvalues contain a lot
of information about the modular structure of the network and that the
modules can be identified with the so called current mapping technique
[97, 203, 204]. Here, one should notice that the ith component of the kth
eigenvector of N is equal to [~ek ]i /si , where [~ek ]i is the ith component of the
kth eigenvector of the transfer matrix T .
Correlation matrices
Instead of prices, correlation matrices for stock data are usually constructed
as the correlations between the log-returns, r(t) = ln P (t)−ln P (t−1), where
P (t) is the price at time t.
The equal time correlation matrix C of N variables can be estimated
from T observations by
Cij = p

hri rj i − hri ihrj i
,
[hri 2 i − hri i2 ][hrj 2 i − hrj i2 ]

(4.12)

where ri is a vector containing the observations of the variable i. In the
case of Gaussian i.i.d. variables, C is the Wishart matrix and its eigenvalue
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density converges as N → ∞, T → ∞, while N/T ≤ 1 is fixed, to [198]
(
ρW (λ) =

√
T /N
2πσ 2

(λmax −λ)(λ−λmin )
λ

0

if λmin ≤ λ ≤ λmax
else

2

p
λmax/min = σ 2 1 ± N/T ,

(4.13)

(4.14)

where σ 2 = 1 due to the “normalisation in Eq. (4.12)3 . In empirical cases,
significant deviations from Eq. (4.13) can usually be considered as signs
of relevant information, e.g. a large first eigenvalue means nonzero average
correlation, as in the one factor model, and a number of eigenvalues above
λmax usually show the presence of clusters [194].
A correlation matrix can be transformed to weight matrix of a simple
undirected and weighted network by
Wij = |Cij | − δij .

(4.15)

From the point of view of network theory, the transformation can be justified by interpreting the absolute values as measures of interaction strength
without considering whether the interaction is positive or negative. If the
elements of C are non-negative, W = C − I. Therefore, the transformation does not change the eigenvectors but the eigenvalues are shifted to the
left by unity. The stock market correlation matrices usually contain only a
few slightly non-positive elements, however. This holds for the dataset investigated here [136]. Furthermore, according to numerical testing, taking
the absolute value of the elements does not change significantly the spectral
quantities of the data.

4.2.3

First eigenvector

The largest eigenvalue of a correlation matrix derived from stock return time
series is always clearly separated from the rest of the spectrum, and its value
is known to be roughly proportional to the mean correlation [197, 136]. The
corresponding eigenvector is typically interpreted to be representative of the
whole market [194], and is usually called the market eigenvector.
A simple way to approximate the first eigenvector of the weight matrix is a perturbation-based calculation. It can be applied if the weights do
not deviate strongly from the mean, which is usually reasonable for stock
data correlation matrices. The result is that the components of the first
eigenvector are equal to the strengths of the nodes, in the first order of
the perturbation [197, 136]. As Fig. 4.2 shows, this is true for the current
dataset.
3

Without the normalisation, σ 2 would be the variance of the variables.
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Figure 4.2. Components of the first eigenvector (N) and the normalised
strengths (◦). The ordering of the stocks is such that stocks belonging to
same business sector according to Yahoo classification [200] are next to each
other.

There is an interesting extra feature of Fig. 4.2, however. The deviations from the first order perturbation results are systematic, tending to
the mean. If the deviations from the first order perturbation theory, normalised by the strengths, are plotted against the strengths, a clear positive
correlation becomes apparent (Fig. 4.3a). In order to understand this effect, several kinds of correlation matrices were constructed and numerically
analysed. The observations are as follows: the above correlation does not
exist for random matrices, in which the elements are i.i.d. random variables
from uniform distribution (Fig. 4.3, panel b). Surprisingly, the correlation
is negative for the one factor model with the same mean correlation, when
the correlation matrix is constructed from finite time segments of uncorrelated Gaussian time series [201] (Fig. 4.3, panel c). A strength distribution
with non-vanishing width produces similar effect. However, for multiblock
weight matrices with an artificial modular structure together with additional
noise,4 similar correlation is found (Fig. 4.3, panel d). Hence, the observed
correlation could be attributed to the presence of modular structure in the
weight matrix.
There is also a small group of outliers, which corresponds to companies
4

The matrices were constructed by Wij = Wij0 + 0.1 · ηi ηj r, where the communities are
represented by matrix W 0 containing ten blocks of size 45×45 on the diagonal, ηi = |s+1|
is a random parameter for each node, s is drawn from the standard normal distribution,
and r is drawn from the standard uniform distribution. W was normalised such that the
mean element was equal to the mean element of the empirical weight matrix.
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Figure 4.3. The relative differences of the components of the first eigenvector and the (normalised) strength-vector as functions of the (normalised)
strengths. a) The empirical data set (N = 476 stocks), b) random matrices
with i.i.d elements from the uniform distribution, c) correlation matrices
of the one factor model with the same length of time series and the same
mean correlation as the empirical matrix, d) artificial multiblock correlation
matrices. All results for artificial matrices are averages over 1000 runs.

related to gold and silver mining, known to be extremely weakly correlated
(or even negatively correlated) with other participants of the market.

4.2.4

Intermediate eigenpairs

In this subsection the intermediate eigenvectors of the empirical weight and
diffusion matrices are analysed. First the problems related to defining the
information carrying eigenvectors of the weight matrix are discussed, then
it is studied how the cluster structure of the network is reflected in the
localisation of these eigenvectors. Lastly, the intermediate eigenvectors of
the diffusion matrix are analysed and the highest ranking ones are found to
be very close to those of the weight matrix. The use of the current mapping
technique is also demonstrated with the presented data set.
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Defining the intermediate eigenpairs of the weight matrix
The highest ranking eigenpairs of the correlation matrix constructed from
stock return time series are far from being random [192, 193], but the randomness increases rapidly together with increasing rank (on average) [189].
Therefore, there is no strict border between the random and intermediate
parts of the spectrum and the identification of the information carrying
eigenvectors is a highly non-trivial task.
Fig. 4.4 depicts the spectrum of the weight matrix together with the
analytical results for Wishart matrices (Eq. (4.13)).5 The analytical curve
is fitted by visual inspection using σ, i.e. the variance of the effectively
random part of the correlation matrix, as an adjustable parameter. Best
fit is obtained with σ ≈ 0.86, which, substituted into Eq. (4.14), yields
λmax ≈ 0.3. However, many eigenvectors corresponding to eigenvalues above
this bound are to a large extent random and on the other hand, some below
this bound contain information [202]. Therefore, λmax can only be considered
as a suggestive indicator of the crossover region between the random and
intermediate parts of the spectrum.
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Figure 4.4. Left: The spectral density of the weight matrix. The inset shows
the random bulk and the analytical curve. Right: The IPRs of the eigenvectors as a function of the corresponding eigenvalue.
Plerou et al. [193, 194] have suggested the use of inverse participation
ratios (IPR), defined for vector ~v as
X
I(~v ) =
vi 4 ,
(4.16)
i

in the identification of the information carrying eigenvectors. The idea behind this is that the more localised the eigenvector is, the higher is its IPR.
5

Note that the spectrum is shifted to the left by 1, due to Eq. (4.15). In [199] an
improved fit is suggested based on the random matrix theory of power law distributed
variables. However, the minor difference in the fitting is irrelevant from our points of view.
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From the right panel of Fig. 4.4, which depicts I(~v ) for the eigenvectors of
the weight matrix as a function of the corresponding eigenvalue, we see that
most of the random and intermediate eigenvectors have similar IPRs (see
also [202]). Thus IPR does not seem to be an efficient tool to distinguish the
information carrying eigenvectors from the rest.6 More sophisticated analysis
is needed.
Localisation of the eigenvectors
We have seen that the gradual increase of the noise content already makes
the identification of the clusters in the network a difficult task. Here we will
go into the further difficulties caused by the complexity of the localisation of
the information carrying eigenvectors. Financial correlations are particularly
appropriate to investigate this point as independent classification schemes
exist to compare with. In the following we will take advantage of this information in the example-like analysis of a couple of interesting eigenvectors.
The components of the eigenvectors studied are illustrated in Fig. 4.5, in
which the (horizontal) ordering of the stocks is such that stocks belonging
to the same business sector according to Yahoo classification [200] are next
to each other. This makes the eigenvectors localised on business sectors stand
out more clearly.
The highest ranking intermediate eigenvector, namely the second one is
a good example of an eigenvector localised on a business sector. The components corresponding to the utilities sector stand out very clearly in Fig.
4.5. One should notice, however, that this would not be the case without the
chosen horizontal ordering of the companies. Without a priori information
we would not be able to define boundaries for this cluster.
The third eigenvector, which is mainly localised on oil and gold & silver
mining companies is already a more difficult one. The other large components of this eigenvector correspond to Petroleum & Resources (P&R), a financial company specialised in the energy sector, Tidewater (Tidew), which
provides vessels and services for the offshore energy industry, and ASA Ltd.
(ASA), an investment company interested in precious metal mining. The
thresholding analysis (not presented here) shows that the companies corresponding to the largest components of this eigenvector form two clusters.
The third eigenvector is not the only example of a high ranking intermediate eigenvector localised on more than one cluster. The sixth eigenvector,
for example, is localised on gold & silver mining, leading electronics manufacturers & electronics stores, and air transportation companies. Again, the
thresholding analysis shows that all these industries form their own clusters.
Interestingly the seventh eigenvector is localised solely on the gold & silver
6

The high IPRs of the lowest ranking eigenvectors are due to the well known fact
that they are localised to pairs of stocks with the very highest correlation coefficients
[193, 194, 202].
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Figure 4.5. Components of chosen eigenvectors. The number in each panel
indicates the rank of the corresponding eigenvalue. Horizontal ordering is
such that stocks belonging to the same business sector are next to each
other. Open symbols are used as a guide to the eye. For abbreviations, see
text.

mining-related companies.
One encounters further difficulties, when analysing e.g. the tenth eigenvector, which has a very complex structure. As illustrated in Fig. 4.5, it
is localised on a large number of industry branches, most of which can be
found by the thresholding analysis. However, without some prior information, interpretation of this eigenvector is impossible. On the other hand,
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surprisingly, the 19th eigenvector can be straightforwardly interpreted although the corresponding eigenvalue is close to the random part of the spectrum (λ19 ≈ 0.55) and the neighbouring eigenvectors are to a large extent
random. This eigenvector is strongly localised on Sony and Honda, the only
Japanese companies in the data set. It should be noted that several eigenvectors corresponding to the lowest ranking eigenvalues are localised on pairs
of companies having the highest correlation coefficients.
To summarise, it seems evident that the cluster structure of a network
cannot be easily deduced from the eigenvectors of the weight matrix. Especially, interpretation of a single eigenvector is even more difficult than
suggested in the recent literature. Most of the information about the cluster
structure can only be found by combining information from different eigenvectors7 . There is, however, no rule to tell, which linear combination of the
eigenvectors should be taken. Therefore, the extraction of the cluster structure from the eigenvectors without a priori knowledge about the nodes (here
companies) seems to be a too formidable task.

Diffusion based approach
In section 4.2.2 we reasoned, how the cluster structure of a network should
affect the diffusion process. The spectrum of the diffusion matrix (depicted
by the solid line in Fig. 4.6) has, as expected, similar structure with that
of the weight matrix. For diffusion matrices, results corresponding to Eqs.
(4.13) and (4.14) are not known, but a random reference function can be
obtained numerically by constructing diffusion matrices from random weight
matrices generated with the method presented in section 4.2.3 and in [201]
(dashed line in Fig. 4.6). In Fig. 4.7 we compare the eigenvectors of the
weight and diffusion matrices. We see that the highest ranking eigenvectors
of the diffusion matrix are very close to the corresponding eigenvectors (i.e.
eigenvectors with similar localisation) of the weight matrix. Their distance
increases when the random part of the spectrum is approached and the
correspondence between pairs of eigenvectors looses its meaning.
The analysis of the eigenvectors of the normal matrix is again non-trivial.
Naturally, there are correlations between the components of different eigenvectors, but it is impossible to identify clusters without a priori information.
Best results in two dimensions were obtained with the eigenvectors of ranks
two and five (see Fig. 4.8). Visual inspection of this plot allows us to identify the oil & gas, utilities and gold & silver mining clusters, although the
determination of the boundaries is again difficult.
7
This was also suggested in [165], in which symmetric and antisymmetric combinations
of eigenvectors are analysed.
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random references (dashed line). The trivial eigenvalue at 0 is not shown.
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4.2.5

Conclusions

It is well known that correlation matrices of stock prices have cluster structure, which is reflected by the spectrum and the eigenvalues [165]. Here,
I showed that the deviations from first order perturbation theory of the
elements of the first eigenvector are positively correlated with the node
strengths in an empirical network possessing a cluster structure. The positive
correlation is absent for clusterless but otherwise similar artificial correlation

components of the 5. eigenvector
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Figure 4.8. Components of the fifth eigenvector of the normal matrix as a
function of the components of the second eigenvector.
matrices. This feature can be used for a simple and quick test for the presence of clusters. Analysis of the spectrum can also give similar information
[165, 197, 136], but the calculation of the full spectrum takes O(N 3 ) time,
while the first eigenvector can be obtained faster e.g. by Arpack++ [178] or
SLEPc [179], especially because a good initial guess is available.
Identification of the clusters using the high ranking eigenvectors turned out
to be a too formidable task. Therefore, I have chosen a different path: using
independent information, I have given interpretations to typical eigenvectors. The results show that there are eigenvectors which are well localised
on a few industrial branches. Surprisingly, such eigenvectors are not always
high ranking i.e. correspond to a large eigenvalue. On the other hand, some
high ranking eigenvectors represent so many branches that they are hardly
distinguishable from the random case. Therefore, the eigenvectors do not
seem appropriate for identifying the modules of such networks. By using the
diffusion and normal matrices I had to arrive to a similar conclusion, though
it should be emphasised that there is a strong overlap between the highest
ranking eigenvectors of the weight and diffusion matrices.
The conclusion is that spectral methods, although may lead to an overall
description of the system, do not seem to be appropriate for the classification problem on densely connected networks without additional information
about the nodes.
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4.3

Comparison of selected community detection
methods on a large empirical network

Testing community detection methods is a problematic issue. Usually, tests
are done on very small empirical networks, or on synthetic benchmarks incorporating only a few features of real-world networks. Runs on large empirical
networks are lacking. The goal of this section is to start filling this gap.
Because the true community structure is unknown for empirical networks, except really small ones, one cannot evaluate the result of a single
method in itself. Therefore, more methods are run on the same network,
and their outputs are compared. The selection was aimed towards influential methods which represent different underlying philosophies. Acceptable
running time was also important, allowing only methods faster than O(N 2 ).
The Louvain method (LV) [62] (representing the modularity optimisation
family), Infomap (IM) [98] and weighted Clique Percolation (wCP) [134]
were chosen.
As the test network, a graph constructed from mobile phone calls was
used. Data are from a single European operator, covering 20% of the population of its country. The records cover a period of 126 days. To ensure
anonymity of customers, phone numbers have been replaced by surrogate
keys. Data from the same operator has been previously studied in [151, 59,
166]. For this study, only voice calls were used, and only those that took
place between customers of the operator in question. In addition edges were
excluded where only one person had made calls to the other during the
whole period. Only the largest connected component is studied, which has
N = 4.9 × 106 nodes and L = 10.9 × 106 edges (mean degree hki ≈ 4.44)8 .
The edges are weighted, edge weights are defined as sums of call durations
(in seconds) between the two customers. The average weight is hwi ≈ 4634
seconds. To sign that the community detection methods were applied to a
weighted network, a “w” prefix will be put before their acronyms.
To evaluate the different methods, the results are compared in two ways:
first at the level of single nodes, then on the scale of communities.
Two methods, wIM and wLV, are stochastic, they depend on the ordering
of the nodes. Therefore, the stability of their results was tested9 . They were
run 20 times, and the fraction of exactly matching communities among all
the 20 runs was calculated. It was found that on the weighted graph, for wIM
(wLV) 92.5% (90.1%) of the communities were the same. The variation comes
mostly from large communities. The high stability of wIM and wLV may be
partly explained by the fat-tailed distribution of call lengths in the mobile
call network [59]. An edge with a weight several orders of magnitude larger
8

The largest connected component contains 92% of nodes and 98% of edges; the secondlargest component has only 47 nodes.
9
Appeared in the same paper as the results of this section, but found by another
authors.
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than the average will be placed inside a community almost independently of
the network topology. On the other hand, wCP takes well into account the
∗ = log w .
fat-tailed weight distribution, using effective weights wij
ij

4.3.1

Neighbourhood overlap

The first comparison considers the immediate surroundings of the nodes.
Neighbourhood overlap quantifies the similarity of a node’s neighbourhood
in two community structures. If Ni (Cj ) is the set of those neighbours of node
i that belong to its community in Cj , the neighbourhood overlap is defined
by the Jaccard index:
Oi (C1 , C2 ) =

|Ni (C1 ) ∩ Ni (C2 )|
|Ni (C1 ) ∪ Ni (C2 )|

(4.17)

Thus Oi = 1 if the same neighbours of i belong to its own community in
both methods and Oi = 0 if the sets do not overlap. In the case of wCP,
only nodes that participate in at least one community were considered. The
reason for this is that wCP covers only 25.4% of the nodes in the network.
wCP also allows overlapping communities – for nodes that participate in
several clusters, the node was assigned to the community where most of its
neighbours reside.
1
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Figure 4.9. Average neighbourhood community overlap as function of node
degree k, between different methods.
Figure 4.9 displays the average neighbourhood overlap as function of
degree. All method pairs show a decreasing trend, with the exception of
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very high degree nodes for wIM-wLV. Overall, wIM and wLV have quite high
overlap values, although the correspondence is clearly not perfect. Similar
observations were made on the unweighted version of the graph.

4.3.2

Nested communities

The above analysis shows that the three methods do not detect the same
communities, not even wIM & wLV. It is however possible that they only
detect different levels of a hierarchical community structure. If this is true,
then the communities from one method should be the subsets of another.
To address this question quantitatively, we calculate how accurately a
single community c0 from partition Pi can be tiled by the communities of
another partition Pj . First, define the related communities of c0 as the set
communities R ⊂ Pj such that at least half of their nodes are inside c0 . Then,
the sum of external faults can be defined as the nodes of R outside of c0
X
Fext (c0 , R) =
|cj | − |c0 ∩ cj |
(4.18)
cj ∈R

Similarly, internal faults are defined as nodes in c0 not covered by R
X
Fint (c0 , R) = |c0 | −
|c0 ∩ cj |
(4.19)
cj ∈R

which equals the number of nodes in c0 but outside R. Now we are ready
to define a quantity which measures how well can be tiled a partition by
another partition. Tiling imperfection is defined as the ratio of the total
fault and the community size:
I(c0 , Pj ) =

Fext + Fint
|c0 |

(4.20)

Note that the aim of this measure is to quantify the subset-superset relationships of communities, which cannot be done with symmetric measures
such as mutual information. As an illustration, see Fig. 4.10.
It is possible to generalise this measure also for covers, not just partitions, such as the result of CP, but this should be done with care: if c0 would
have nodes that are not included in any community of Cj , these nodes would
automatically be internal faults and the tiling imperfection would be misleadingly high. To correct for this, define inclusion imperfection I ∗ (c0 , Cj )
similar to tiling imperfection but nodes may be counted as faults only if they
are covered by both community structures.
Results for tiling measures are shown in Figure 4.11. Comparing the
tiling and inclusion imperfections for wIM–wLV–wCP, low values show that
wCP communities tend to be subsets of wLV communities, which tend to
be subsets of wIM communities. High values of imperfections in the reverse
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c3
Figure 4.10. Illustration of tiling imperfection. The 10 nodes in c0 are spread
over three different communities in another partition. R = {c1 , c2 }; because
c3 has only 1/4 of its nodes inside c0 . The value of tiling imperfection is
I = 3/10.
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Figure 4.11. Tiling imperfection I and inclusion imperfection I ∗ between
wIM, wLV and wCP.

directions shows that the reverse is not true. The extreme low values for
small communities indicate that nearly all small wIM communities can be
perfectly tiled with wLV and wCP communities, while small wLV and wCP
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communities can rarely be tiled with wIM communities.
Hierarchical relations can be obtained also for the unweighted version of
the network; however, in that case the IM and LV methods’ output is less
stable (in 20 runs, 13.2% and 36.7% of the communities were exact matches,
respectively).

4.3.3

Conclusions

As we saw, the communities produced by three different methods on a large
empirical network corresponded surprisingly well to the different levels of a
single hierarchical (nested, multilevel) community structure. There are important remarks, though. The weighted Clique Percolation method covered
only 25.4% of the graph, so similarity of wCP holds only on this subset.
Furthermore, it is known10 that a large portion of the graph is tree-like
(very far from the picture of a good community), and this tree-like part is
clustered into several small communities. The concordance of the weighted
Infomap and Louvain methods for small communities may be increased by
them. Strong weights may also cause convergence. For larger communities,
agreement between the methods decreases, but still surprisingly strong.

10
Appeared in the same paper as the matter of this section, but found by another
authors.

Chapter 5

Criterions for locally dense
subgraphs
After being the subject of active research for several years, it is getting clear
that the following stages appear during community detection:
1 defining the term “community”;
2 finding the objects corresponding to the definition;
3 determining the significance of the found communities.
Although community detection attracted a lot of attention in the last decade,
there is still no real definition of the term “community”. This is the fundamental reason for the proliferation of methods, and for our inability to judge
the output of them. Of course, the latter fact strongly limits the possible
applications. The current chapter contributes to this issue. First, a list of
required properties are established, along with the review of the current
methods, then an implementation (a new detection method) is presented
along with test results.

5.1

Local criteria for communities

A fundamental problem of community detection is to define the term “community”. There are different approaches to this question. One is the algorithmic approach, giving a computational procedure for finding clusters. This
naturally incorporates a mathematically precise definition, although different algorithms usually result in diverse definitions, and there is no theoretical
framework currently to help their differentiation. Another possibility is to
present a general concept, on which a precise definition can be based. In this
chapter, the latter approach is taken, although an algorithmic realisation is
also presented.
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No definition of communities which is both precise and generally accepted
has appeared yet. Currently the description of communities exhausts in the
phrase “nodes having more edges among themselves than to the rest of the
graph” (or equivalent forms). It can be translated roughly to “statistically
significant locally dense subgraphs“. Statistical significance is a quite precise
expression, the main problem is with the term “locally dense“. For an intuitive picture, it is quite good, but much less than directly transformable to
algorithms. Although there is an implicit agreement on that clearly counterintuitive results are not permitted, even a formal list of required properties
is missing. However, there are some properties which fit human intuition
about locally dense subgraphs1 :
Separation: a good community is well-separated from the rest of the graph;
Cohesion: a good community is homogeneously well connected inside, i.e.
it is hard to separate into two communities.2
The separation criterion is quite clear, although there is an important
remark: separation should be defined locally, involving only the community
under investigation and its immediate neighbourhood. Global methods, in
which distant regions of the graph can modify a community in order to improve a global fitness value, can produce results violating the human perception about clusters. A famous example is the resolution limit of modularity
[78, 79].
Although separation is a very intuitive criterion, and famous methods
rely on it (see the Appendix), it is not enough in itself. Figs. 5.1a-5.1b and
Fig. 5.2 illustrate that the distribution of links inside the separated region
(the “shape“ of the subgraph) also matters heavily. Application of current
community detection methods to real-world networks confirms that this is
a real problem, e.g. tree-like communities can occur, even when the whole
network is not tree-like [148], [91].
Both separation and cohesion are required properties of communities. If
one neglects cohesion, the result may contain clusters like the one on Fig.
5.1a. On the other hand, if separation is not taken into account, one may
end up chopping a separated subgraph until very cohesive pieces (cliques in
the extreme) are obtained, like the triangles on Fig. 5.1b.
Given the subgraphs on Figs 5.1a and 5.1b as proposed communities,
most community detection methods’ fitness values, to be reviewed in the next
section, can not tell the difference between them. This is due to that most
methods simply count the internal and/or external edges, which do not tell
1

It should be noted that the meaning of the term “community” can depend on the
context; consequently a single definition may not be enough. Here the aim is to describe
a particularly intuitive one.
2
The term “cohesion” also appeared in [81], although there it denotes a quantity with
an unrelated concept.
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(b)

Figure 5.1. Illustration of the importance of subgraph shape. The two subgraphs have the same number of nodes and the same degrees, i.e. they differ
only in the distribution of links. The figure on the left is much less cohesive
than the figure on the right, although just a reorganisation was applied to
the links.
about the distribution of those edges. The reason why several methods do not
fail to assign proper clusters for Fig 5.1a is that they look for optimal clusters,
consequently they compare configurations like Fig 5.1a in one cluster and in
two clusters, and splitting the two cliques into two clusters may improve the
partition. But the situation is even worse. In the next Section, we will see
that a number of fitness functions are more optimal for a counterintuitive
clustering than for the intuitive one (e.g. joining the two cliques on Fig 5.1a,
like modularity for a large enough graph). It should be noted that in such a
case, the proper communities might be recovered if the heuristic gets stuck
in the proper local optimum, even when that is not the global optimum.

5.2

Overview of the existing methods

Here, existing community detection methods will be reviewed from the point
of view of the previous section, i.e. do they conform the criterions of separation and cohesion. As mini-benchmarks, the examples on Fig. 5.1 or their
simple variations will be used (see the Appendix for details on individual
methods). The desired output for 5.1a is two communities consisting of the
two cliques, while 5.1b should be kept in one piece. In both cases, no nodes
from the rest of the graph should be included. For methods optimising a
fitness function, the globally optimal solution will be considered, for other
methods, the possible solutions. These solutions will be compared to the desired ones, independently for Fig. 5.1a and 5.1b. If a method separates the
two cliques of Fig. 5.1a, then it gets a “+”, if it puts all nodes of Fig. 5.1b
into one cluster, then it gets another “+”. If there are multiple equally valid
solutions (like for label propagation), all solutions are required to conform
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Figure 5.2. Illustration of the should-be-avoided objects: treelike communities from a real-world network, a word association network. Colours denote
communities. Grey nodes are overlaps between different communities. Black
links are outside of communities. Communities are from a modified, “experimental” version of the LFK method (from the neighbours of the growing
cluster, nodes are examined according to a random order, and the first one
increasing the fitness is accepted).

the preferred result. There is always a bit of simplification in such a table
but it is able to emphasise the importance of the main idea, namely that
the criterions have to be handled simultaneously.
For methods optimising a function, the heuristic realising the optimisation
may deviate from the global optimum, presenting worse or even better results (in terms of conformity to separation and cohesion). This will not be
investigated, here the focus is on the definition of the communities (following
from the choice of the fitness function), not on the practical aspects. Results
for methods which can produce a single partition or cover are displayed in
Table 5.1. The large number of published methods makes assembling a complete list nearly impossible. Instead, the emphasis is put on the diversity of
the reviewed approaches.
There is a bunch of multiresolution methods, which possess a parameter
allowing to tune the cluster sizes from 1 (isolated nodes) to O(N ): the mul-
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method
Lancichinetti et al. [116]
Label propagation [77]
Infomap [98]
Clique Percolation [74]
Estrada & Hatano [141]
Modularity optimisation [73]
Donetti & Muñoz [173]
Ronhovde & Nussinov [119]
Nepusz et al. [120]
Hofman & Wiggins [121]
Hastings [122]
Newman & Leicht [123]
Wang & Lai [124]
Bickel & Chen [127]
Karrer & Newman [126]
Infomod [76]
Radicchi et al. [138]
Chauhan et al. [142]
Evans & Lambiotte [117]
Ahn et al. [143]
ModuLand [88]

cohesion test
(like Fig. 5.1a)
+
+
+
+
+
+
+
-
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separation test
(like Fig. 5.1b)
+
+
+
+
+
+
-

Table 5.1. Cohesion & separation criterion test results. Tests were done on
Fig. 5.1a and 5.1b or similar graphs (which are described in the Appendix).
+ and - are assigned according to whether the fitness function of a method
is more optimal for the preferred solution or not. For methods which do
not optimise a fitness function, simply the possible solution(s) was (were)
analysed. See the Appendix for details on specific methods.

tiresolution modularity of Reichardt and Bornholdt (RB) [81], of Arenas,
Fernández and Gómez (AFG) [82], the local fitness method of Lancichinetti,
Fortunato and Kertész (LFK) [116], the Potts model of Ronhovde and Nussinov (RN) [119], the Markov autocovariance stability of Delvenne, Yaliraki
and Barahona (MAS) [83], the hierarchical likelihood method of Clauset,
Moore and Newman (CNM) [137], and the Markov Cluster Algorithm of
van Dongen (MCL) [174]. Naturally, these methods are expected to find the
proper community assignments both to Fig. 5.1a and 5.1b at some parameter values. However, there is no guarantee that these values are also the
proper ones for the rest of the graph. Consequently, it is not clear how a
resolution parameter should be set: the natural idea is to find the longest
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interval of the resolution parameter value in which the community structure
does not change, but when the optimal parameter value is different for different regions in the graph, the longest stable interval not necessarily reflects
the optimal communities.
Furthermore, the fitness values do not help us to tell good clusters from bad
ones, like Fig. 5.1a from Fig. 5.1b. For most multiresolution methods (RB,
AFG, LFK, RN), it is very easy to see that the fitnesses of two clusters are
the same given that all nodes has the same in- and outdegrees, independently of the shape of the clusters. Note that it is also true for most single
resolution methods. For MAS it is not trivial. Therefore, empirical tests were
conducted to check it. According to them, Fig. 5.1a was found empirically
to be at least as good as 5.1b3 . Finally, regarding MCL and CNM, they
have no fitness function4 , the only accessible quantity about the community
structure is the parameter interval in which it is stable.
Finally, there are hierarchical methods, which look for series of smaller
and smaller (or larger and larger) clusters hierarchically embedded into the
previous ones. Similarly to multiresolution methods, they are expected to
contain good clusters in the outputted hierarchy. However, when looking at
a graph having a simple one-level community structure, the question how to
select the proper levels of the outputted hierarchy arises. The easiest way
is to use the lowest level communities. Unfortunately, it is not a reliable
procedure, as the lowest-level clusters may be just parts of the communities
of the optimal partition or cover (see the Appendix for details). A second idea
can be to assign significance scores to the communities on different levels, in
the spirit of [93]. Although this approach might reliably qualify the found
communities, a new version of statistical significance taking into account the
internal cohesion is required. Furthermore, one should be very careful not to
impose unnecessary constraints, like prohibiting overlaps, when constructing
a hierarchical method.
A further question is whether a method provides information about the
shape of the found communities or not. Recent analysis of real-world networks highlights the relevance of this issue [148], [91]. Several methods are
based on simply counting the internal and/or external edges, or degrees
at most: LFK, Label propagation, Infomap, modularity optimisation (and
equivalents), Hofman & Wiggins, Hastings, Ronhovde & Nussinov, Newman
& Leicht, Wang & Lai, Bickel & Chen, Karrer & Newman, Infomod, Ahn
et al., OSLOM. Consequently, they do not see any difference in the distribution of the links, e.g. Fig 5.1a and 5.1b get the same fitness values. Only
3
In this case, only 1 link to the rest of the graph was used. Rest of the graph, represented
by a single node having self-loops, was assigned 118 edges inside, resulting in a total of
L = 150 edges. Stability values were calculated from 0.01 to 100, the step size being 0.01
below 1.0 and 1 above.
4
CNM does have a fitness function, but it corresponds to a full hierarchical dendrogram,
not to any partitions obtained by cutting the dendrogram at some point
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Clique Percolation and Radicchi et al.’s5 method have some very limited
requirement about cohesion built in the definition of communities.
The conclusion is that none of the reviewed methods is able to successfully apply both the separation and the cohesion criterions. They susceptible
either to glue together well-separated subgraphs or to overpartition a cohesive subgraph. Future network designs should consider cohesion as well as
separation.

5.3

Community detection in a two dimensional parameter space

In this section, a new method for community detection is introduced. Its
main goal is to present a method which takes into account both criterions
defined in Sec. 5.1. First, a composite fitness will be constructed which takes
into account the separation and cohesion criterions. Then, a heuristic optimisation procedure for the composite fitness will be described, which finds
locally dense subgraphs on all scales, and also able to recover hierarchical
structures.

5.3.1

Implementing the criterions

For the separation criterion, the following function will be applied
fSC =

C
Kin
C + KC
Kin
out

(5.1)

where C is a subgraph, Kin and Kout are the sums of in-community and
out-community degrees, respectively. This is the fitness of LFK [116], with
the multiresolution parameter being set to one. For detecting hierarchical
structures, a different solution will be described. Eq. 5.1 clearly focuses on
the external separation of the clusters, therefore it is suitable as an implementation of the first criterion of the communities.
For the internal cohesion criterion, a possible solution is to consider the
second eigenvalue of the Laplacian matrix of the community. The Laplacian
of a graph is the matrix L = A − D, where A is the adjacency (or weight)
matrix, Aij being 1 if there is a link between nodes i and j (Wij a real number
as the weight of the link), and D = diag(ki ) is a diagonal matrix containing
containing each node’s sum of links (weights). Its largest eigenvalue is always
0 (corresponding to the trivial eigenvector (1, 1, . . . , 1)). The multiplicity of
the largest eigenvalue equals to the number of connected components in the
graph. This gives the hint that if two distinct graphs are got connected by a
single (weak) link, the Laplacian gets only a slight perturbation (compared to
5

If the stopping criterion of their heuristic is considered as part of the definition.
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the case of two connected components), which splits the double degeneracy
of the first eigenvalue, such that a new eigenvalue close to zero appears6 . In
fact, it is known that the second eigenvalue of the Laplacian measures “how
difficult is to split the graph into two large pieces” [175].
For some important special cases the second eigenvalue can be calculated:
- for full graphs of n nodes (clique), λ2 = −n
- for a star-graph, λ2 = −1, independently of n
- for a linear chain, λ2 = −2 + 2 cos(π/n) → 0 as n → ∞
- for two n-sized cliques attached by a single link (having weight ) (like
2
on Fig. 5.1a), λ2 ≈ − n+2
, which also goes to 0 as n → ∞.
- for a disconnected graph, λ2 = 0. This may seem trivial, but most
methods give a finite score for disconnected communities; it is not
without precedent that such objects can be produced in reality [91].
Although this problem can be avoided by a properly designed heuristic
of a method, disconnected communities should be punished by definition.
Calculation for the two cliques is in the Appendix, other results can be
found in [176]. These cases confirm that the second eigenvalue is useful for
quantifying the cohesion criterion of the definition of communities. For an
illustration, on Fig. 5.3 a few example graphs with their second Laplacian
eigenvalues are shown.

(a)

(c)

(b)

(d)

(a)

Figure 5.3. Graphs with different second Laplacian eigenvalues. λ2 = 6,
(b)
(c)
(d)
λ2 = 2, λ2 = 1, λ2 = 0.268. The maximal value of λ2 is 6 in all cases.
The separation fitness term fS ranges from zero to one. In order to
compose it together with the cohesion fitness, the latter should also be in the
6

The diffusion matrix was also considered, but it prefers star-like graphs too much.
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interval [0, 1]. Therefore, λ2 needs some transformations before application
as fitness.
As can be seen from the above examples, for the worst cases |λ2 | is of the
order of 1/n, therefore the lowest point of the |λ2 |-scale will be set to 1/n.
The highest point is trivially given by n. It is reasonable to assume that
most subgraphs have |λ2 | = o(|C|). Furthermore, several subgraphs can
have worse internal cohesion than the star graph, thus having |λ2 | ∈ [0, 1].
To take into account these effect, log |λ2 | will be more useful than λ2 . So, in
order to obtain a quantity between 0 and 1, the minimum will be subtracted
and divided by the maximum,
log |λ2 | − log 1/|C|
1 1 log |λ2 |
= +
,
log |C| − log 1/|C|
2 2 log |C|
=0

fCC =

if |C| > 1

(5.2)

if |C| = 1

where |C| is the number of nodes in the community. The above measure
happens to be 0.5 if λ2 is 1, e.g. for the star-graph. I wish to emphasise that
eq. 5.2 is only one possible proposition for taking into account the internal
cohesion, although a promising one – better measures may exist. The same
is true for the choice of fS .
The cohesion fitness fCC opens the way for constructing tests assessing
the performance of community detection methods regarding the cohesion of
the found communities. One may generate a graph with built-in communities which separation is controlled, like in the LFR benchmark [102], then
randomly select pairs of clusters and increase the interconnection between
the two members of each pairs to some predefined value, finally calculating
fCC of the pairs. Running the detection method and measuring the ratio of
pairs not split as a function of fCC may indicate how strongly focuses the
method on cohesion.
C
C
The next question is how to combine fseparation
and fcohesion
. Thinking
C
C
in a two dimensional space of fS and fC , a natural approach is to get as
far from the point (0, 0) as possible. This implies
fC =

q
(fSC )2 + (fCC )2

(5.3)

so the fitness is the euclidean distance from (0, 0). Again, this is just one
possibility, better combinations may exist. E.g. the relative weight of fS
and fC may be adjusted in a more well-grounded way. However, eq. 5.3
is able to pass the test raised by Fig. 5.1: for Fig. 5.1a, λ2cliques
= 0.258,
2
2cliques
1clique
2cliques
fC
= 0.228, f
= 0.995 while for a single clique λ2
= 6,
1clique
1clique
12nodes
12nodes
fC
= 1, f
= 1.371. For Fig. 5.1b, λ2
= 3.268, fC
=
triangle
12nodes
0.738, f
= 1.218, and for the best subgraph, a triangle, λ2
= 3,
fCtriangle = 1, f triangle = 1.077.
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Beyond enabling one to decide whether a given subgraph is a community
or not (by requiring local optimality), the above definition makes it possible to assess how good community it is. This is also possible with another
definitions, e.g. by using the modularity function, but here, communities
are placed on a 2-dimensional space instead of 1 dimension. This gives rise
to an interesting possibility for characterising the communities, like “very
cohesive but densely connected outwards” or “well-separated but poorly interconnected”. Considering Fig. 5.1a, one may think that the latter is not
really a community. But for large subgraphs, it may make sense to consider
a well-separated subgraph as a community, as common sense says that large
communities should be looser than small ones.

5.3.2

Community detection in reality

In this subsection, the details of practical implementation of the new method
are discussed. Most importantly, in order to actually find the communities,
a heuristic carrying out the optimisation of eq. 5.3 is needed. Furthermore,
there is a second problem of detecting communities hierarchically embedded
into each other. These two questions will be answered by a common solution.
The heuristic is based on the one of the LFK method [116]. Among its
details, the LFK heuristic contains a tunable parameter (denoted as α),
which is claimed to be able to recover communities at different hierarchical
levels. Lowering this parameter α results in increased community sizes. Hierarchical levels are supposed to be stable against the variation of α, so there
should be long intervals for α for which the communities do not change.
However, large graphs may lack long stable intervals, as some changes occur
around any parameter value (data not shown). Therefore, a new method for
investigating hierarchical structure is needed. I dropped the idea of using
threshold values of α, corresponding to community structures at different
scales, which should be simultaneously valid for all communities, and I will
treat each community separately.
Similarly to [116], each community is grown from a seed node. It is important to note that each seed node can result in a series of (successively
larger) communities. Growth consists of successively including the neighbouring node which increases most the fitness defined by eq. 5.3. When
there is no neighbouring node which inclusion can improve the fitness, the
stage of node removal begins. Here, the fitness of the cluster is tried to be
improved by excluding nodes from it (with the exception of the seed node,
which is not permitted to be excluded). It finishes when no further removal
can improve the fitness. Then, growth begins again, if possible. The growshrink cycle is iterated, as long as the fitness can be improved. When no
improvement is possible (there is a local optimum of the fitness), the actual
list of nodes is registered as a valid community. After that, the algorithm
tries to find a larger community, which contains the current one. This way,
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hierarchical structures can be revealed. In order to do it, first the growing
cluster should escape from the basin of attraction of the current local optimum. Therefore, the cluster is forced to grow, by successively including the
neighbouring nodes which decrease the fitness the least. After some steps
of forced growth, when increasing the fitness becomes again possible, the
algorithm turns back to the normal grow-shrink procedure, until a new local optimum is found, signing a new community. The cluster keeps hopping
from local optimum to another local optimum until it grows so large that
it contains the whole graph. Then a new growth process starts from a new
seed node. At the end of its growth process, it includes the whole graph
again, unless it encounters a local optimum which has been already found,
i.e. the corresponding community has already been registered. In this case,
the growth process is stopped. Then, another growth process starts from a
not-yet-used seed node. In contrast to [116], all nodes in the graph are used
as seed nodes, in order not to miss good communities. When the growth
process beginning from the last seed node finishes, the algorithm ends, and
the registered communities are written to the output.
There are a few additional tricks. First, if escaping from a local optimum
seems to be hard, i.e. after changing from forced growth to the normal
grow-shrink stage we still end up in the previous local optimum, the cluster
is restored to the state where it had its maximal size (the beginning of one
of the removal sessions), then 2 steps of forced growth is applied before the
normal grow-shrink cycle begins. A second trick is that when judging the
identity of two communities, they are considered identical if at least 80% of
the larger community is a subset of the smaller one7 . In case of identity, the
community which has the higher fitness is kept in the registry.
The algorithm, although based on the one of [116], differs in several points:
from one seed, several communities can be reached instead of only the smallest one; node removal occurs when node addition is not possible instead of
after each addition (this trick also speeds up the algorithm); seed node is
not permitted to be removed; all nodes are used as seeds instead of the
not-yet-covered nodes. An algorithm similar in spirit was described in [100].
The results in the next section are obtained using this method, unless stated
otherwise explicitly. The software realising the algorithm is available at
http://www.phy.bme.hu/~tibelyg/.

5.4

Test results

Probably the most frequently used test is Zachary’s karate club friendship
network [101]. Due to a dispute between two prominent persons (node 1 and
34), the club split into two during sociological observation, and the member7
If the criterion were based on some percent of the smaller group, subset-superset pairs
would be considered identical.
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ships in the new clubs are known. As the split occurred more or less along
a border of two visible communities, new community detection algorithms
are usually claimed to pass the test if they reproduce the split. However,
the aim is the detection of topological modules, not functional ones, so the
result of the sociological study is not a strict criterion for judging the output of any community detection method. E.g., node 10 has 1 − 1 links to
each of the new clubs, so “misplacing” it (compared to the split) may not be
considered as a fault. Or node 12, which attaches only to node 1, is hard to
be considered as part of a “densely interconnected” cluster.
The algorithm finds 33 groups, containing several non-relevant ones, like
pairs of nodes. Therefore, a filtering procedure is required. The statistical
significance of the resulting communities [93, 94] is utilised for this purpose.
The statistical significance can be sensitive for missing nodes [93], therefore
each cluster is allowed to be completed with the neighbouring node which
optimises the statistical significance. Then the clusters are ordered according to their statistical significance. The first 3 clusters provide a single-level
community structure, corresponding to 3 known communities, with 2 overlapping and 1 homeless nodes (Fig. 5.4, left panel). Taking a look at the
subsequent clusters provides information about the multi-scale structures
in the network. The next few clusters reveal cluster cores and hierarchical
decomposition of the network (Fig. 5.4, right panel). The statistical significance score is quite capable of distinguishing meaningful structures; there is
a gap between 0.42 and 0.81, so setting a threshold to 0.5 selects the multiscale clusters which would be approved by a human investigator. There is
only one exception, the almost-full-clique of nodes {1, 2, 3, 4, 8, 14} has significance 0.81, which is probably the consequence of neglecting the internal
cohesion by the current form of statistical significance.
The currently most advanced class of benchmarks was introduced by
[102]. In these so-called LFR benchmarks, the network size and edge density are freely adjustable, and more importantly, the node degrees and the
community sizes are distributed according to power-law distributions, with
tunable exponents. Communities are defined through a prescribed ratio of
inter-community links for each node (mixing ratio, µ), similarly to the preceding GN benchmark class [73]. Generalisations for weighted and directed
networks, and for overlapping communities also exist [103].
A wide-scale comparison of different community detection methods using
the LFR benchmark was done by [96]. For the ease of comparison, the parameter values of [96] are applied here: the networks consist of 1000 nodes,
the average degree is 20, the maximal degree is 50, the exponent of the degree distribution is -2 and the exponent of the community size distribution is
-1. There are two types of networks, for the S type the community sizes are
between 10 and 50 (“small”) and for the B type they are between 20 and 100
(“big”). In [96], networks of 5000 nodes were also investigated. Due to the
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Figure 5.4. The 3 (left) and 10 (right) best found communities of the Zachary
karate club. On the right, thicknesses of lines indicate the ordering of the
statistical significance values (running from 0.002 to 0.42, plus 0.81 for the
dashed line-bordered community). Note that node 12 is contained only by
large communities.
large computational time, they are omitted here8 . Also for computational
time considerations, the detecting algorithm stopped growing the communities over a predefined size, 120 for the S case and 220 for the B case. All
measurement values are obtained from runs on 10 different networks.
Similarity of the built-in and the obtained community structures are quantified by a variant of the normalised mutual information (NMI), which is
able to handle overlapping communities [116]. This is the similarity measure
applied by [96]9 .
Selecting the most relevant communities from the abundant output was done
similarly to the previous case. The clusters were completed by 1 neighbouring node, if that improved the statistical significance, and sorted with respect
8
it does not mean that a single 5000-sized graph is too large, however, a few hundred
of them are
9
Both
the
LFR
benchmark
and
the
generalised
normalised
mutual
information
are
freely
available
from
the
authors’
websites,
http://sites.google.com/site/santofortunato/inthepress2
and
http://sites.google.com/site/andrealancichinetti/software
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Figure 5.5. Positions of the Zachary communities on the fS -fC plane. Small
groups tend to cluster at North, and large groups at East.

to the statistical significance scores. The clusters containing at least 1 uncovered node were accepted one by one until all nodes were covered.
To see the potential of the new method, and check the effect of the outputfiltering, the communities corresponding best to the built-in original ones
were also selected from the algorithm’s output. The results are plotted on
Fig. 5.6 (a). The filtered results are similar to the ones of the lower performing algorithms in [96], while optimal selection provides much better scores,
although still not as good as the best methods. The large difference between
the optimal and the statistical significance-based results is quite surprising,
especially in the light of the fact that statistical significance in itself is able
to provide excellent results on the LFR benchmark [94].
The algorithm was also tested on networks with overlapping communities. In
this case, clusters having significance score below 0.1 were accepted, similarly
to [94]. Fig. 5.6 (b) shows that the effect of the imperfect output-filtering
is again very large, an ideal selection scheme would allow very good results.
This is not surprising, as other algorithms based on the one of [116] also give
excellent results on overlapping communities [139].
Finally, the new method was applied to a word association network built
from the University of South Florida Free Association Norms [177]. Here,
nodes are words and edges show that some people associated the corresponding two words. The network has 5018 nodes with mean degree hki = 22.0. It
is a frequently used example of overlapping community structure [94], [74].
Although edge weights are accessible, the algorithm was applied to the unweighted version of the network. As an illustration, low-level communities
around the word bright are plotted on Fig. 5.7. An interesting effect is the
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Figure 5.6. Results on the LFR benchmark. Panel (a) corresponds to unweighted, undirected and non-overlapping tests, while panel (b) corresponds
to overlapping tests. Overlapping tests were done at two different values of
the mixing parameter, at µ = 0.1, 0.3. For both panels: full symbols and
lines correspond to the applied filtering, empty symbols with dotted lines
correspond to perfect output filtering.
appearance of overlapping edges, due to the heavy overlap in the network.
In conclusion, although selecting the relevant communities from the output is not an already solved task, the algorithm gives good results on the
Zachary karate club, and performs reasonably on the LFR benchmarks. It
should be noted however, that due to the internal cohesion criterion, this
algorithm’s output is not intended to perfectly match benchmarks like GN
and LFR, which define communities solely on the basis of external separation. An additional observation is reported here: on GN benchmark graphs10
with nodes having exactly the prescribed in- and out-degrees, at large mixing ratios communities deviating from the built-in ones but having betterthan-designed mixing ratios were found. Note that the new method does
not optimise just for external separation, so even better “spontaneous” communities may exist. This phenomenon, although not being a huge surprise,
raises the question how to judge precisely a community detection method’s
output at large mixing ratios, as the known community structure may not
be trusted to 100%.

5.5

Discussion & Conclusions

An important aspect of all community detection methods is the running
time. In the case of the new method described above, the time requirement
is as follows. Starting a new community from each node contributes a factor
10

results are omitted, as the presented LFR benchmark is a generalisation of the GN.
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Figure 5.7. Communities around bright, on the first hierarchical level. Colour
denotes communities. Gray shows overlapping nodes and edges. Black edges
are between different communities.
of N to the CPU time. Evaluating the eigenvalues of a community C plus
one extra node takes 2/3 (|C| + 1)3 . Assuming that C has const · hki · |C|
neighbouring nodes (i.e., on average, each node has a constant fraction of
its neighbours outside C), running time can be estimated as
|C|max

T ≈N·

X

const · hki · |C| · (|C| + 1)3 ≈ N · const’ · hki · |C|5max (5.4)

|C|=1

A naive estimate for |C|max would be N . However, as more and more community growing processes finish, the newly started communities are expected
to terminate in a previously discovered community earlier and earlier, on
average. Of course, some communities will reach |C| = N . Therefore,
T ∝ N 5+δ ,

δ ∈ [0, 1]

(5.5)

which is huge and clearly denies the analysis of even medium-sized graphs
(O(104 ) nodes) without further improvements. Note that graphs of thousands of nodes may be manageable, like the word association network shown
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above, which took 56 hours on a single CPU. One possibility is to choose the
initial seed more intelligently, starting communities from promising seeds.
[139] achieved good results in this aspect. An intelligent seed selection is
also important if the number of communities in a cover is larger than N ,
or if some communities have only overlapping nodes – in this case, it may
happen that all growth processes miss a certain community.
Other important question is the applicability of an advanced eigenvalue
solver. Arpack++ [178] and SLEPc [179] were tried. The experience was
that – despite their good asymptotic performance in the large matrix limit –
for the occurring several small subgraphs the overhead of these complicated
machineries was so large that made the final running time much higher than
those obtained with the QR-decomposition algorithm.
Doing optimisation in a multi-parameter space is a nontrivial task, because
different parameters can lie in different ranges. Therefore, an important direction for future research is to investigate the best combination of the parameters in the fitness function, based on the evaluation of empirical data.
Finally, filtering the relevant communities from the found ones is also a
challenging task. The natural approach is to apply statistical significance,
which should be applied even if filtering was not needed. However, deciding
the threshold significance value is not necessarily trivial in all cases. Furthermore, the current form of statistical significance accounts only for the
separation of the community, not for its internal cohesion. This manifests
itself e.g. in the low score of the almost-full-clique subgraph in the Zachary
karate club (the dark purple group on Fig. 5.4). As the main advantage
of the fitness function of eq. 5.3 is the inclusion of cohesion, it would be
important to develop a statistical significance taking it into account.
Conclusions. The community detection problem currently suffers from
two fundamental deficiencies. First, there is no definition of community
which is precise enough to allow constructing community finding methods.
Second, thorough testing a proposed algorithm is problematic, not independently from the previous difficulty. I attempted to improve both issues.
I proposed a formal list of required properties for locally dense subgraphs,
taking a step towards an applicable definition of the term “community”. Two
properties, external separation and internal cohesion (“shape”) were named.
External separation has already been applied by some of the community
detection methods, and also by benchmarks. Internal cohesion was not considered explicitly earlier. No current method was found which satisfactorily
applies both criterions. I demonstrated on simple examples that both properties are necessary; discarding either of them leads to counterintuitive results.
Beyond allowing to construct new methods, these two criterions can also be
used as a basis for testing existing ones. They also allow the characterisation
of a community by two independent quantities, instead of a single scalar.
I proposed a new composite fitness function which takes the two criterions into account. For the quantification of the internal cohesion of a
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subgraph, the second eigenvalue of the Laplacian matrix (of the subgraph)
is applied, which provides appropriate results on characteristic graphs like
cliques or chains. I also proposed a heuristic, by redesigning the LFK heuristic [116], which can find strongly overlapping locally dense subgraphs of all
scales, producing much less output than multiresolution methods but without the restrictions implied by assuming a hierarchical structure. Runs on
the Zachary network and LFR benchmarks showed that the method is able
to provide the expected results. Overlapping communities can be detected
especially efficiently, similarly to other LFK-based heuristics [139]. However,
significant improvements are yet to be implemented; e.g. reducing the running time, finding a more effective filtering procedure for the output, or
fine-tuning the relative weight of the separation and the cohesion terms in
the fitness function.

Chapter 6

Telecommunication network
planning
6.1

Introduction

This work was done as a joint project of Nokia Siemens Networks and the
Budapest University of Technology and Economics.

6.1.1

Problem definition

This chapter considers designing telecommunication networks. The telecommunication network (abbreviated as network from this point) design can
be formulated as follows: given a set of nodes, a set of edges between the
nodes (representing possible physical connections), a set of traffic demands
between the nodes, and a set of available equipments with their prices, find
a set of equipments with their proper connections which satisfies the traffic
demands at the lowest possible cost.1
The aim of this chapter is to improve the existing solutions in this aspect,
by introducing a new cluster-based design.

6.1.2

Motivation

Efficiently designing a telecommunication network which satisfies a given set
of traffic demands is a hard task, exact optimal solutions can be reached only
for very small-sized networks. For larger networks, usually a set of heuristics
are applied to achieve as good results as possible.
A possible approach is to partition the network into clusters, and design
clusters separately. Due to their small size, clusters can be designed efficiently. The traffic crossing the clusters may be routed via one node in each
1
This also includes determining the so-called logical links of the electrical layer (see
Sec. 6.1.3).

84

Chapter 6. Telecommunication network planning

cluster (the hub node of the cluster), and the set of the hubs can be designed
as an extra cluster. This way, the problem of designing a large network (the
hardness of finding a good solution) can be reduced to the design of several
independent small networks, which is a much easier problem.

6.1.3

Short introduction to network planning

The task of network planning is to satisfy a given set of traffic demands
(like “10Gb/s from Hannover to Dortmund”) between a given set of sites
(e.g. cities), represented as network nodes in the design process. The possible physical connections between sites are also fixed. In this work, the
resulting network will consist of only two layers, an electric (OTN) and
an optical (DWDM) one. Layers correspond to different technologies in the
network. The optical layer consists of the optical cables and the devices
sending/receiving optical signals through the optical cables. The electrical
layer consists of electronic devices sending and receiving electronic signals.
The two layers are in a hierarchical relationship: the original traffic demand
to be served steps into the network as an electrical signal, and handled by
some electronic devices first, which pass it “down” to the optical devices for
transmission. After roaming a bit in the optical cables, the signal comes
“up” to the electronic layer (e.g. to an Ethernet card) at its destination. The
intermediate sites between the source and the destination can be passed in
the optical layer, without touching their electrical layer, meaning that no
electronic resources are needed by the passing traffic. The task is to plan
the detailed flow of all the traffic to be served, considering all technological
layers. From this detailed plan, the necessary devices can be read out, and
their prices give the cost of the network, which should be minimised. The
main problem is to find an optimal route for each demand. At first sight, it
is as easy as to find the shortest paths between the sources and their targets, which is indeed a valid solution. However, this design wastes a lot of
resources, as most devices will serve a single traffic demand, which is usually
much smaller than the available capacity of the allocated devices. Therefore,
a good routing should take into account all traffic demands simultaneously
in order to require only a few fully utilised devices, shared by many demands. This should be true both for the electrical and for the optical layers.
For the optical layer, it means that as few fibers should be used as possible
(although for realisations using protected paths this is dominated by the
effect of grooming, see a few lines later). That can be achieved by choosing
routes for different traffic demands such that they share as many fibers as
possible. This is a hard geometrical problem in alone, but unfortunately it
is coupled to the other hard problem of the electrical layer. In the electrical
layer, which consists of Ethernet cards at the sites, the problem is to spend
as few money on the cards as possible. It can be reached either by a high
utilisation of the cards or using cards with the best capacity/price ratio,
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or preferably both. Cards have a number of ports of varying capacity. The
aim is to utilise high as many ports on each cards as possible, in order to
spare the allocation of additional cards. To this end, traffic demands may
be re-routed and broken into pieces, such that each piece terminates in the
electrical layer. This procedure, called grooming, is a fundamental optimisation method. For further reading, see e.g. [205]-[207].
A further difficulty is that alternative routes are usually also required, as a
protection against failures. The alternative paths may exclude the links of
the original path, the nodes, or both. For efficient planning, the protected
and unprotected cases require different optimisation methods.

6.1.4

Input data

The working environment in which the new designing methods described in
this document were tested consists of the followings.
7 realistic test cases were used: Cost266, G17, G50, NewYork, Nobel-US,
Pioro40, TA2. All of them consist of one set of traffic demands and one
network of possible physical connections between sites in a certain country
of city. The networks of physical connections are displayed on Figs. 6.2-6.3
on pages 94-95, and some basic characteristics are summarised in Table 6.1.
For simplicity, the test cases will be denoted by the single word “network”.
The physical networks’ sizes, measured in the number of nodes (sites), range
from 14 (Nobel-US) to 65 (TA2). On average, the nodes have 2-6 physical
connections, so the physical networks are quite sparse. Physical connections
are usually made between geographically close nodes. Contrasting the physical links, the traffic demands form a dense network, the majority of node
pairs possessing a demand. The test networks are all freely accessible from
the SNDlib library [208].
The telecommunication network to be designed is modelled by two layers:
an optical layer and an electrical layer. The optical layer consists of fibers
between sites, 2 PXC (Photonic Cross-Connect) equipments at each end of
a fiber, and DWDM shelves containing the PXCs (providing power supply,
mechanical protection, etc.). Each DWDM shelf can support only a limited
number of PXCs. The electrical layer consists of electronic cards of varying
number of ports, which, in turn, can be of various capacities. E.g. a card can
have 16 ports, each with a capacity of 1Gb/s, and another card can have
2 ports of 40Gb/s. There are also basenodes for supporting the electronic
cards (providing power supply, mechanical protection, etc.). The number of
available slots for cards on each basenode is limited.
Exhaustive optimisation by network designing tools can be done for networks up to 20-30 nodes. For a more efficient planning, a natural idea is
to partition the network into small groups such that the groups have much
larger traffic demands inside than outside. Then, each cluster can be designed
independently, using only the inside demands, and the inter-cluster traffic
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name
Cost266
G17
G50
NewYork
Nobel-US
Pioro40
TA2

N
37
17
50
16
14
40
42(65)

Lphys
44
26
88
49
21
89
108

hkiphys
2.4
3.1
3.5
6.1
3.0
4.5
3.3

Ldem
666
121
662
120
91
780
807

ρdem
1
0.89
0.54
1
1
1
0.93

Table 6.1. List of test networks. N is the number of node, Lphys is the
number of physical links, hkiphys is the mean physical link degree, Ldem is
the number of undirected traffic demands, and ρdem is the ratio of Ldem to
N (N − 1)/2. TA2 has some nodes without any traffic demand; the network
size including them is presented in parentheses.
can be designed later as a small correction. Unfortunately, for backbone networks like the ones in Table 6.1 the existence of such an almost disconnected
partitioning is not expected. Table 6.1 shows that the considered networks
are indeed dense, usually fully connected. Efficient designing needs clusters
not larger than 20-30 nodes; for fully connected networks this requires that
the inside links (traffic demands) should be much stronger than the outside ones. For example, take a fully connected graph of N = 100 nodes and
search for clusters having inside/outside traffic ratio of at least 3, and not
larger than 20 nodes. Then, on average, the inside traffic demands should
be at least 30 times larger than the outside ones. This is unreasonable; and
indeed, experimenting with different clustering methods showed that such
partitionings cannot be found [210].

6.2
6.2.1

New network designs
Overview

In this section, the traditional (flat) network design currently applied by
NSN will be compared to hierarchical (clustered) and star topologies, targeting cost efficiency.
The hierarchical topology partitions the network into clusters and assigns a hub node to each cluster. Any inter-cluster traffic demand is routed
via the corresponding hub nodes of the source and the target of the traffic
demand. For the intra-cluster traffic, there are two possible routing: using
the shortest path between the source and the target, or routing via the
hub2 . Both strategies will be investigated. A schematic illustration of the
2

A technical note for expert readers: in some cases, the post-processing optimisation
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hierarchical topology can be found on Fig. 6.1 a). Hierarchical topologies
were constructed using the clustering tool3 described on pages 87-89. The
applied maximal cluster sizes for the test networks are the same as in Table
6.2 on page 89. A few tests were done on the dependence of the results on
the maximal cluster sizes, but the results did not change very strongly over
different reasonable max. cluster sizes.
In the star topology, there are no clusters. One hub node is assigned to
the whole network, and all traffic demands are routed via the global hub.
This is also true for traffic demands originating far from the hub in terms
of optical links; in their case the the traffic travels along some intermediate nodes before reaching the hub. Star topologies are also built using the
clustering tool of Sec. 6.2.2, because it is a special case of the hierarchical topology, using only one cluster and via-hub intra-cluster routing. A
schematic illustration of the star topology can be found on Fig. 6.1 b).
All network designs were built by the current4 MLO software (MultiLayer Optimization, a custom network planning tool developed and applied
by NSN), using a realistic cost model. The relative equipment prices (compared to each other) are confidential, therefore they are not shown. Costs of
the networks are given in a fictive unit, not in real currency. The different
topologies were tested on the networks described in Sec. 6.1.4.
It should be noted here that all network designs are protectionless, i.e.
for each traffic demand only 1 route is constructed. When implementing in
a real network planning process, this issue should be addressed.

6.2.2

Clustering tool

During the NSN project a clustering tool was developed which integrates
into NSN’s network planning workflow, by reformatting the MLO network
planning tool’s standard input such that running MLO on the new input
results in a clustered network design.
The clustering tool applies the average-linkage hierarchical clustering to
partition the network of physical connections into clusters. Although hierarchical clustering is much less sophisticated than the recent community
detection methods, experiments showed that the telecommunication backbone network problems have such a homogeneous structure that even the
best current methods were not able to produce really good partitions. On
the other hand, hierarchical clustering has some practical advantages. Nevertheless, in section 6.2.3 Infomap will also be applied for comparison for
can alter the routing such that some routes are redirected and do not reach hubs. This
can affect both intra-cluster and inter-cluster routing.
3
For G17, the result of the clustering tool was slightly modified by hand; node “Norden”
was detached its original cluster and put in its own one. This was motivated by its demand
structure, consisting of a single demand to node 1.
4
as of the autumn of 2010
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hub

hub

source

target

target

hub

global hub

target

target

hub

source
source

source

(a) Routing in the hierarchical topology. Top figure shows the inter -cluster routing. The two possible intra-cluster routings are displayed on the bottom figures: via shortest path (bottom left) and via
hub (bottom right).

(b) Routing in the star topology.

Figure 6.1. Illustration of hierarchical (6.1a) and star topologies (6.1b).
one of the test networks.
The clustering tool partitions the network of physical connections, information about the traffic demands is fully neglected. This is in order to ensure
that the resulting clusters are physically connected, which cannot be warranted if the partitioning was based on the traffic demands.
The average-linkage hierarchical clustering works as follows. Initially,
every node is placed in its own cluster. Then, the two most similar clusters
are selected and merged, and the similarities of the affected clusters are
updated. This process is iterated until all nodes are merged into a single
cluster, or alternatively, until any further merging would result in a cluster
larger than a predefined limit. Similarity of the clusters is defined as the
average number of links between two nodes in the two clusters. In case of a
tie, the choice is made according to the following rules:
1. the merger resulting in the smallest cluster is preferred, in order to
prevent uneven cluster sizes.
2. if the resulting sizes are 2 (single nodes are getting merged into pairs),
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the pair for which the sum of the two nodes’ degrees5 is minimal will
be merged. This is because low-degree nodes are supposed to have
neighbours from their own cluster, while a high-degree node may have
neighbours from many clusters.
This average-linkage hierarchical clustering has the following advantages:
• the clusters are always connected (since the clustering process finishes
in the absence of nonzero similarities),
• it is very easy to prescribe an upper size limit for the clusters. Thus, it
can be ensured that the clusters remain small enough to be designed
very precisely,
• it is fast6 .
Each cluster is assigned a hub node. For each cluster, the hub is selected
as
1. the node for which the sum of shortest paths to the other nodes in the
cluster is minimal,
2. in case of a tie, the node for which the sum of shortest paths to all
other nodes in the network is minimal.
The following maximal cluster sizes were applied:
Cost266
10

G17
10

G50
20

NewYork
12

Nobel-US
7

Pioro40
7

TA2
30

Table 6.2. Applied maximal cluster sizes for the test networks in the clustering tool.

6.2.3

Results

Using the “MLO” network planning tool of NSN, two hierarchical topologies
and a star topology were contrasted to the standard clusterless topology.
The difference between the two hierarchical topologies is how they route the
intra-cluster traffic: one topology uses shortest paths, the other routes all
intra-cluster traffic via the hub of the cluster. Besides choosing a topology,
there is also a tuning option in the MLO tool: it can be used in several
modes, from which “basic” and “cost-based” were used.
5

The degree of a node is the number of its neighbours.
The industrial partner required that the clustering process should not take more than
1-2 minutes, while the input might be even a dense network of several hundred nodes.
6
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fig:graphs1 The MLO tool was applied to the networks listed in Table 6.1:
Cost266 (37 nodes), G17 (17 nodes), G50 (50 nodes), NewYork (16 nodes),
Nobel-US (14 nodes), Pioro40 (40 nodes), TA2 (65 nodes).
The results are shown on Table 6.3. An immediate observation is that
considering the difference between the two clustered topologies, the one using via-hub routing inside the clusters is always better than the other. In
some cases (NewYork, Nobel-US, G50) it happens that the “via-hub” topology is better than the traditional one, while the other is worse. For these
reasons, we will concentrate on the “via-hub” topology from the two clustered
alternatives.
Regarding the difference between the clustered and the traditional flat
topology, results are mixed: for a number of networks (G17, TA2, G50,
Nobel-US), the cluster-based topology is more efficient than the traditional
clusterless one. The gains are 18.3% (G17)7 , 18.1% (TA2), 9.5% (G50), and
4.8% (Nobel-US). On the other side, for some networks the traditional topology is the better (Cost266: −4.4%, NewYork: −2.3%, Pioro40: −2.1%).
On the G50 network, a different partitioning was also tested, obtained
by the Infomap partitioning method (see page 27). Its results are quite close
to those obtained by the default clustering, and tend to be somewhat worse.
A closer look on Table 6.3 shows that the potential advantage of the
clustered topology lies in the usage of optical instruments (DWDM layer &
fibers): in all cases when the “clusters-viahub” topology was better than the
traditional, the DWDM cost of the ”clusters-viahub“ network was lower than
the traditional one. Not surprisingly, the fiber costs behave very similarly8 .
It suggests that the clustered networks can satisfy the traffic demands using
fewer physical links than the clusterless ones. On the other hand, the costs
of the electronic cards (OTN layer) tend to be higher, due to the obligatory electronic termination of connections at the hubs (which effect can be
reduced by MLO’s optimisation process). The success of the cluster-based
design depends on whether the gain in the optical (DWDM+fiber) layer is
high enough to compensate the loss in the electrical (OTN) layer.
Although it is not straightforward to forecast whether the clustered
topology is going to be better than the traditional one, there are some important notes. First of all, the cluster-based topology can only spare connections
if there is a redundancy of physical links, i.e. on networks being close to a
tree the clustered topology has no potential advantage. The simplest manifestation of redundant connections is a triangle: 1/3 of its links may be
spared. If one node in the triangle is a hub, then using only 2 links even
not increases the length of the shortest paths. There are two networks which
have extremely low number of triangles, Cost266 (0 triangle) and NobelUS (1 triangle). For Cost266, the traditional topology was indeed better.
7
8

Percentages represent the best flat design and the best via-hub clustered design.
Fiber & DWDM costs both depends on the used fibers.
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Cost266 Hhub (b)
26757
OTN
DWDM
3372
Fibers
401
total
30530
G17
OTN
1886
756
DWDM
Fibers
86
total
2728
G50
OTN
7251
DWDM
2470
56
Fibers
total
9777
G50-IM
OTN
7216
DWDM
2468
Fibers
56
total
9740
NewYork
OTN
9022
DWDM
838
Fibers
38
9898
total
Nobel-US
OTN
4057
DWDM
660
Fibers
3771
total
8488
Pioro40
OTN
112197
DWDM
12840
Fibers
57217
182254
total
TA2
OTN
10819
DWDM
2682
Fibers
9873
total
23374
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Hsp (b)
26787
3778
480
31045

F (b)
26712
3438
454
30604

S (b)
26827
3590
424
30841

Hhub (c)
21167
4444
554
26165

Hsp (c)
21032
4714
593
26339

F (c)
19447
4986
640
25072.9

S (c)
21497
4482
532
26511

1856
1016
108
2980

1816
1104
130
3050

1916
696
72
2684

906
756
86
1748

906
1016
108
2030

906
1104
130
2140

921
696
72
1689

7016
3662
82
10760

7271
3932
88
11291

7236
2148
49
9433

3611
2998
68
6677

3441
4102
92
7635

3271
4020
90
7381

3446
2912
66
6424

3636
3100
70
6806

3486
4088
92
7666

7221
3508
79
10808
8667
1832
82
10581

8677
2184
98
10959

9057
752
34
9843

6247
1406
64
7717

5952
2052
92
8096

5032
2404
108
7544

5637
1542
70
7249

4032
944
4461
9437

4072
944
4461
9477

4087
574
2633
7294

4102
660
3771
8533

3987
944
4461
9392

3512
944
4461
8917

3897
574
2633
7104

111932
13632
59319
184884

111592
11960
47790
171342

112212
13280
71264
196756

112717
6720
29650
149087

111702
7780
33122
152604

110307
7120
28596
146023

113572
6636
35787
155995

10739
3578
13367
27684

10739
3670
14118
28527

10714
1994
6547
19255

8054
4730
17136
29920

7749
5310
19434
32493

7709
4522
16566
28797

8199
3734
12356
24289

Table 6.3. Costs of the test networks. Lines correspond to types of cost (OTN
is the electronic equipment, DWDM is the optical). Columns correspond
to topology types: H is hierarchical, F is flat, S is star. The “hub” and
“sp” subscripts refer to the intra-cluster routing method. In parentheses, the
MLO optimisation mode is signed: (b) for basic, (c) for cost-based. The G50IM subtable corresponds to results on the G50 network using the Infomap
method for clustering.
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For Nobel-US, the clustered topology wins only due to the large fiber costs.
Without fiber costs, the flat topology is the better one by 5.9%.
This leads us to the second important factor, the price of the fibers and
the DWDM equipment. As the clustered topology can save on these costs,
they should be high enough, compared to the OTN cost, in order to gain
advantage for the clustered topology.
The question how much can be spared on the physical links is very important.
However, it seems that it does not determine fully the success of the clustered topology. E.g. on the NewYork network, although the DWDM+fiber
costs still take up 1/3 of the total cost and there is a very large abundance
of triangles, the flat topology is the better. For the Pioro40, it has less triangles and smaller DWDM+fiber cost / OTN cost ratio, but the clustered
topology performs better than for the NewYork. It can be observed that
these networks have a low average shortest path length (Table 6.4). Low
average shortest path length indicates that all regions of the network are
well connected to the rest of the graph, and this feature might make the
traditional topology more effective. Although it is a quite speculative argument, it is interesting to note some features in Table 6.4. For NewYork, the
average shortest path length is much shorter than for the similarly sized G17
& Nobel-US. In case of NewYork, the flat topology is the better, in case of
G17 and Nobel-US, the clustered topology. For Pioro40, the average shortest
path is shorter than for the somewhat smaller Cost266 and the TA2.
name
Nobel-US
NewYork
G17
Cost266
Pioro40
TA2
G50

Nnodes
14
16
17
37
40
45
50

N∆
1
57
5
0
39
23
15

DWDM+fiber cost
OTN cost

1.54
0.50
1.36
0.29
0.32
1.66
1.26

hli
2.14
1.72
2.70
3.74
3.31
3.59
4.05

cost(clustered)
cost(flat)

0.95
1.02
0.82
1.04
1.02
0.82
0.90

Table 6.4. Important features of the investigated networks: number of nodes,
number of triangles, ratio of DWDM+fiber costs and OTN costs (for the best
flat design), mean shortest path length, ratio of best cluster-based cost and
best clusterless cost. Note: the TA2 network contains an additional 20 nodes
which have no traffic demand and do not carry any shortest paths; these
nodes are not counted as they do not expected to alter the costs.
Considering the star topology, the same general observations holds as
for the clustered topology: it spares cost on the optical layer by using less
physical links, and it is better than the traditional topology usually when
the clustered topology is also better.
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Apart from the results described above, an important observation is that
cost reduction can be achieved in connection with the choice of the shortest
paths. Shortest paths are often degenerate (more than one solution exist),
and choices that maximise overlaps between shortest paths of different pairs
of nodes can spare a number of physical links, with their corresponding PXC
equipments.

6.3

Conclusions

To improve network planning efficiency a possible idea is to partition the
network into clusters. My investigation shows that using clusters can indeed
decrease the network cost, under certain conditions.
A first guess can be trying to separate the network into clusters such
that the traffic between clusters is much smaller than inside clusters. For
networks having a dense traffic demand matrix (there is a traffic demand
between most pairs of nodes) it is improbable that such a partitioning exists.
However, using clusters along with a well-chosen routing method can
achieve more efficient network designs than the currently used clusterless
ones, at least when each traffic demand is served by a single path (protectionless design). Including protection is expected to reduce the advantages
of the new designs. I created a clustering tool which partitions the network
and assigns a hub node to each cluster. The output of the tool is accepted
by NSN’s MLO network planning tool. Using this clustering tool with the
MLO on test cases, I found that after partitioning the network, assigning a
hub node to each cluster, and routing all traffic demands via the hubs of the
source and the target node’s hub, the total cost of the network was reduced
by 5-18%, under proper conditions. In the unfavourable cases, cost increased
by 2-4%. Assigning a single hub node to the whole network gave comparable
results.
The new designs rely on reducing the number of used physical connections. Consequently, for favourable performance, they require the presence
of redundant links in the input network, e.g. in the form of triangles, and
also require that the price of the equipments associated with the physical
connections (optical devices) should be significant compared to the price of
other equipment (electronic cards). Low optical device prices or few redundant links mean that there is little to win by using the new designs, so the
losses in the electronic card costs may not be compensated. Less clear factors also influence the performance; results suggest that the compactness of
the network (quantified by low average shortest path length) also can give
an advantage to the traditional clusterless design. On networks either having very few triangles, low optical equipment costs or being compact, the
traditional topology was better.
Along with these result, it was also found that when there are multiple

94

Chapter 6. Telecommunication network planning

shortest paths between two nodes, a proper choice can reduce the network
cost.

Figure 6.2. Plots of test networks’ physical topology: Cost266 (top left),
NewYork (top right), G17 (bottom left), G50 (bottom right).

6.3. Conclusions

95

Figure 6.3. Plots of test networks’ physical topology: Pioro40 (top left), TA2
(top right), Nobel-US (bottom).

Chapter 7

Summary
Clustering of objects is an old problem, however a general solution has not
been found yet. A recently appeared interest from researchers working on
complex networks resulted in significant improvements, although a major
part of the work is still ahead. Even the most basic question, the definition of
clusters, called communities, is lacking, in spite of the apparent intuitiveness
of the issue. The goal of this work is to contribute to the understanding and
application of community structure in networks.

7.1

New scientific results

1. I showed that the label propagation method is equivalent to finding
the local minima of energy of a simple zero-temperature kinetic Potts
model. I found that 1) on the tested empirical networks, the number of
local minima is unexpectedly large, 2) the algorithm is highly unstable,
different runs resulting in different local minima [92].
2. For the matrix of the absolute values of correlation coefficients of stock
returns, which is equivalent to a weighted fully connected graph, I
found that contrary to previous suggestions in the literature, the high
ranking eigenvectors are inappropriate for the identification of clusters,
at least without further a priori information, because the eigenvectors
are frequently localised on combinations of clusters instead of single
clusters. Using diffusion-related matrices instead of the correlation matrix does not enhance the situation.
I also found that the deviations of the first eigenvector’s components
from the first-order perturbation theory are strongly correlated with
the square of the node strengths. Comparing it to a proper 0-model –
an ensemble of matrices lacking cluster structure but otherwise having
similar features – I found that this feature is absent in the 0-model,
consequently it can be attributed to the presence of cluster structure.
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Checking the presence of clusters in correlation matrices can be done
quicker in this way than by analysing the whole spectrum [136].
3. I defined a measure, tiling imperfection, for quantifying hierarchical
relationship of partitions and covers. I found that on a multimillionnode, phone call data-based network, the results of different community detection methods – Infomap, Clique Percolation and modularity
optimisation by the Louvain method – have low tiling imperfections, in
other words, they are quite close to each other, up to subset-superset
relations [91].
4. I pointed out that the definition of communities should include not
only the property characterising the subgraph’s isolation from its surroundings, which I termed separation and was considered previously,
but also cohesion – resistance against splitting into two –, thus I proposed a 2-dimensional system of requirements instead of the former
1-dimensional criterion. I explicitly declared the required properties of
communities.
I created a simple test for the two criterions. I proposed a measure for
quantifying the cohesion of a subgraph, based on the second eigenvalue
of the corresponding Laplacian matrix of the subgraph. I introduced a
new community detection method, taking into account both separation
and cohesion. The method is capable of handling strongly overlapping
communities and multi-level structures. Tests were conducted on the
state-of-the-art benchmark (LFR), as well as on some real-world networks [209].
5. For optimising telecommunication network planning, I elaborated a
method, which partitions the network into clusters, assigns a hub-node
to each cluster and routes all traffic via the corresponding hubs. Under
favourable conditions, the costs of the test networks were reduced by
5-18%, using the current network planning tool of Nokia Siemens Networks. Redundant links, and not very compact networks are required
for success [210].

8. fejezet

Összefoglaló
Régi probléma különböző objektumok csoportokba sorolása (klaszterezése).
Bár általános megoldás mindmáig nincs, az utóbbi években a komplex hálózatok területén dolgozó kutatók élénk érdeklődést mutattak a kérdés iránt,
komoly haladást eredményezve. Ennek ellenére a munka jelentős része még
hátravan. Még a legalapvetőbb kérdés, a sűrű csoport” definı́ciója se tisz”
tázott, bármennyire intuitı́vnak is tűnjön. Jelen munka célja, hogy hozzájáruljon a hálózatok csoportszerkezetének megértéséhez és felhasználásához.

8.1. Új tudományos eredmények
1. Megmutattam, hogy a label propagation csoportkereső módszer ekvivalens egy egyszerű nulla hőmérsékletű kinetikus Potts-modell lokális
energia-minimumainak megkeresésével. Valós hálózatokat vizsgálva azt
találtam, hogy egyrészt a lokális minimumok száma jóval nagyobb a
vártnál, másrészt a módszer igen instabil, különböző futtatások különböző lokális minimumokban végződnek [92].
2. Tőzsdei hozamok korrelációs együtthatói abszolút értékének mátrixát
vizsgálva (ami ekvivalens egy súlyozott teljes gráffal) megállapı́tottam,
hogy a mátrix első után következő sajátvektorai - szemben a szakirodalomban található javaslatokkal - alkalmatlanok a csoportok azonosı́tására, legalábbis további előzetes információ nélkül, mert a sajátvektorok 1-1 csoport helyett sokszor csoportok kombinációin lokalizáltak. Diffúzió-alapú mátrixokat alkalmazva korrelációs mátrix helyett a
helyzet nem javul.
A mátrix első sajátvektoráról megállapı́tottam, hogy a komponenseinek az eltérése az elsőrendű perturbáció-számı́tás eredményétől erősen
korrelált a csomópontok erősségeinek négyzetével. Ezt összevetve egy
megfelelő null-modellel - csoportszerkezet nélküli, ámde egyéb szempontokból hasonló mátrixok sokaságával - megállapı́tottam, hogy a
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korreláció a null-modell esetén hiányzik, tehát jelenléte a csoportszerkezet jelenlétének tulajdonı́tható. Ez egy új, a teljes spektrum elemzésénél gyorsabb eszközt ad a csoportszerkezet jelenlétének ellenőrzésére
korrelációs mátrixokban [136].
3. Definiáltam egy mennyiséget, a részgráfok parkettázhatóságának hibáját, ami partı́ciók és lefedések hierarchikus viszonyait méri. Egy
több millió csomópontból álló, telefonhı́vás-adatokon alapuló hálózaton különböző csoportkereső módszerek - Infomap, klikk perkoláció és
modularitás-optimalizálás a Louvain módszerrel - eredményeit összehasonlı́tva megállapı́tottam, hogy a kapott csoportok kis parkettázhatósági hibával rendelkeznek, vagyis hasonlóak, ha a részhalmaz-anyahalmaz relációktól eltekintünk [91].
4. Rámutattam, hogy a helyes csoport-definı́ciónak nemcsak az általam
szeparációnak nevezett, már korábban vizsgált, a csoporthoz tartozó
pontoknak a környezetüktől való elkülönülésére jellemző tulajdonságot
kell tartalmaznia, hanem a kohéziót - két részre bontással szembeni
ellenállást - is, vagyis a korábbi egydimenziós kritérium helyett egy
kétdimenziós követelményrendszert javasoltam. A csoportoktól elvárt
tulajdonságokat explicit módon kimondtam.
Készı́tettem egy egyszerű tesztet a kritériumoknak való megfelelés ellenőrzésére. Javaslatot tettem egy, a kohéziót mérő mennyiség definı́ciójára, a részgráf Laplace mátrixának második sajátértéke alapján. Létrehoztam egy új csoportkereső eljárást, ami mind a szeparációt, mind
a kohéziót figyelembe veszi. A módszer képes kezelni erősen átfedő és
többszintes csoportszerkezeteket is. A módszert teszteltem a jelenleg
legjobbnak tekintett tesztgráfokon (LFR benchmark), és néhány valós
hálózaton is [209].
5. Telekommunikációs hálózatok optimalizációs tervezésére kidolgoztam
egy módszert, amely a hálózatot csoportokba osztja, minden csoporthoz hozzárendel egy középpontot, és a teljes forgalmat a megfelelő
középpontokon keresztül irányı́tja. Megfelelő körülmények esetén a hálózat költségeit ı́gy 5-18%-al lehetett csökkenteni a tesztek alapján, a
Nokia Siemens Networks jelenlegi hálózattervező eszközét használva.
A jó eredményhez redundáns élek és nem túl kompakt hálózat szükségesek [210].

Appendix A

Second eigenvalue of two
weakly connected cliques
Assume two cliques of n nodes, edge weights are 1. The two cliques are
attached by a single edge having weight . Then the eigenvalue equations
for the Laplacian matrix are
X
xj + xn − (n − 1 + λ)xi = 0
∀i < n
(A.1)
j<n
j6=i

X

xk + xn+1 − (n − 1 + λ)xi = 0

∀i > n + 1

(A.2)

k>n
k6=i

X

xj +  · xn+1 − (n − 1 +  + λ)xi = 0

i=n

(A.3)

i=n+1

(A.4)

j<n

X

xk +  · xn − (n − 1 +  + λ)xi = 0

k>n+1

Adding the last two equations gives
X
xj − xn − xn+1 + xn + xn+1 − (n − 1 +  + λ)xn − (n − 1 +  + λ)xn+1 = 0
j

(A.5)
The eigenvector corresponding to the first eigenvalue (which is zero) is the
constant vector, therefore for all other eigenvectors the sum of components
should
be zero in order to be orthogonal to the first one. Consequently
P
j xj = 0. Applying this and a minimal algebra results
xn (λ + n) + xn+1 (λ + n) = 0

(A.6)

xn = −xn−1
if λ 6= −n
(A.7)
P
P
If λ = −n then eqs. A.1-A.2 reduce to j≤n xj = 0 and k≥n+1 xk = 0.
Now consider the eigenspace corresponding
to λ =P−n, and look for eigenP
vectors such that xn = xn+1 = c, j<n xj = −c, j>n+1 xj = −c. In this
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eigenspace the number of free parameters are 1 + 2 · (n − 2), corresponding to
c and x1 . . . xn−1 , xn+2 . . . x2n with two constraints. Altogether the dimension of the eigenspace (the multiplicity of λ = −n) is 2n − 3. Adding the
λ = 0 case, we are left with at most two unknown eigenvalues.
For λ 6= −n, we look for the solutions in the form (a, . . . , a, b, −b, −a,N. . . , −a)T .
Then the eigenvalue equations are
(n − 2)a + b − (n − 1 + λ)a = 0

(A.8)

(n − 1)a −  · b − (n − 1 +  + λ)b = 0

(A.9)

After simplifications,
−(1 + λ)a + b = 0

(A.10)

(n − 1)a − (n − 1 + 2 + λ)b = 0

(A.11)

Expressing λ from these equations reads
b
−1
a
a
λ = −(n − 1 + 2) + (n − 1)
b
λ=

(A.12)
(A.13)

Writing λ = λ results
a
b
= −1
b
a
 2
b
b
b
(−n + 1 − 2) + (n − 1) =
−
a
a
a
− n + 1 − 2 + (n − 1)

(A.14)
(A.15)

Introducing x = b/a gives
− x2 + (−n + 2 − 2)x + (n − 1) = 0
p
n − 2 + 2 ± (n − 2 + 2)2 + 4(n − 1)
x1,2 =
−2

(A.16)
(A.17)

The term under the radical√symbol can be approximated using the first two
terms of the Taylor series 1 − x ≈ 1 − x/2
s


8
√
. . . = (n + 2)2 1 −
≈
(A.18)
(n + 2)2


4
≈ (n + 2) 1 −
(A.19)
(n + 2)2
which gives
x1 ≈ 1 −

2
n + 2

x2 ≈ 1 − (n + 2) +

(A.20)
2
n + 2

(A.21)
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which, using eq. A.12, leads to
λ1 ≈ −

2
n + 2

λ2 ≈ −(n + 2) +

(A.22)
2
n + 2

meaning that the last two eigenvalues of the Laplacian are found.

(A.23)

Appendix B

Review of current
community detection
methods
Here, a one-by-one review of methods follows, from the point of view of the
separation & cohesion criterions.

B.1

Separation-targeted methods

Method of Lancichinetti et al. (LFK) [116] – although being a multiresolution method, it is informative to take a look at it with the resolution
parameter (see eq. 3.19) fixed at α = 1. Then the fitness function of a community, which is to be optimised, is simply the sum of in-degrees divided by
the sum of degrees of the community members. Thus, this method is a clear
implementation of the separation criterion. Consequently, it is not sensitive
to the internal distribution of edges (Fig. 5.1a and 5.1b get the same fitness).
The cohesion criterion is absent, so one clique on Fig. 5.1a has lower fitness
than the union of the two cliques.
Label propagation [77] – label propagation does not qualify the communities, just finds partitions obeying the majority rule. Consequently Fig. 5.1a
can be judged as a proper single community, and Fig. 5.1b can be split by
collecting each second node to the same cluster.
Infomap [98] – it is straightforward to calculate that for the configuration on Fig. 5.1a, Infomap will properly separate the two cliques unless the
number of inter-community links is larger than 6.9 · 107 . Although this resolution limit looks practically unimportant, shows that Infomap has some
conceptual problems. If 3 edges are placed instead of 1 between the 2 cliques
on Fig. 5.1a, Infomap will merge the two cliques if the number of intercommunity edges in the rest of the network is larger than 149, which is
more than 5 orders of magnitude smaller than the previous threshold. Two
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consequences should be drawn: Infomap is quite sensitive to the number of
inter-community edges, and, as a consequence, it can produce counterintuitive communities in realistic networks.
Clique Percolation Method (CPM) [74] – although CPM enforces a
very strong cohesion locally, it applies only to O(1)-sized subgraphs of communities. Consequently, there are no cohesion requirements on the scale of
the whole community. E.g., the cliques of a cluster might form a chain and
the method gives no information about the shape of the cluster. Considering Fig. 5.1a, it is trivial to modify it such that CPM merges the two large
cliques into a single cluster, e.g. using 3-cliques. Furthermore, the absence
of a single percolating series of neighbouring cliques means that a subgraph
will not appear as a single community, regardless of its other parameters
(see e.g. Fig. 5.1b applying 4-cliques). Finally, CPM uses the same clique
size for the whole network, regardless of local variations in edge density.
Method of Radicchi et al. [138] – fig. 5.1b with a minor tweak would
be split even using the strong definition, assigning every second node to the
same community. The tweak is to place the 2 outside links on the kin = 6
nodes.
Method of Estrada and Hatano [141] – as it relies on the eigenvalues
and eigenvectors of the whole graph, it is a global method. Therefore whether
a set of nodes is judged to be a cluster or not depends also on the rest of
the graph. Unfortunately, the behaviour of the eigenvalues and eigenvectors
of the adjacency matrix of a graph are not well understood. Consequently,
empirical tests were conducted. If the method is run on only the 12 nodes of
Fig. 5.1, configuration a) is cut into the two proper sets, but configuration b)
is cut into several small (overlapping) clusters, such that all triangles form
one. When the 12 nodes are attached to a 100-node ring, in which first and
second neighbours on both sides of a node are attached to the node (degrees
are 4), then for configuration a) the two clusters expand to the first neighbouring nodes in the ring, and configuration b) has the same clusters as in
the fully separated case. So, if the rest of the graph is not denser than the
set of nodes under investigation, it seems that internal cohesion does matter,
however external separation not. If the 100-node ring is two degrees denser
(first 3 neighbours are attached, degrees are 6), the 12 nodes coalesce into 1
cluster both for configurations a) and b), incorporating a few nearby nodes
from the large ring (8 for a) and 6 for b)). For even denser 100-node rings,
the 12 nodes become part of a large cluster containing many nodes from
the large ring. So, in conclusion, the global character of the method makes
it indefinite concerning its behaviour to the configurations on Fig. 5.1a and
5.1b.

B.2. Stochastic blockmodels and spin-based methods

B.2
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Modularity optimisation [73] – due to the well-known resolution limit
problem [78, 79], the optimal modularity merge the two cliques on Fig. 5.1a
for sufficiently large graphs.
Laplacian spectral algorithm by Donetti and Muñoz [173] – although
the method produces candidate partitions using the spectrum of the Laplacian matrix, the partitions are evaluated using modularity. Consequently, it
is equivalent to modularity optimisation using a special heuristic, implying
all the drawbacks of modularity.
Link partitioning method of Evans and Lambiotte [117] – as the goal
functions (variants of modularity) are based on counting intra-community
edges and subtracting some expected value, the resolution limit problem
should appear for large enough graphs.
Method of Ronhovde and Nussinov (RN) [119] – the Hamiltonian
optimises simply for the edge densities inside clusters (distorted by the γ resolution parameter), which tends to be the largest for cliques. Consequently
Fig. 5.1b worth to be split into 4 if γ > 19/35. Similarly, for γ < 1/35, the
two cliques of 5.1a are merged. The fact that the proper value of γ may vary
from cluster to cluster can render the global optimisation process locally
unsuccessful.
Method of Nepusz et al. [120] – the proposed method, when restricted
to conventional hard memberships (and unweighted networks), is equivalent
to the previous method with γ = 1, and with a different heuristic.
Stochastic blockmodel of Hofman and Wiggins [121] – a simple calculation for Fig. 5.1a shows that the two cliques will be merged if (1 −
ϑc )/(1 − ϑd ) > 2−12/35 (ϑd /ϑc )1/35 , which can be approximated by 1 − ϑc >
0.79(1 − ϑd ), assuming that (ϑd /ϑc )(1/35) ≈ 1. As ϑc corresponds to the
intra-cluster edge probability, it is a reasonable criterion. Furthermore, it is
similarly simple to show that for Fig. 5.1b, splitting into four is profitable if
(1 − ϑd )/(1 − ϑc ) > 412/35 (ϑc /ϑd )19/35 .
Mixture model of Newman and Leicht [123] – considering Fig. 5.1b
and assuming hard node memberships (i.e. qir is 0 or 1 for all nodes), it is
easy to show that splitting into 4 is favoured over putting all nodes into one
cluster.
Mixture model of Wang and Lai [124] – for a hard clustering (qir = 0
or 1) it is easy to calculate that Fig. 5.1b is preferred in 4 pieces over 1.
Likelihood modularity of Bickel and Chen [127] – first, it should be
noted that QLM penalises clusters in which the edge density deviates significantly from its maximal value. Then, it is easy to calculate that it worth to
cut Fig. 5.1b into 4 clusters.
Stochastic blockmodel of Karrer and Newman [126] – it is similar to
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the previous case. Similarly, a simple calculation shows that Fig. 5.1b gets
higher score when split into four.

B.3

Other single-scale methods

Infomod [76] – a straightforward calculation shows that for all but very
small graphs Fig. 5.1a is preferred as a single community (e.g. l ≥ 128 and
m ≥ 7).
Method of Chauhan et al. [142] – the behaviour of the largest eigenvalue
of the adjacency matrix is unfortunately poorly understood. As a counterexample, given a clique of size n, its largest eigenvalue is n − 1, while when it
is cut into two, the product of the first eigenvalues of the two n/2 − 1-sized
cliques is (n/2 − 1)2 , which is larger than n if n ≥ 8 – so it worth to cut a
clique into pieces. This is the consequence of using a concave function (log)
in the summation, so it can be easily fixed. However, for Fig. 5.1b, the largest
eigenvalue is 5.2, while the largest eigenvalue of a 3-clique is 2. Summing the
largest eigenvalues for the two cases (instead of summing their logarithms)
results in 5.2 < 8, so it worth to split Fig. 5.1b into 4.
Link partitioning method of Ahn et al. [143] – although the described
method applies a hierarchical clustering, using an objective function (edge
density of clusters) results in a single set of communities. The objective
function averages the densities of all clusters, consequently it is a global
quantity; its maximum does not guarantee that each cluster is optimal, just
the average – nothing prevents the over- or underpartitioning of individual
clusters at the global optimum.
Community landscape method of Kovács et al. (ModuLand) [88]
– see also at the hierarchical methods. It is quite easy to engineer graphs in
the spirit of Fig. 5.1 which are misclustered. E.g instead of Fig. 5.1a, took
two 7-cliques, delete 1 link from each, and connect one node with 3 nodes
from the other clique, as on Fig B.1a. The fitness of one almost-clique is
40/7, is just below the contribution of the node in the other clique (6/1),
so the 3 links between the cliques will be included in the community. To be
precise, starting a cluster from each node, one almost-clique + the connector node will appear as a cluster 7 + 1/3 times, and the other almost-clique
6 + 2/3 times. Fractions correspond to different possibilities when starting
from the connector node. In practise, this means that with probability 2/3,
all links will have uniform scalar values (perfectly flat landscape, i.e. a single hilltop), and with probability 1/3, a step-like landscape (still identified
as a single cluster by the method). Symmetrisation to 6 + 1/3 + 2/3 and
6 + 2/3 + 1/3 is straightforward, by creating a second bridge node also with
3 links. Similarly, Fig. 5.1b can be substituted by Fig. B.1b. It consists of
two 5-cliques with connections such that each node has 2 links to the other
clique. ModuLand-NodeLand will tend to separate the two cliques, although
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their union is much more well-separated from the rest of the graph.

(a)

(b)

Figure B.1. Subgraphs on which ModuLand-NodeLand gives counterintuitive results. Dashed lines show the desired communities.

B.4

Hierarchical methods

Here, some hierarchical methods will be investigated. The question is whether
the lowest level can be reliably used as an optimal partition (or cover). As
a benchmark graph, Fig. B.2 will be utilised. The desired output is a single
community of 12 nodes, due to their extreme separation from the rest of the
graph.
Method of Ruan and Zhang [85] – the proposition is to iteratively

Figure B.2. Test case for the lowest level of the hierarchical methods.
run modularity optimisation in the found clusters, until the best modularity
inside a cluster is not larger significantly than those of a corresponding random graph. Numerical calculations show that at the lowest level, Fig. B.2 is
divided into parts1 .
1
z-score is 5.3, Qmax = 0.36. Z-score is defined as the difference of the modularity of the
actual graph and the modularity of a 0-model graph, divided by the standard deviation
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Method of Sales-Pardo et al. [84] – it uses the co-occurrence of nodes
in different local optima of modularity to construct a new similarity matrix,
which is fitted by a block diagonal form. Communities are defined by the
blocks. The method is iteratively re-applied to each community until structure deviating from a corresponding random graph is found. Again, running
the method on Fig. B.2 results in overpartitioning (z-score of the split Fig.
B.2 is 3.9, the threshold used by [84] is 2.3).
Hierarchical Infomap [86] – this is an extension of the Infomap method
[98]. It is easy to calculate that, similarly to the previous cases, splitting Fig.
B.2 on a lower hierarchical level improves the partition.
ModuLand [88] – ModuLand can also produce hierarchical structures, by
iteratively re-running the clustering procedure on the network of clusters
(links between clusters are defined by node overlaps). Accordingly, the lowest level clusters are the ones obtained by a simple ModuLand run, which is
susceptible to mispartitioning, as described some paragraphs above.
OSLOM [94] – the method applies statistical significance as fitness. Although its output depends to a certain degree on the whole graph, running
it on Fig. B.2 (as the whole graph) results in a bisection. As the method tries
to find the so-called minimal significant clusters, by trying to split already
found significant subgraphs while the rest of the graph is neglected, it will
divide Fig. B.2 independently of the rest of the graph.

of the modularity of the 0-model graph, z-score = (Q − Q0-model )/σ0-model . Criterion of
[85] is z-score ≥ 2, Qmax ≥ 0.3. Modularities were optimised using the Radatools software
[211].
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[130] I. X. Y. Leung, P. Hui, P. Liò, J. Crowcroft, Towards real-time community detection in large networks, Phys. Rev. E 79, 066107 ((2009).
[131] L. S̆ubelj, M. Bajec, Unfolding communities in large complex networks:
Combining defensive and offensive label propagation for core extraction, Phys. Rev. E 83, 036103 (2011).
[132] L. S̆ubelj, M. Bajec, Robust network community detection using balanced propagation, Eur. Phys. J. B 81, 353 (2011).
[133] C. M. Fortuin, P. W. Kasteleyn: On the random-cluster model, Physica
57, 536-564 (1972).
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[135] G. Palla, I. J. Farkas, P. Pollner, I. Derényi, T. Vicsek, Directed network modules, New J. Phys. 9, 186 (2007).
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[209] G. Tibély, Criterions for locally dense subgraphs, arXiv:1103.3397, to
appear in Physica A (2011).
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